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Abstract— This paper presents the development and validation of
a vision-based navigation and control system for a small unmanned
quadrotor. The core of this system is a state estimator based on the
so-called multi-camera parallel tracking and mapping algorithm,
which provides accurate pose estimation for the quadrotor using
multiple cameras. Built on cascaded proportional-integral-derivative
control loops, a motion controller is designed to provide altitude,
horizontal position, and yaw regulation. The performance of the
proposed system is successfully demonstrated in fully autonomous
flights in a variety of indoor and outdoor scenarios.
Keywords— quadrotor, visual SLAM, PID control.

Fig. 1.

The customized AML-X8 quadrotor with additional sensors

I. INTRODUCTION
multi-rotor unmanned rotorcraft, such as quadrotors,
S mall
are envisioned to be deployed for missions in indoor,
outdoor and cluttered environments due to their small size,
great maneuverability, hovering and close to omni-directional
flight capabilities [1]. Autonomous operation, however, remains a primary challenge for deployment of rotorcraft in
these environments. Accurate maps are rarely available in
advance even for a well-structured artificial environment;
external navigation systems such as the global positioning
system (GPS) are either unavailable, or not sufficiently
accurate for flying a small-size rotorcraft in urban environments. Therefore, online and onboard tracking and mapping
solutions are imperative for autonomous flight of unmanned
rotorcraft in these challenging scenarios.
This paper presents a vision-based navigation and control
system that enables autonomous flight of small quadrotors
in GPS-denied environments. This system is comprised
of a state estimator built on the so-called multi-camera
parallel tracking and mapping (MCPTAM) algorithm and
a motion controller. The MCPTAM algorithm extends the
well-known PTAM algorithm by using multiple cameras
with ultra-wide field of view. It is a keyframe-based simultaneous localization and mapping (SLAM) algorithm,
as almost all modern SLAM systems tend to be due to
their advantages over filtering approaches [2]. It creates a
metric map of the surrounding environment of a quadrotor
and updates it constantly by matching features found in
consecutive images obtained by multiple cameras. It also
simultaneously calculates the quadrotor’s pose (i.e., position
and orientation), which is fused with measurements of an
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onboard inertial measurement unit (IMU) to provide pose
estimation at a higher rate to facilitate motion control. Built
on cascaded proportional-integral-derivative (PID) control
loops, the motion controller contains an altitude controller,
a horizontal position controller, and a yaw controller, which
provide height, horizontal position, and yaw angle regulation,
respectively. The integrated system allows small unmanned
aerial vehicles to operate in challenging environments without using external positioning systems. Its effectiveness and
performance are successfully validated in extensive fully
autonomous flights with various motions, including take-off,
hovering, waypoint following, and landing, in a variety of
indoor and outdoor scenarios.
The rotorcraft platform considered in this paper is called
the Draganflyer X8 quadrotor possessed by the Aerospace
Mechatronics Laboratory (AML) at McGill University. It
is a small, battery-powered unmanned rotorcraft designed
and manufactured by the Draganfly Innovations Inc. It is
equipped with eight rotors, which are arranged in four
coaxial pairs mounted at the ends of four carbon fibre arms.
Because each pair is coordinated to operate as one entity, the
configuration of the X8 is identical to the conventional fourrotor vehicle, the quadrotor. Therefore, the X8 vehicle will
be treated as a regular quadrotor for the purpose of control
design in this paper. The sensor suite provided on the offthe-shelf X8 platform includes a GPS receiver, three gyros,
three accelerometers, three magnetometers, and a barometric pressure sensor. The onboard control software provides
attitude stabilization and altitude hold using feedback from
these onboard sensors.
The X8 platform at AML has been customized in order
to accommodate additional sensors and processing power
for expanding the autonomous capabilities of the vehicle.
In particular, the customized X8 accommodates up to four
small fish-eye cameras, an optical flow sensor (PX4Flow)
and a laser range-finder (Hokuyou UTM-30LX), as well

as an Intel Atom computer. The customized AML-X8 with
some additional sensors during a flight is shown in Fig. 1.
The rest of this paper is organized as follows. Section
II presents an introduction to the MCPTAM algorithm. The
flight dynamics and the motion controller are described in
Section III. Experimental results of a flight performed in an
urban environment are summarized and discussed in Section
IV. Some concluding remarks are provided in Section V.
II. M ULTI -C AMERA PARALLEL T RACKING AND
M APPING
This section provides an overview of the MCPTAM algorithm. Based on the successful PTAM algorithm for monocular cameras [3], it estimates the six degrees of freedom pose
of a quadrotor by using multiple cameras with ultra-wide
field of view. A detailed explanation of this algorithm can
be found in [4]. As shown in Fig. 2, MCPTAM employs
two threads of execution: one for tracking, which runs at
camera framerate, and one for map building, which runs
much slower.
A. Tracking
The tracking thread waits for the arrival of synchronized
images, which are placed into a MultiKeyFrame (MKF) data
structure. First, a guess of the current pose is generated
by applying a simple motion model. Next, map points are
projected into all the cameras, and any falling outside the
boundaries of the image are discarded. It is possible to
gather only a subset of points, instead of the whole map,
for projection by the tracker, which can reduce computation.
Successfully projected points are searched in the images for
matches, which are used as the inputs to a weighted least
squares pose update step. By using robust M-estimators, it
is possible to diminish the effect of outliers during the pose
update. Once a new pose has been computed, the motion
model is updated. If the new information needs to be added to
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B. Mapping
The mapping thread takes any MKFs waiting in the queue,
adds them to the map, and uses them to generate new
map points by triangulation. Candidate image features are
identified in the MKF, and matches are sought at image
feature locations in other nearby MKFs. Various checks
are performed during this step to reduce the number of
points generated from falsely matched features. Next, local
bundle adjustment takes place, using the most recently added
MKF and its immediate neighbours. This is followed by
global bundle adjustment, which uses all the MKFs in the
map. Both bundle adjustment steps use robust M-estimators
to downweigh (and eventually remove) outlying measurements. If global bundle adjustment has converged, and there
are no MKFs in the queue, the mapping thread performs
maintenance tasks such as trying to generate additional
measurements between MKFs and points and attempting to
regenerate measurements that were considered outliers.
C. Advantages
A thorough analysis of MCPTAM’s advantages over
PTAM can be found in [4]. The most important ones include
the support of any number of rigidly connected cameras and
the usage of a spherical camera projection model as opposed
to the typical pinhole model. With a spherical camera model,
fisheye lenses with fields of view over 180◦ can be used,
which greatly improves the robustness of tracking.
The combination of multiple cameras and ultra-wide fields
of view helps both tracking and map-building in two ways.
First, measurements distributed in many directions constrain
the map optimization equations better than if the measurements were all clustered around a single direction, as would
be the case for a narrow field of view camera [5]. Second,
by viewing a large portion of the surrounding environment,
there is a larger chance that areas with good texture will
be observed, and then re-observed at subsequent time steps.
Given that the AML-X8 will operate in a variety of environments with challenging texture, finding good environmental
patches to track becomes crucial.
D. Onboard Performance
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Fig. 2. The workflow of MCPTAM consists of two parallel threads of
execution sharing a producer-consumer queue

It is desirable to run as much processing as possible
onboard the aircraft to enable autonomous flight, but the
embedded computers typically found on such vehicles are
often not capable of this. The map optimization component
of MCPTAM and other keyframe-based SLAM systems
take a lot of computational resources, and the Intel Atom
computer on the AML-X8 is not powerful enough to handle
more than a few keyframes before the computation times
become excessive [6]. For this reason, MCPTAM offers the
ability to run in a client/server configuration, where tracking
at framerate is performed by a client running onboard a
computationally limited vehicle, and all map-building and
optimization tasks are performed by a server running on a

more powerful ground station. This allows the generation
of pose estimates onboard the aircraft, while relying only
weakly on a connection to the ground station. If the wireless
connection breaks, tracking continues undisturbed, but any
additions to the map will only be made once connection is
reestablished.
E. State Estimation
The pose estimates of MCPTAM are fused with IMU measurements in an extended Kalman filter in order to provide
vehicle states to the controller at a higher rate. Following
the approach of [6], MCPTAM is treated as a black-box
relative pose estimator (i.e. the IMU and the vision system
are not tightly coupled). The first camera (by name) of a
multi-camera setup is designated the reference camera, and
MCPTAM outputs pose estimates of this camera’s coordinate
frame. The state of the filter is as follows: the vehicle’s
position and velocity in an inertial frame; rotation from the
inertial frame to the vehicle’s body frame; accelerometer
bias; gyroscope bias; rotation from the inertial frame to a
relative frame that corresponds to the pose of the reference
camera at the moment of initialization of the system; position
of the reference camera in the vehicle’s body frame; rotation
from the vehicle’s body frame to the reference camera frame.
The relative frame is the world in which MCPTAM pose
measurements are defined. The last two state components
are used only when calibrating the offset of the reference
camera with respect to the IMU-centric body frame of the
vehicle. During regular operation, this offset is fixed and the
vehicle’s state does not contain them.
The state estimator based on MCPTAM provides very
accurate estimation of the quadrotor’s states. A sixminute indoor flight reveals that the standard deviation
of the estimation errors of the quadrotor’s position is
(0.0251, 0.0188, 0.0165) m. The ground truth is obtained
by a motion capture system with six Vicon cameras, which
generally provides millimeter-level accuracy.
III. M OTION C ONTROLLER
This section reviews the basic flight dynamics of quadrotors and presents the details of the motion controller, which
is comprised of an altitude controller, a horizontal position
controller, and a yaw controller.
A. Flight Dynamics of Quadrotors
The flight dynamics of quadrotors are simply expressed
by the rigid-body equations of motion of a quadrotor subject
to thrust forces and corresponding moments generated by its
propellers. These differential equations are presented here for
the purpose of “setting the stage” for controller development
rather than for the controller itself or simulation.
The equations of motion of a quadrotor are given by [7]:

mẍ
= (sinψsinφ + cosψcosφsinθ)T




= (−cosψsinφ + sinθsinψcosφ)T
 mÿ
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where (x, y, z) are the quadrotor’s position coordinates in an
inertial frame; φ, θ, and ψ are roll, pitch, and yaw angles,
respectively; g is the gravitational constant; T denotes the
total thrust generated by the four motors; Mx and My are the
moments about the corresponding axes generated by thrust
differences from opposing motors; Mz is the net moment
reaction developed by the propellers; m represents the mass
of the vehicle; Ixx , Iyy , and Izz are the quadrotor’s moments of inertia about the corresponding axes. Note that the
translational dynamics in (1) is derived in the inertial frame,
whereas the attitude dynamics is defined in the quadrotor’s
body frame.
The total thrust T and the moments Mx,y,z are related to
the individual propeller thrusts as follows:
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where Fi (i = 1, 2, 3, 4) denotes the thrust generated by the
ith propeller of the quadrotor; l is the distance between the
propeller axis and the center of the quadrotor; µ is a torque
coefficient depending on a series of factors, including the air
density and the blades’ size, shape and pitch angle [8].
To facilitate control design using linear methods, the
dynamics of a quadrotor are linearized about the hovering
state (i.e., φ = θ = 0; ωx,y,z = 0; T = mg). The linearized
translational model is given by:

 ẍ = g(∆θ cos ψ + ∆φ sin ψ)
ÿ = g(∆θ sin ψ − ∆φ cos ψ)
(2)

1
u1 − g
z̈ = m
where ∆θ and ∆φ represent the attitude deviations in pitch
and roll and u1 represents the total lift force provided by
all propellers. The AML-X8 is equipped with an attitude
stabilizer and a motor controller, so the aforementioned three
variables will be used as control inputs in the altitude and
horizontal position controllers.
B. Altitude Controller
The vertical motion described in (2) can be expressed by
the following second-order system:

ż = vz
v̇z = az
where vz and az denote the vertical speed and the vertical
acceleration, respectively. The latter is defined as az ,
u1 /m − g, and it is used as a virtual control input in the
altitude controller.
As illustrated in Fig. 3, the altitude controller is comprised
of two PID loops. The inner loop generates acceleration
commands by tracking speed commands calculated by the
outer loop, which drives the vehicle to a desired height
denoted by z ∗ . Saturation functions are applied to limit the
speed and acceleration commands for safety concerns. The
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Fig. 3. The altitude controller consists of two loops. The dashed block
represents the simplified kinematic model of the vehicle’s vertical motion
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The vertical speed control loop with mass uncertainties

control laws are given by:
vz∗

= kpz ez

az

= kpvz evz + kivz

Z
evz dt

where ez = z ∗ − z and evz = vz∗ − vz are errors in the height
and vertical speed.
C. Robustness of Altitude Controller
The control input applied to the vehicle for altitude control
is u1 = m(az + g), which is converted into motor control
commands by an onboard algorithm. The vehicle’s mass m
must be known in order to calculate the real input u1 from
the virtual input az . The value of m known to the altitude
controller may be different from the true mass because of
measuring errors and different payload configurations. Let
m̄ > 0 denote the measured mass that is used in controller
design; then the command passed to the vehicle is:
u1 = m̄(az + g)
which implies that the true acceleration command applied to
the vehicle becomes:
āz = ρaz + ∆g
where ρ = m̄/m and ∆g = (ρ − 1)g. As shown in Fig. 4,
the mass uncertainty introduces a perturbation to feedback
gains and a static disturbance to the closed-loop system.
The transfer function from the commanded vertical speed
vz∗ to the true vertical speed vz is:
vz
ρ(kpvz s + kivz )
= 2
∗
vz
s + ρ(kpvz s + kivz )
which shows that the stability of this second-order system is
not affected by ρ since it is positive. Similarly, the transfer
function from the static disturbance ∆g to the error in vertical
speed evz = vz∗ − vz is found to be:
evz
−s
= 2
∆g
s + ρ(kpvz s + kivz )
which produces no static error for a step input, which is
the case when the mass uncertainty is static. Since the
vehicle’s mass is unlikely to be time-varying during flight,
the proposed altitude controller is robust to most common
mass uncertainties.

The proposed control law is also robust to a problem
commonly found in battery-powered unmanned helicopters.
It is the battery drain issue, which refers to the decreasing
voltage of batteries during flight. Small unmanned helicopters usually rely on open-loop control schemes for motor
speed control because they are not equipped with sensors to
measure the rotating speed of propellers; consequently, the
time-varying voltage inevitably affects the overall stability
of the altitude controller. The total lift force is quadratically
proportional to the rotating speed of propellers, which is
proportional to the voltage of batteries and the control input
u1 . Consequently, the time-varying voltage introduces a
varying gain into the closed-loop controller, which is very
close to unity since the voltage change within safe ranges is
usually a small fraction of the total voltage. As shown in the
mass uncertainty analysis, a slightly varying gain close to
unity in the control loop does not affect the overall stability
or result in a steady error. Therefore, the proposed control
law is robust to the battery drain issue.
D. Horizontal Position Controller
Let (x∗ , y ∗ ) denote the desired horizontal position and let
(ex , ey ) denote the error vector between the vehicle’s current
position to the
q desired position. The dynamics of the distance
error es = e2x + e2y is found to be:
ės = −

ex
ey
vx − vy
es
es

where vx = ẋ and vy = ẏ represent the vehicle’s speeds
along x-axis and y-axis in an inertial frame. Let v ∗ denote
the total speed command, then the speed commands along
x-axis and y-axis can be determined by:
vx∗ =

ex ∗
v ,
es

vy∗ =

ey ∗
v .
es

When (vx∗ , vy∗ ) is perfectly tracked by (vx , vy ), the dynamics of the distance error becomes ės = −v ∗ , which can be
easily made stable by the following PI control law:
Z
v ∗ = kps es + kis es dt
which is illustrated in Fig. 5. This strategy generates a total
speed command rather than two separate speed commands
along x-axis and y-axis, thus allowing for a constraint on the
total horizontal speed. Besides, it will force the vehicle to
fly in a straight line between two points rather than a curve
which is likely to occur in the latter case. Furthermore, this
scheme is independent of the vehicle’s yaw angle since the
position errors are defined in an inertial frame; consequently,
the vehicle can aim at any direction while flying between two
points.
The control commands ∆θ and ∆φ in (2) can be replaced
by two virtual control inputs as follows:
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Fig. 5. The horizontal position controller consists of two loops. The block
vx /vx∗ is illustrated in Fig. 6
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The x-speed control loop. The y-speed controller is identical

where the two virtual inputs ax , v̇x and ay , v̇y represent
the accelerations in x and y directions. They are generated
by the following PI control laws:
Z
ax = kpvx evx + kivx evx dt
Z
ay = kpvy evy + kivy evy dt
where evx = vx∗ − vx and evy = vy∗ − vy are speed errors.
The x-speed controller is illustrated in Fig. 6, and the y-speed
controller is identical. The yaw controller follows the same
structure of the x-speed controller with the yaw rate used as
the control input, and it is omitted for brevity.
The two-loop structure of the altitude and horizontal
position controllers provide uniform performance in waypoint following for constant gains, regardless of the distance
between waypoints. The speed constraint in both controllers
disconnects the outer loop when the vehicle is controlled
to travel a long distance, thus forcing the vehicle to move
with constant speed. When the vehicle is very close to a
desired position, the saturation components become ineffective; consequently, the outer loop and inter loop in both
controllers emerge into one single controller, providing solid
performance in position regulation.
IV. E XPERIMENTS AND R ESULTS
The proposed vision-based navigation and control system
is validated in extensive flight tests in a variety of indoor
and outdoor environments. A set of representative results
obtained from an outdoor flight is presented in this section to
demonstrate its effectiveness and performance. In this flight,
the AML-X8 was guided by MCPTAM to take off, hover,
follow several waypoints, and finally land autonomously.
This flight test was performed on a building roof, as one
of the anticipated mission scenarios is to land on a roof top.
Three sides of the roof are surrounded by walls and windows
of abutting buildings and other artificial objects. The lighting
conditions vary drastically from one area to another area
on the roof, which poses great challenges to MCPTAM for
feature extraction and matching. The conditions on the roof
are always affected by circling air flows and wind, which are
likely to cause disturbances to the motion controller. In the
flight, MCPTAM employs a downward-looking camera and
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a side-looking camera with both installed on one side of the
AML-X8. The flight path is defined by several waypoints
listed in Table 1. Each waypoint is specified by the vehicle’s
3D position and its yaw angle.
The AML-X8’s 3D trajectory in the flight test is shown in
Fig. 7. Responses of its horizontal motion are shown in Fig. 8
and vertical motion in Fig. 9. As can be seen, the proposed
navigation and control system is very effective in guiding the
vehicle to fly through a sequence of waypoints and perform
various maneuvers. The limit on the horizontal speed is
effective during the second and the fifth segments of the path,
which are relatively long. The speed limits of the altitude
controller are also enforced during the flight, leading to very
smooth and steady ascending and descending motions. The
battery voltage drops about 1.5 V during the flight, while the
performance of the controller is not affected at all, confirming
the controller’s robustness to the battery drain issue. Its
robustness to mass uncertainties is also verified in several
other flight tests by varying the payload. The deviation of xposition in Fig. 8 is attributed to wind disturbances. Extensive
flight tests in an open field with wind speeds up to 6 m/s
indicate that the robustness of the motion controller to wind
can be considerably improved by increasing gains in the
horizontal position controller.
V. CONCLUSIONS
This paper presented a multi-camera parallel tracking
and mapping algorithm and a motion controller that enable
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[2]

autonomous operation of a small quadrotor in GPS-denied
environments by purely using a few low-cost cameras and an
inertial sensor onboard the quadrotor. Without relying on any
external positioning systems, this vision-based navigation
and control system can considerably increase the autonomous
level of small unmanned aerial vehicles and extend their
applications to unstructured, indoor environments.
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