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Abstract—Occupancy grids have been widely used for mapping with mobile robots for nearly 30 years. Occupancy grids
discretize the analog environment and seek to determine the
occupancy probability of each cell. Traditional occupancy grid
mapping methods make two assumptions for computational
efficiency and it has been shown that the full posterior is
computationally intractable without these assumptions.
This paper employs a form of Markov Chain Monte Carlo
(MCMC) known as Gibbs sampling to sample from the full
posterior. By drawing many samples, we are able to capture the
full posterior, which more accurately represents the uncertainty
in the map due to sensor measurement error. The MCMC method
is shown to compute the full posterior in a 1D toy example, and
it is shown to be computationally tractable, though not online,
for realistic 2D simulations.

I. I NTRODUCTION
Occupancy Grid (OG) mapping is a useful mapping technique used by mobile robots. In contrast to mapping techniques that only seek to locate features or landmarks in the
environment, OG mapping discretizes the environment into
cells and seeks to determine whether each cell is occupied or
unoccupied given, for example, range measurements gathered
by a mobile robot. The idea of occupancy grid mapping was
first introduced by Moravec and Elfes [16], but improved by
Moravec [15] and Elfes [3] by representing the occupancy of
each cell by a single binary random variable, then computing
the probability of each cell being occupied. However, for
computational efficiency, Moravec and Elfes assumed that
cells in the occupancy grid are independent of one another
and that measurements are conditionally independent.
The two assumptions made in traditional OG mapping lead
to an overconfident estimate of the occupancy probability
of cells in the grid. We illustrate this overconfidence in
Section II where we compare traditional OG mapping to the
full Bayesian solution, which makes no assumptions. The full
Bayesian solution (i.e., full solution) is able to capture the
residual uncertainty in the OG map. Occupancy grid maps
are often thresholded on a cell-by-cell basis as occupied
or unoccupied and then used for path planning, obstacle
avoidance, and other tasks [4]. However, other applications
such as entropy and information gain calculations (e.g., for
next-best view planning) require accurate representation of the
uncertainty in each cell. These calculations are often used in
exploration algorithms to evaluate the expected information
gain of scanning from a particular location on the map
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[11, 19]. Therefore, capturing the residual uncertainty in the
map, resulting from noisy sensor measurements, is essential to
accurately computing the information in the occupancy grid.
In [12], we proposed a method that extends the work of
Thrun [20] to approximate the full solution. However, both
of these methods require either the maximum a posteriori
(MAP) estimate of the occupancy grid or the ground truth
map (available in simulation) before computing the residual
uncertainty in each cell. In this paper, we propose using a
Markov Chain Monte Carlo (MCMC) method known as Gibbs
sampling [6]. MCMC methods are able to sample from a
complex distribution of interest (in this case the full solution),
thus enabling an accurate approximation of the distribution by
averaging over many samples. MCMC approaches apply the
Markov assumption by generating the next sample based solely
on the current state or current sample. This process generates a
Markov chain, as the transition probabilities between samples
are only a function of the single previous sample.
The Metropolis algorithm [13, 14] was the first MCMC
method and it sampled from a proposal distribution and accepted the new sample based on an acceptance probability. The
Metropolis-Hastings algorithm [9] extended this algorithm by
using an arbitrary transition probability function. Both of these
algorithms typically sample from a multivariate distribution.
In contrast, the Gibbs sampler [6] only considers a univariate
conditional distribution, which is generally easier to compute.
In this paper, we show that because we are able to compute
the probability of a cell in the occupancy grid being occupied,
given the occupancy of all other cells in the map, we can
therefore use Gibbs sampling to sample from the full posterior
with no approximations.
This paper will begin by reviewing the full Bayesian solution to OG mapping as well as traditional OG mapping in
Section II. Next, Section III will introduce the Gibbs sampling
method of MCMC. Specifically, Section III-A will introduce
MCMC Gibbs sampling and Section III-B will extend the
theory to occupancy grid mapping. We will show that the
MCMC method is able to approximate the full solution for
a 1D OG mapping example. Section IV will show results
of applying MCMC to realistic 2D simulations and will
highlight the benefit of accurately computing the residual
uncertainty versus traditional OG mapping. Finally, Section V
will conclude the paper and suggest possible future extensions
of this work.
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computed for all r. After computing the probability of each
of the R maps, the probability of a cell being occupied is
calculated by summing the map probabilities for those maps
in which the cell of interest is occupied:
R
X
p(mk |z, x) =
p(mk |mr )p(mr |z, x),
(1)
r=1

r

where p(mk |m ) ∈ {0, 1}. This is useful for comparing the
full solution to traditional OG mapping algorithms that only
calculate the probability of a cell being occupied, as opposed
to the probability of a map. Note that computing the full
solution is exponential in the number of cells in the map, K,
because R = 2K . As a result, it is only possible to compute
the full solution for a map with a small number of cells (e.g.,
K = 20 cells takes a few hours). Hence, this solution is only
suitable for small 1D maps, and not for any reasonably sized
2D or 3D maps.
Update Term for Two-Assumption Algorithm
locc
!

l(mκ |zn )

II. E XISTING OG M APPING A LGORITHMS
Occupancy grid mapping discretizes an analog environment,
m, into a regular grid of K cells. Each cell in the map is
represented by a binary random variable, mk , where k =
1 . . . K, that indicates whether the cell is occupied, mk = 1, or
unoccupied, mk = 0. The true map, known as the ground truth
map, correctly indicates the value of each mk . An occupancy
grid mapping algorithm seeks to determine the state of each
cell in the map, given a set of N range measurements, z1:N ,
and corresponding robot poses, x1:N . To simplify the notation,
we will not include the subscript 1 : N when referring to the
set of all measurements or poses, just as all K cells in the
map are referred to as m. As most range sensors measure the
distance to the first occupied cell, f , (and not beyond that)
the occupancy of cells inside walls or obstacles cannot be
measured. An omniscient ground truth map can accurately
represent the sate of these cells, but a mapping algorithm
cannot. Therefore, it is typical in the literature to refer to these
cells as unknown.
To account for noise in the range measurements, occupancy
grid mapping algorithms use Bayesian methods to compute
the probability that each cell is occupied, p(mk ), given a set
of range measurements, z, and corresponding robot poses, x.
Since the map is divided into K cells, there are R = 2K
possible occupancy grids. We use a superscript to represent
these maps: mr , where r = 1 . . . R.
In [12], we presented the full solution to OG mapping.
Essentially, we introduced the hidden state of the first occupied
cell, f , to compute the probability of each map given the
range measurements and corresponding poses, p(mr |z, x).
Throughout this paper we assume that the range sensor is a
narrow-beam sensor such as a laser rangefinder. Therefore,
the sensor will measure the distance to the first occupied cell
along the measurement ray, as opposed to a sensor with a wide
sensing frustum (e.g., ultrasonic range sensor), which Thrun
[20] handles by taking the expectation over possible obstacles
in the sensing frustum. We used the notation fr,n to indicate
the first occupied cell on the map, mr , from the pose, xn .
Therefore, the probability of each map, mr , given the range
measurements and corresponding poses, is

!
#
!
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!
!!"

!!#

!"
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#

"

Fig. 1. A commonly used inverse sensor model in the log-odds domain. The
parameters locc and lfree are normally selected such that locc > 0 ≥ lfree .
In this paper, we use values presented by Hähnel [8].

It is because of this computational complexity that traditional OG mapping [15] makes two simplifying assumptions.
The first is that the occupancy of a cell is independent of all
other cells:
K
Y
p(mk ).
p(m) =
k=1

The second is that measurements are conditionally independent, given the occupancy of a single cell of interest:
N
Y
p(z|mk ) =
p(zn |mk ).
n=1

Together, these two assumptions yield a map update algorithm
that is linear in the number of cells that the measurement, zn ,
affects:
p(zn |mk , z1:n−1 , x)p(mk |z1:n−1 , x)
p(mk |z, x) =
p(zn |z1:n−1 , x)
p(zn |mk , xn )p(mk |z1:n−1 , x1:n−1 )
=
p(zn |z1:n−1 , x)
p(mk |zn , xn )p(zn |xn )p(mk |z1:n−1 , x1:n−1 )
=
.
p(mk |xn )p(zn |z1:n−1 , x)

Computation of the terms that do not depend on mk in this
expression is avoided by using the log-odds domain:

j=1

This equation is written recursively to incorporate each new
sensor measurement, zn , incrementally. We assign an uninformed prior probability for each map, p(mr ) = 1/R. Note
that the denominator is a normalizing constant that does not
increase the computational complexity since the numerator is

l(mk |z, x) = l(mk |z1:n−1 , x1:n−1 ) + l(mk |zn , xn ) − l(mk ).
The details of applying this equation are found in [12]. The
key is that the update term, l(mk |zn , xn ), is a function of the
cell being updated, mk , relative to the range measurement, zn ,
and can be computed a priori. We introduce the notation, mκ ,
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Fig. 2. Occupancy grid after eight measurements. The robot is at k = 0, the true first occupied cell is at k = 20, and the maximum range of the sensor is
F = 30. The full Bayesian solution illustrates the true information in the map. The MCMC algorithm approximates the full solution with increasing fidelity as
the number of iterations, i, increases. The traditional two-assumption algorithm does a poor job of capturing the residual uncertainty near the wall boundary.

where κ = 0 . . . F , to refer to a cell mk relative to the pose xn .
In other words, mκ is the set of cells that the measurement
zn could possibly measure. Thus mκ=0 is the cell that the
robot occupies at pose xn (starting pose of the measurement
ray zn ) and mκ=F is the cell at the maximum range of the
sensor given the position and orientation of the sensor, xn . The
update term can now be written l(mκ |zn ). This update term is
known as the log-odds of the inverse sensor model, p(mκ |zn ).
A commonly used form 
in the literature [1, 8, 17, 18] is
if κ < zn
 lfree
locc
if κ = zn ,
l(mκ |zn ) =

0
otherwise
where lfree and locc are manually selected, and generally locc ≥
−lfree , and locc > 0. Various values for lfree and locc are
presented in the OG literature. For this paper, we use the values
reported by Hähnel [8] of lfree = −1.3863 and locc = 1.38631 .
Figure 1 illustrates this commonly used inverse sensor model.
Figure 2 shows a simple 1D example of OG mapping. The
robot has taken eight measurements from cell k = 0 and each
of the measurements is drawn from p(zn |fr,n ) = N (20, 22 ).
The ground truth shows the true state of the world, and the full
Bayesian solution shows the residual uncertainty in the map
resulting from the noisy sensor measurements. The traditional
two-assumption algorithm does not capture this uncertainty
near the wall at k = 20. In this example, the traditional
algorithm underestimates the occupancy probability for cells
19 and 20, and overestimates it for cells 21 and 22.
III. M ARKOV C HAIN M ONTE C ARLO
A. Introduction to MCMC
Section II concluded that the full solution cannot be computed efficiently but that it models the residual uncertainty
in the OG map, whereas traditional OG mapping can be
overconfident. One method of approximation is an inference
method based on numerical sampling, also known as Monte
Carlo techniques. These approximations work well in situations where the posterior distribution may not be of particular
interest itself, but instead its expectation is of interest.
1 Hähnel [8] reports these values in the probability domain as p
free = 0.2
and pocc = 0.8.

One powerful family of sampling techniques are known
as Markov Chain Monte Carlo (MCMC) techniques. These
techniques have their origins in physics [14], but only in the
early 1990s did they make a significant impact on the field of
statistics when computational resources made them applicable
to a wide variety of situations [5]. The Markov assumption
states that the next state is independent of all previous states,
given the current state. Therefore, for a sampling algorithm,
this simply means that the next sample depends on the current
sample and no other samples.
The key to a MCMC algorithm is the acceptance probability. Once a new sample is proposed, it is only accepted
with the probability given by the acceptance probability. The
basic Metropolis algorithm [13] assumes that the proposal
distribution is symmetric. This algorithm is generalized by the
Metropolis-Hastings algorithm [9] that removes the assumption that the proposal distribution is a symmetric function of its
arguments. All of these MCMC methods require that the state
transition probabilities leave the posterior distribution invariant
and that the Markov chain be ergodic.
Gibbs sampling [6] can be seen as a special case of the
Metropolis-Hastings algorithm. In fact, it is seen as an efficient
case since the acceptance probability is always one [2]. The
idea behind Gibbs sampling is to update each component of
the state by sampling from its conditional distribution given
all other components of the state.
B. MCMC for OG Mapping
To use MCMC Gibbs sampling for OG mapping, we must
compute the occupancy probability of one cell, mk , given
all of the measurements, z, their respective poses, x, and
the occupancy of all other cells in the map, m¬k . The new
value computed for each cell is used to condition the next
distribution. Completing this for each of the K cells in the
map yields a single sample of the full posterior. Several
such iterations result in a Gibbs Sequence that asymptotically
converges to a stationary (equilibrium) distribution.
To show that this method samples from the correct distribution, we must show that p(m|z, x) is invariant of each Gibbs
sampling step and therefore the whole Markov chain. To show
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this, we note that p(m|z, x) = p(mk |z, x, m¬k )p(m¬k |z, x).
p(m¬k |z, x) is clearly invariant, as m¬k is left unchanged
at each step. Furthermore, each step samples from the correct conditional distribution, p(mk |z, x, m¬k ), by definition.
Therefore the joint distribution is invariant.
Furthermore, we must show that it is ergodic. A sufficient
condition for ergodicity is that none of the conditional distributions be zero for any value of mk . As long as we can ensure
this, then this Gibbs sampling technique will sample from the
correct posterior distribution.
The univariate conditional distribution is computed as
p(mk =1|z, x, m¬k )
p(mk = 1|x, m¬k )p(z|x, m¬k , mk = 1)
=
p(z|x, m¬k )
N
Y
p(mk = 1|m¬k )
p(zn |xn , m¬k , mk = 1)
n=1

=

p(z|x, m¬k )

. (2)

Note that we have assumed that measurements are independent of one another given the occupancy of all cells in the
map. This assumption is true, unlike traditional occupancy grid
mapping that assumes that measurements are independent of
one another given the occupancy of a single cell. To meet
the ergodicity requirement, we must ensure that none of the
terms in the numerator of Equation (2) are zero. The term
p(mk = 1|m¬k ) is a user-defined constant that represents the
prior probability of a cell being occupied. The other terms are
the sensor model, p(zn |fr,n ), as discussed in Section II. Thus,
the sensor model must be non-zero for all z and f . For this
paper, we have chosen a Gaussian sensor model, N (f, d2 ).
To improve the computational efficiency, we compute the
probability in Equation (2) in the log-odds domain. Similarly
to Equation (2), we can compute
p(mk = 0|z, x, m¬k )
p(mk = 0|m¬k )

N
Y
n=1

=

p(zn |xn , m¬k , mk = 0)

p(z|x, m¬k )

.

Thus allowing us to compute the log-odds of the conditional
distribution as
l(mk |z, x, m¬k )
p(mk = 1|z, x, m¬k )
= log
p(mk = 0|z, x, m¬k )
N
X
= l(mk |m¬k ) +
[log p(zn |xn , m¬k , mk = 1)
n=1

− log p(zn |xn , m¬k , mk = 0)].

discussed in Section II. Together m¬k and mk specify the
occupancy of every cell in the map. Therefore, they must
represent mr for some r = 1 . . . R. The term l(mk |m¬k )
in Equation (3) is simply the prior occupancy probability of
each cell. This term can be set to zero, which is equivalent
to assuming that each cell is equally likely to be occupied or
unoccupied.
Algorithm 1 describes the MCMC Gibbs sampling algorithm. The algorithm will return the desired number of samples
from the full posterior. However, because the samples begin at
a random map, it is common to discard the first several samples
as the Gibbs sequence has not converged (the discarded
samples as known as burn-in). The remaining samples in the
Gibbs sequence can be used to compute various statistics about
the full solution. For example, the occupancy probability of a
particular cell can be computed by averaging the occupancy
of that cell over many samples.

(3)

Note that the probability p(mk = 1|z, x, m¬k ) can easily be
recovered from Equation (3),
exp l(mk |z, x, m¬k )
p(mk = 1|z, x, m¬k ) =
.
1 + exp l(mk |z, x, m¬k )
Also, note that computing p(zn |xn , m¬k , mk ) in Equation (3)
is equivalent to computing the sensor model, p(zn |fr,n ), as

Algorithm 1 MCMC Gibbs sampling for OG mapping
Given z, x, maxSamples
Select a random m(0)
Define mr as m(0)
for i = 1 to maxSamples do
for k = 1 to K do
(i)

Sample mk from p(mk = 1|z, x, mr¬k )
(i)
Define mrk as mk
end for
end for
return set of samples from the full posterior
Note that using the log-odds domain and sampling mk
according to Equation (3) is more computationally efficient
than using the probability domain. Also, only the subset of
measurements that affect mk need to be used in Equation (3).
Even the measurements that hit an occupied cell in mr before
reaching mk may be omitted.
IV. E XPERIMENTAL R ESULTS
A. 1D Results
Figure 2 illustrates that MCMC Gibbs sampling accurately
models the full solution presented in Section II and that its
accuracy increases with more samples. Thus, the MCMC algorithm is not over- or under-confident near the obstacle boundaries like the traditional two-assumption algorithm. Compared
to the full solution, the sampling algorithm is more computationally efficient. The full solution is exponential in the
number of cells in the map, O(2K ), whereas the MCMC Gibbs
sampling method is polynomial, O(maxSamples × K × N ).
Thus, each sample approaches the complexity of traditional
OG mapping, O(N × F ), but without the assumptions. However, the traditional OG mapping algorithm allows the map
to be updated incrementally with each new measurement,
where each update is linear in the number of cells that the
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measurement affects, O(F ). In contrast, the MCMC sampling
algorithm is a batch solution that can only be computed after
all measurements have been collected.
Although Figure 2 qualitatively shows that the sampling
method approaches the full solution with more samples, we
wish to show this quantitatively. Thus, we require a metric
to quantify how well one occupancy grid resembles another.
The Kullback-Leibler divergence [10], DKL (p||q), quantifies
the difference between two probability distributions, p and q,
where p is the benchmark probability, and q is the estimated
probability. For the purpose of comparing two occupancy
grids, we compute DKL (pk ||qk ) for each cell, mk , in the map
between the benchmark and estimated maps. Once
1
X
p(mk )
DKL (pk ||qk ) =
p(mk ) log
q(mk )
m =0
k

is computed for each cell, mk , the sum over all cells is the
DKL between the two maps:
K
X
DKL (p||q) =
DKL (pk ||qk ).
k=1

To illustrate that MCMC Gibbs sampling will more accurately model the full solution with more iterations, we
use Algorithm 1 without discarding any burn-in samples and
compare the occupancy probability of each cell against the full
solution. The result is depicted in Figure 3. In particular, the
convergence plot highlights that the MCMC method moves
quickly from a random sample to sampling from the desired
posterior. Thus by discarding the first few samples (approximately 10 in this case), we are left with a Gibbs sequence that
samples from the correct posterior distribution.

MCMC Convergence to Full Solution
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Fig. 3. The MCMC Gibbs sampling method converges to the full Bayesian
solution for occupancy grid mapping with more samples. The KullbackLeibler divergence (DKL ) quantifies the difference between the two probability distributions.

B. 2D Results
To demonstrate that the MCMC algorithm can be computed
for large map sizes where the full solution would be computationally intractable, we have 100 simulated datasets of
a mobile robot in a 2D environment. The simulations were
conducted in Player/Stage [7] on maps measuring 500 × 500
cells with a laser rangefinder that could measure a maximum
of F = 75 cells. The 100 datasets came from 10 runs on
each of 10 realistic maps that ranged from cluttered officetype maps to sparsely occupied maps. A simple exploration
algorithm was used to ensure coverage for each of the datasets.

The robot only mapped the environment when stopped, as
is common with exploration algorithms that seek to produce
highly accurate maps [21].
Experiments highlighted the importance of selecting a suitable prior probability for each cell in the occupancy grid.
When an uninformed prior of p(mk ) = 0.5 was used as
described in Section III, the MCMC algorithm required in
excess of 200 iterations to reach a stationary distribution. However, by lowering the prior to a more realistic p(mk ) = 0.15,
convergence was reached in less than 20 iterations. Figure 4
illustrates the convergence of the Gibbs sequence in less than
20 iterations by using the more realistic prior.
The experiments showed that the MCMC Gibbs sampling
method could be computed for large maps with K = 250 000
cells, where the full Bayesian solution would be computationally intractable. Each iteration of the MCMC algorithm
took approximately 53 seconds in our unoptimized Matlab
implementation, thus a stationary distribution is reached after
18 minutes of computation. The benefit of MCMC is that the
solution becomes more accurate as more samples are drawn
beyond this point. The average DKL between the MCMC
method and the ground truth map for the 100 datasets was
8.8 × 105 . The average DKL between the MCMC method and
the traditional OG mapping algorithm for the 100 datasets was
6.3×103 . This result indicates that the traditional OG mapping
algorithm more closely models the MCMC method. Since the
ground truth map does not model uncertainty and does not
depend on the measurements, this result is intuitively correct.
Figure 5 shows typical results from one of the 100 datasets.
The three magnifications in Figure 5 highlight some anecdotal
results. The first magnification shows an obstacle boundary
that received many measurements. In this case, the MCMC
method approaches the ground truth map. The MCMC method
is more confident about the obstacle boundary than the twoassumption algorithm, which should translate to better localization in a grid-based localization problem where the map is
given. Conversely, the second magnification highlights an area
that received few or no measurements. The MCMC algorithm
remains at the prior for cells with no measurements, unlike the
ground truth map that does not depend on the measurements.
Hence, if the ground truth map were used as a benchmark, it
would place unrealistic expectations on the OG mapping algorithm as it does not capture the residual uncertainty in the map.
Lastly, the third magnification shows an unoccupied area that
received few (between one and three) measurements. The twoassumption algorithm does not reduce occupancy probability
of these cells to near-zero as the MCMC algorithm does. Thus,
depending on the user-defined occupancy threshold, the twoassumption algorithm may consider this area occupied, which
would hinder path planning or localization algorithms that the
map was used for. The differences between the algorithms are
further illustrated by the DKL plots in Figure 5 (e) and (f).
V. C ONCLUSION AND F UTURE W ORK
This paper emphasized that existing occupancy grid mapping algorithms do not accurately capture the residual uncer-
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(a) mi=5

(b) mi=10

(c) mi=20

Fig. 4. Samples drawn from the Gibbs sequence at various iterations, i. (a) and (b) illustrate that the Gibbs sequence has not yet converged by displaying
clusters of occupied cells in unoccupied areas. The sequence has converged by i = 20; the remainder of the samples in the sequence will look similar to (c).

1

1

1

2

2

3

2

3

3

(a) Number of positive measurements

(b) Ground Truth

(c) Two-Assumption

Legend for (a):

Legend for (b), (c), (d):

Legend for (e), (f):

0

4
count

0

8

1

0.5
p(mk | . . .)

0

1

1

(d) MCMC Gibbs Sampling

≥1

1

2

3

0.5
DKL (pk ||qk )

2

3

(e) DKL of (b) and (d)

2

3

(f) DKL of (c) and (d)

Fig. 5. Results from one of the 100 2D datasets. Image (a) shows the number of times the range sensor reflected off a cell, mk , in the dataset. Image (b)
illustrates the ground truth map, where p(mk ) ∈ {0, λ = 0.15, 1}. Image (c) shows the result of two-assumption OG mapping. Image (d) illustrates the result
of the MCMC Gibbs sampling algorithm. Image (e) displays the DKL between (b) and (d), where the values have been thresholded at DKL (pk ||qk ) = 1
for the purpose of this illustration. Similarly, image (f) shows the DKL between (c) and (d). The circles in the six images are magnifications. The first
magnification shows that the MCMC method approaches the ground truth map in well-mapped areas. The second magnification shows that MCMC map
remains at the prior for unmapped cells, unlike the ground truth map. The third magnification shows that the two-assumption algorithm is not confident about
the unoccupied space, but the MCMC algorithm is; each cell in the third magnification received few (between one and three) measurements.
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tainty in the map. The ground truth map does not account
for the sensor measurements and therefore does not model
uncertainty in the map. The traditional OG mapping algorithm makes two simplifying assumptions that improves its
computation time, but at the expense of accurately capturing
the uncertainty in the map. These deficits are evident when
comparing these algorithms to the full Bayesian solution.
But since the full solution is computationally intractable for
reasonably-sized maps, the MCMC Gibbs sampling algorithm
presented in this paper can be used to sample from the
full posterior in polynomial time. Many samples from the
posterior can be used to compute relevant statistics such as
the occupancy probability of any cell in the map.
By accurately capturing the residual uncertainty in the map,
the MCMC solution is a better benchmark for other OG
mapping algorithms. The two-assumption algorithm is useful
as an online algorithm because it can update the map in linear
time. However, the mapping algorithm is often decoupled from
the algorithm that uses the map (e.g., exploration, localization,
etc.). In this case, the MCMC solution will provide a more
accurate map, which can lead to better performance of the
algorithm that uses the map. This is particularly true if
the algorithm that uses the map makes use of the residual
uncertainty in the map, as information-gain-based exploration
algorithms do.
Future work on this topic will include comparing the
MCMC Gibbs sampling method to the patch map presented in
[12]. Also, this method can be used to improve traditional twoassumption OG mapping by optimizing its tuning parameters.
In addition, because this method does not make the traditional
cell independence assumption, it may be possible to better
model the effects of neighbouring cells. Accurately modeling
such effects would allow the mapping algorithm to better
estimate the occupancy of poorly mapped areas and even some
unmapped cells.
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