Lighting-invariant Visual Teach and Repeat Using
Appearance-based Lidar
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Visual Teach and Repeat (VT&R) is an effective method to enable a vehicle to repeat any previously driven
route using just a visual sensor and without a global positioning system. However, one of the major challenges
in recognizing previously visited locations is lighting change, as this can drastically alter the appearance of
the scene. In an effort to achieve lighting invariance, this paper details the design of a VT&R system that uses
a laser scanner as the primary sensor. Unlike a traditional scan-matching approach, we apply appearancebased computer vision techniques to laser intensity images for motion estimation, providing us the benefit of
lighting invariance. Field tests were conducted in an outdoor, planetary analogue environment, over an entire
diurnal cycle, repeating a 1.1 km route more than 10 times with an autonomy rate of 99.7% by distance. We
describe, in detail, our experimental setup and results, as well as how we address the various off-nominal
scenarios related to feature-poor environments, hardware failures, and estimation drift. An analysis on motion
distortion and a comparison with a stereo-based system is also presented. We show that even without motion
C 2012 Wiley
compensation, our system is robust enough to repeat long-range routes accurately and reliably. 
Periodicals, Inc.

1.

INTRODUCTION

In the absence of a Global Positioning System (GPS), achieving long-range, autonomous navigation using onboard
sensing is still an ongoing challenge due to the unbounded
error growth inherent in relative motion estimation [e.g., Visual Odometry (VO) (Matthies and Shafer, 1987)]. Although
this error growth can be greatly reduced by including celestial observations and/or absolute heading information
(Lambert et al., 2012), accumulating error over long distances and/or long periods of time is inevitable. This poses
a problem for a number of navigation tasks that require
accurate localization over vast scales.
In this paper, we consider the problem of autonomously
repeating a previously driven path over arbitrary distances
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and with centimeter-level accuracy. There are many scenarios in which this ability would prove useful, such as
scientific sample-and-return missions on foreign planets
(Furgale and Barfoot, 2010, Bajracharya and Backes, 2008),
autonomous underground tramming for mining (Marshall
et al., 2008), autonomous convoying for military applications (Richardson and Rodgers, 2001), and return-to-home
functionality for electric wheelchairs (Goedeme et al., 2007),
to name a few. In such scenarios, Visual Teach and Repeat
(VT&R) has proven to be a highly accurate and reliable technique to autonomously repeat any previously driven route
without the aid of a GPS system and using only an onboard
visual sensor. It is worth pointing out that even when access to GPS is available, signal reliability (as demonstrated
in the benchmarking aspect of our experiments) and estimation drift (Baldwin & Newman, 2012) are two problems
that could limit a system’s performance in repeating a previously driven path.
Furgale and Barfoot (2010) demonstrated the effectiveness of this VT&R approach through long-range field trials
in a planetary analogue environment. In total, over 32 km
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were traversed and the robot was able to repeat the previous routes with a 99.6% autonomy rate by distance. Although very successful, the use of a stereo camera as the
primary sensor proved to be one of the fundamental limitations of the system, as changes in ambient lighting would
sometimes result in a failure to recognize a previously visited location (see Figure 1 for an example of this failure
mode).
As passive camera systems are dependent on ambient lighting, operating in environments that lack adequate
or consistent light becomes extremely challenging. For instance, Husmann and Pedersen (2008) investigated dark
navigation in shadowed lunar craters using LED spotlights to illuminate the scene for their stereo system. They
were interested in using stereovision for terrain assessment and collected images at varying exposures to build
a high-dynamic range image. However, even with highpowered external lighting, the look-ahead distance was
severely limited and the robot had to operate in a stopand-go fashion. Furthermore, this strategy does not address the issue of variable/inconsistent lighting, which is
a critical problem for a VT&R system that must operate
outdoors.
This prompted an investigation into alternative sensing modalities that are less sensitive to external lighting
conditions, such as three-dimensional (3D) laser scanners,
which use their own light source to sense the environment. Although most systems that use 3D laser scanners
employ some form of scan matching for motion estimation [e.g., Rekleitis et al. (2007); Se et al. (2004); Surmann
et al. (2003); Thrun et al. (2000); Wettergreen et al. (2009);
Wulf et al. (2008)], for vast-scale navigation in outdoor,
unstructured environments, we argue against the traditional scan-matching approach for the following two reasons: (i) scan-matching techniques require a good initial
guess to ensure convergence, and (ii) scan matching is
heavily dependent on distinctive topography. For planetary exploration scenarios, where the terrain can be flat
and expansive (e.g., Figure 1), scan-matching approaches
would not be appropriate. Instead, we propose an alter-
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native approach that uses laser intensity images and exploits the success and heritage of the appearance-based VO
pipeline (Maimone et al., 2007). We demonstrate that this
approach is robust to extreme lighting changes and can accurately repeat long-range routes on challenging outdoor
terrain.
This paper presents an appearance-based VT&R system that uses a light detection and ranging (lidar) device
as the primary sensor and bridges the gap between the efficiency of appearance-based techniques and the lighting
invariance of 3D laser scanners. This is accomplished by
applying appearance-based methods to processed 2D lidar
intensity images, which look nearly identical to a standard
gray-scale camera image, but with the added benefit of looking the same both in the light and in the dark. Combined
with the azimuth, elevation, and range data, a lidar provides all the necessary appearance and metric information
required for motion estimation. This lidar-based VT&R system is a first of its kind and has been validated and tested in a
planetary analogue environment, autonomously repeating
a 1.1 km route over ten times in a variety of lighting conditions. The system only relies on frame-to-frame VO using
sparse bundle adjustment, but it is able to repeat routes
accurately and consistently with root-mean-squared path
errors of the order of centimeters.
This paper is organized as follows. Section 2 provides a
review of related VT&R and appearance-based lidar work.
Section 3 provides an overview of our appearance-based
lidar technique for motion estimation, including the frontend preprocessing and keypoint detection as well as a description of our back-end VO system. Section 4 provides a
detailed overview of our VT&R architecture with a description of our sliding-local-map approach. Section 5 presents
three critical experiments. The first experiment involved
teaching a 1 km route during daylight conditions and repeating the route every 2–3 h over an entire diurnal cycle. The second experiment is a comparison between our
stereo-based and lidar-based VT&R system, and the third
experiment involves analyzing the impact of teaching and
repeating paths at different speeds.

Figure 1. Example of a failure to match against a previous location due to lighting changes. The initial image is shown on the left,
followed by the failed match in the middle, and lastly the successful match on the right, which was captured the next day. In all
three cases, the robot was in approximately the same physical position. Images taken from (Furgale and Barfoot, 2010).
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RELATED WORK

Visual Teach and Repeat (VT&R) systems are becoming
common in robotics and are based on a rather simple twostage process comprised of a teach pass and a repeat pass.
During the teach pass, the system uses a visual sensor to
construct a map of the environment, which can either be
represented as metric (Baumgartner and Skaar, 1994), topological (Matsumoto et al., 1996), or a hybrid of the two
(Marshall et al., 2008). During the repeat pass, the system
localizes against the archived maps, and in some cases also
performs relative motion estimation (Furgale and Barfoot,
2010), in order to accurately retrace the previously driven
route.
Map representation is perhaps the most significant
design decision as it affects both the system’s efficiency
and performance. Metric maps are fine-grained representations of the environment (e.g., monolithic, globally consistent map), whereas topological maps are graphlike with
nodes representing significant regions or landmarks and
edges representing interconnections between places (Thrun
et al., 2005). Topological/metric maps are hybrid representations where the nodes can be locally consistent metric maps
(Simhon and Dudek, 1998). Interestingly, the current trend
in robotics appears to be moving away from the long-held
belief that everything must be estimated in a single privileged coordinate frame, as relative map representations
can be just as effective and are less computationally expensive [e.g., Sibley et al. (2010)]. Indeed, numerous hybrid
topological/metric map representations, also called topometric (Badino et al., 2012), have been discussed in the literature and include the following: atlases (Bedwani et al.,
2010; Bosse et al., 2004; Kuipers et al., 2004; Lisien et al.,
2005; Maddern et al., 2012; Simhon & Dudek, 1998), hierarchical SLAM (Estrada et al., 2005), manifolds (Howard,
2004; Howard, et al., 2006), and skeleton graphs (Konolige
et al., 2010), to name a few. Interestingly, although the shift
from globally consistent metric maps to hybrid topological/metric maps has been relatively recent, Brooks (1985)
recognized the benefits of using hybrid topological/metric
maps for robotic navigation tasks.
Purely metric map representations are seldom used in
VT&R systems, but they have been successfully applied in
both indoor (Baumgartner and Skaar, 1994; Kidono et al.,
2002) and outdoor settings Royer et al., 2007). Royer et al.
(2007) presented an outdoor VT&R system that used a
monocular camera for visual input. They used the Harris
corner detector (Harris & Stephens, 1988) to detect keypoints in image space and triangulated these keypoints
to 3D landmarks, which were embedded in a global map
(this map building was a batch process that was done offline). During the autonomous repeating, the system would
search for the closest keyframe in the map and transform the
landmarks observed in this closest keyframe to keypoints,
which would then be matched against the current image.

Although their system demonstrated centimeter-level localization accuracy, their outdoor experiments were restricted
to small traverses of the order of 130 m and on paved roads.
In contrast, the experiments presented in this paper were
conducted over several kilometers on challenging 3D, unstructured terrain, across the entire spectrum of lighting
conditions.
Topological map representations are perhaps the most
common in VT&R systems and generally store images at the
vertices of a graph of topologically connected places. It is interesting to note the relationship between topological-based
VT&R systems and visual homing (VH), where the goal is
to return to a home position by only matching the current
view with a single snapshot of the goal location [e.g., see
Vardy and Oppacher (2003) and Franz et al. (1998) for representative techniques]. VH is based on the snapshot model
proposed by Cartwright and Collett (1987,1983), which was
inspired by honeybee search patterns. Clearly, for long distances, this simplified VH method would simply fail due
to significant viewpoint changes. As a result of this shortcoming, a number of variants of VH emerged, which appended the path with multiple home locations [e.g., Bekris
et al. (2006) and Argyros et al. (2005)]. Thus, one could argue
that as the number of target locations increases, these methods will essentially converge to topological-map VT&R
systems.
Matsumoto et al. (1996) developed a system that would
archive a collection of camera images during the teaching
phase and would match against these images using a crosscorrelation procedure during the repeating; they referred to
this collection of images as a view-sequenced route representation, which formed the basis for a number of similar systems
(Jones et al., 1997; Matsumoto et al., 2000; Ohno et al., 1996;
Tang and Yuta, 2001). As metric information is not available,
these techniques relied on some form of visual servoing for
control, which uses feature-correspondences (Bekris et al.,
2006; Booij et al., 2007; Chen & Birchfield, 2006; Fraundorfer
et al., 2007; Goedeme et al., 2007; Koch et al., 2010) or entire
image information (Dame and Marchand, 2011, GonzalezBarbose & Lacroix, 2002; Labrosse, 2007) to determine the
orientation offsets. However, many of these systems generally display loose bounds on the accuracy of the robot’s lateral error. Due to this fact, hybrid topological/metric maps
appear to offer the best of both worlds, as they avoid the
costly construction of a globally consistent map by representing local maps as nodes in a graph and benefit from
accurate metric information for control.
Marshall et al. (2008) developed a lidar-based VT&R
method for autonomous underground tramming in planar environments using a SICK laser as the primary sensor. For mapping, they used a variant of the Atlas framework (Bosse et al., 2004), which is a sequence of overlapping
metric maps attached to the path. Their system was accurate enough to repeat routes at much higher speeds than
what was originally taught. Zhang and Kleeman (2009)
Journal of Field Robotics DOI 10.1002/rob
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developed a VT&R system for planar environments that
used an omnidirectional camera as the primary sensor. During the teaching phase, the robot was manually piloted
along a route, recording images spaced out every 35 cm
and/or 5◦ according to odometry. During the repeat pass, a
window of archived images was matched against the most
recent image using image cross-correlation, which was done
in the Fourier domain for efficiency. They report over 18 km
of experiments with centimeter-level errors in the robot’s
lateral deviation. Šegvić et al. (2009) present a topological/metric VT&R method that uses a monocular camera as
the primary sensor. During mapping, two-view geometries
are used to triangulate matched keypoints between adjacent
views. During playback, the system maintains a topological estimate of the closest two keyframes, and three-view
geometry is used to estimate the pose of the vehicle. Interestingly, despite having metric pose information, the vehicle
is controlled using visual servoing. The authors argue that
for navigation tasks, accurately retracing the same route is
not important, and an obstacle avoidance module should
take precedence.
The most relevant work comes from Furgale and Barfoot (2010), who were the first to develop a fully 3D VT&R
system for outdoor, unstructured environments. The route
teaching involved capturing and logging stereo images for
post-processing into a series of locally consistent overlapping maps, where 3D landmarks were embedded within
each local map. For localization, their system would interleave visual odometry (VO) with localization against the
map, which was done for computational reasons as they
were unable to perform both within the same control cycle. The system was field-tested on Devon Island, and of
the 32.919 km traveled, 99.6% was traversed autonomously.
However, one of the main failure modes that was encountered with this stereo-based system was changes in ambient lighting, which made previously visited locations appear completely different in some situations, a problem
from which our current system does not suffer. It is worth
mentioning the recent place recognition systems of Milford
and Wyeth (2012) (purely topological) and Badino et al.
(2012) (hybrid topological/metric), which are able to localize against a database containing images of the same routes,
but under extreme environmental changes. Although impressive, these are not VT&R systems, as they are not concerned with accurate local estimation to redrive a path, and
they would not be able to perform in purely dark environments (e.g., shadowed lunar crater).
With regard to appearance-based lidar techniques for
motion estimation, there has not been a great deal of work
done in exploring this idea. Laser intensity images have
been used in the past for surveying applications (Dold
& Brenner, 2006; Kretschmer et al., 2004), and some researchers have looked at automated point cloud registration
techniques that use 2D interest points in the intensity images (Abymar et al., 2007, Bohm & Becker, 2007). However,
Journal of Field Robotics DOI 10.1002/rob
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very little has been done on motion estimation for robotics
operations.
May et al. (2009) and later Ye and Bruch (2010), developed 3D mapping and appearance-based egomotion techniques using a Swiss Ranger. Unlike a laser scanner, the
Swiss Ranger uses an array of 24 LEDs to simultaneously
illuminate a scene, offering the advantage of higher frame
rates. However, the Swiss Ranger has a limited FOV, short
maximum range, and is very sensitive to environmental
noise (May et al., 2009). Weingarten et al. (2004) were actually the first to use the Swiss Ranger for robotics applications; however, their method, as well as others that followed
(Droeschel et al., 2010; Yuan et al., 2009), only used range
data from the sensor and not the intensity data. In contrast, May et al. (2009) used intensity images to employ two
feature-based methods for motion estimation: a KLT-tracker
and frame-to-frame VO using SIFT features.1 Their results
indicated that the SIFT approach yielded more accurate
motion estimates than the KLT approach, but less accurate
than their ICP method, which used a network-based global
relaxation algorithm. Although May et al. (2009) demonstrated that frame-to-frame VO might be possible with the
Swiss Ranger, the largest environment in which they tested
was a 20-m-long indoor hallway, with no ground truth.
Furthermore, laser scanners are very different in that they
scan the scene with a single light source, introducing new
problems such as image formation and image distortion
caused by moving and scanning at the same time. McManus
et al. (2011) used a laser scanner for appearance-based VO,
and demonstrated two important results: (i) that 2D interest points are stable in lidar intensity images over drastic
changes in ambient lighting, and (ii) that stop-and-go lidarbased VO is comparable to stereo VO.
In McManus et al. (2012), we presented a small portion
of the results presented in this paper, which serves as a major
extension in the following ways: (i) a more detailed description of the system and estimation theory is presented, (ii) a
thorough and detailed analysis of all long-range field tests
is presented, with particular focus on failure modes and recoveries, (iii) we have included an experiment comparing
the performance between our stereo VT&R system and our
lidar system, and (iv) we have included an experiment analyzing the effects of visual distortions caused by scanning
and moving at the same time.

3.

APPEARANCE-BASED LIDAR

This section will provide a brief overview of our
appearance-based lidar technique, which involves three
main steps: (i) image formation, where the raw lidar data
are processed into a stack of intensity, azimuth, elevation,

1 Ye and Bruch (2010) presented a very similar SIFT approach using

the Swiss Ranger.

258

•

Journal of Field Robotics—2013

Figure 2. A block diagram of our stereo and lidar VO pipelines, illustrating all of the major processing blocks. As illustrated, the
only difference between the two systems lies in the front-end, which is responsible for generating our sparse keypoints that are
used in our nonlinear solver for pose estimation.

and range images; (ii) keypoint generation, to create metric keypoints for motion estimation; (iii) keypoint matching; and (iv) our bundle adjustment estimation framework.
Figure 2 provides a high-level block diagram of our VO
pipeline for both stereo and lidar, illustrating the differences
in the front-end processing and similarities in the back-end
estimation.

3.1.

Image Formation

The first step in image formation is to develop a camera
model, which requires knowledge of the specific sensor being used. The lidar used in our experiments is an Autonosys
LVC0702 lidar that provides approximately equally spaced
azimuth and elevation samples, making a spherical camera
model an intuitive choice. Due to the fact that most objects in a natural environment are not very reflective, the
raw intensity image is extremely dark and requires image
processing for use in a feature detector. The approach by
McManus et al. (2011) preprocessed raw lidar images by
applying adaptive histogram equalization and a Gaussian
low-pass filter. They demonstrated that SURF features extracted from lidar intensity images are stable over a wide
range of lighting conditions (i.e., from light to dark) and sufficient for motion estimation. Although this technique was
shown to be successful, it failed to take into account the coupling between intensity and range. Theoretically, squared
range corrections should be applied (Donoghue et al., 2007;
Holfe and Pfeifer, 2007; Vain et al., 2009), but we found that

this darkened the image in the near field, which is not ideal
for VO, since most of the tracked features are on the ground.
Instead, we found that a linear range correction (i.e., multiplying the intensity values by their associated range) and
rescaling the brightness values into the [0,255] range proved
to work well (distant features become more visible, which
are useful for orientation information). It should be noted
that scaling the intensity values for every image does not
introduce any issues with feature matching between consecutive frames because the translational displacements are
relatively small. Figure 3 shows a camera image, and a processed lidar intensity image, using both adaptive histogram
equalization and a linear range correction for comparison.
After processing the intensity image, the associated azimuth, elevation, and range data are assembled into an array
in the exact same order as the intensity image, forming an
image stack, which is illustrated in Figure 5. This concept will
prove useful in the next section, which introduces how keypoint measurements and their uncertainties are generated.
It should be mentioned that the above image formation
process makes a subtle yet important assumption, which is
that all pixels are captured at nearly the same instant in time
like a camera image. However, as this device uses rotating
mirrors to steer a single laser beam across a raster pattern in
azimuth and elevation, this assumption is clearly violated,
which can lead to image distortion while scanning in motion
(see Figure 4). Fortunately, given the relatively slow speeds
of our platform (e.g., 0.25–0.50 m/s), our keypoint detector is robust enough to still acquire hundreds of matches
Journal of Field Robotics DOI 10.1002/rob
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(a) Camera intensity image.

(b) Processed Autonosys intensity image applying adaptive histogram equalization and a Gaussian low-pass filter.

(c) Processed Autonosys intensity image with a linear range correction. Note that distant features are more visible and there
are fewer artifacts.

(d) Processed lidar intensity image (linear correction) with SURF keypoints. Red circles represent dark-on-light patches and
blue circles represent light-on-dark patches.

Figure 3. Illustration of the image processing stages required to transform raw intensity images into textured gray-scale images.
Image sizes have been adjusted to correspond to their field of view. Camera intensity image, 52.5◦ V × 70◦ H field of view (FOV),
512 × 384 pixels, 15 Hz frame rate. Autonosys intensity image, 30◦ V × 90◦ H FOV, 480 × 360 pixels, 2 Hz frame rate.
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Figure 4. These images show some of the distortion resulting from scanning and moving at the same time. In this case, the
vehicle was moving at approximately 0.5 m/s and the Autonosys was capturing at 2 Hz, meaning that each image was collected
over approximately 0.25 m of travel. Interestingly, for matching keypoints in image space, this distortion did not turn out to be
a bottleneck in the system. However, the distortion in the range image affects the metric accuracy of VO, which does result in a
biased motion estimate, since the geometry of the scene is being warped. For accurate VO, motion compensation must be applied.

between frames; thus, feature matching is not a concern,
even without motion compensation.
The main issue with this distortion is that the range image is also affected, which can lead to biased VO estimates
since the metric accuracy of the landmarks is reduced. However, as we will show, for VT&R, long-range accurate VO
is not required, and even without motion compensation we
are still able to perform keyframe-to-keyframe VO and repeat multiple kilometers with centimeter-level accuracy.

3.2.

Keypoint Generation

An image stack, I, is composed of an intensity image, I ,
an azimuth image, Iθ , an elevation image, Iφ , and a range
image, Ir . The intensity image I is used in our keypoint detector to detect interest points, and the azimuth, elevation,
and range images, {Iθ , Iφ , Ir }, provide the metric information for each keypoint detection. An azimuth, elevation, and
range measurement can be evaluated at any integer row, r,
and column, c, as, Irc , a 3 × 1 column,
Irc := I(r, c) = [θrc

φrc

rrc ]T ,

where θrc , φrc , and rrc are the scalar azimuth, elevation, and
range stored at this location in the image stack. Given that
each pixel is captured at a different instant in time by a

single laser, we assume that the noise on the elements of
each image is independent, identically distributed samples
such that
Irc = I rc + δI rc , δI rc ∼ N (0, R),


R := diag σθ2 , σφ2 , σr2 ,
where I rc is the true value, δI rc is zero-mean Gaussian
noise, and the components of R are based on the properties of the sensor (e.g., taken from the data sheet or derived
empirically). For simplicity, we have assumed that noise in
azimuth and elevation are uncorrelated with noise in range
(not strictly true in nonconvex environments, especially at
structure boundaries) and that noise in range and intensity
are uncorrelated.
Using a GPU implementation of the SURF algorithm,
keypoint detection in the intensity image, I , returns a list of
image locations, yi = [ui vi ]T , with associated covariances,
Yi , where ui , and vi are generally not integers [see Figure
3(d)]. An azimuth, elevation, and range measurement, zi , is
computed via bilinear interpolation of Iθ , Iφ , and Ir , according to zi = B(yi , Iθ , Iφ , Ir ). The uncertainty, Qi , associated
with zi , is produced by propagation of R and Yi through the
interpolation equations, such that Qi := Ji Yi JTi + R, where
Journal of Field Robotics DOI 10.1002/rob
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corresponds to an azimuth-elevation-range observation of
landmark j at time k. The error term, ek,j , is given by

j,0
ek,j := zk,j − g x0,k , p0 ,

Figure 5. The image stack generated from the raw laserrangefinder data. SURF keypoints are found in image space at
subpixel locations, and bilinear interpolation is used to find the
azimuth, elevation, and range of the keypoint. Linearized error
propagation from image space to azimuth/elevation/range is
then used to determine the uncertainty of the measurement.

Ji =



∂B 
∂y y

(see Figure 5 for an illustration of this image stack

i

concept).

3.3.

Keypoint Matching

After generating keypoint measurements according to the
process outlined above, we perform the following steps to
match keypoints to a subsequent frame:
1. 
Range values
must agree to within some tolerance:

rn,i − rm,j  < δr ,
2. Keypoint azimuth/elevation angles must be located
within a local neighborhood:

 

 θn,i , φn,i − θm,j , φm,j  < δθ,φ ,

where x0,k is a column of state variables for the camera pose
j,0
at time k expressed in the base frame, p0 is a column of
state variables for landmark j expressed in the base frame,
and g(·) is our sensor model. We use three-point RANSAC
(Fischler and Bolles, 1981) for outlier rejection and then proceed with a two-frame sliding-window bundle-adjustment
approach to accomplish VO. The window at time step k
includes two poses, x0,k−1 and x0,k , and all of the matching landmarks between the two frames (suppose there are
Jk matches). However, only the current state, x0,k , and the
j,0
Jk landmark positions, p0 , are design variables in the optimization; the previous state, x0,k−1 is held fixed, but is
still used in computing the error terms. Although this work
could be extended to optimize over multiple frames [e.g.,
Konolige et al. (2007)], we found it unnecessary for VT&R.
A no-motion prior on the pose of the vehicle, denoted
x0,k , is also included in order to bound the estimate within
a local neighborhood of its previous location and prevent
any spurious estimates. As our particular implementation
parametrizes the state using transformation matrices, we
define the operator, (x0,k , x0,k ), as the error function for the
prior [e.g., if the state were parametrized using a translation
vector and Euler angles, (x0,k , x0,k ) = x0,k − x0,k ; however,
special care is required when defining error terms involving
rotation matrices as they are not members of a vector space.
Since detailing the low-level parametrization and Jacobians
used in our particular system is not the focus of this paper,
we refer the reader to Furgale (2011) for more details].
The resulting objective function that we seek to minimize is given by the following:

3. The 64-element SURF descriptors must match to within
some tolerance: 1 − dTn,i dm,j < δd .
A generous range threshold of 5 m was chosen to prune
keypoint matches at structure boundaries, which generally
have significant range deviations and consequently act as
outliers in the pose estimation. The reason we define a
local window around azimuth/elevation is to reduce the
search space for candidate features, otherwise we would
have to perform exhaustive matching across the whole image, which is too computationally expensive. We chose a
generous angular threshold of 10◦ . Lastly, if the candidate
matches pass the first two tests, then we check to see how
close their respective 64-element SURF descriptors agree,
using a tolerance of 0.01. Table I summaries all of the thresholds used for keypoint matching.

3.4.

Bundle Adjustment

We use the keypoints generated from our image stack to
compute the reprojection error. Each measurement, zk,j ,
Journal of Field Robotics DOI 10.1002/rob

J (zk , |xk , pk ) :=

1
2

Jk

eTk,j Q−1
k ek,j
1

1

+ (x0,k , x0,k )T P−1
k (x0,k , x0,k )
2
=

1 (x0,k , x0,k )
2 zk − g(xk , pk )
×

Table I.

P−1
0
k
0 Q−1
k

(x0,k , x0,k )
,
zk − g(xk , pk )

(1)

Keypoint matching parameters.

Parameter
δr
δθ,φ
δd

T

Description

Value

range threshold
angular azimuth/elevation tolerance
SURF descriptor tolerance

5m
10◦
0.01
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4.

where
⎡

⎤
zk−1,1
⎢ zk,1 ⎥
⎢
⎥
⎢
⎥
zk := ⎢ ... ⎥,
⎢
⎥
⎣zk−1,J ⎦

xk :=

x0,k−1
,
x0,k

J ,0

p0 k

k

zk,Jk
⎡

⎤
p1,0
0
⎢ . ⎥
. ⎥
pk := ⎢
⎣ . ⎦,
⎡

g(x0,k−1 , p1,0
0 )

0
J ,0

r



Qk := diag Qk−1,j , Qk,j , . . . , Qk−1,j +Jk , Qk,j +Jk .

r

Taking the derivative of Eq. (1) with respect to the
perturbations of the state variables, {δx0,k , δpk } and setting
∂J /∂{δx0,k , δpk } to zero results in the following system of
equations:


P−1
Ck 0 δx0,k
0
k
−1
δpk
A
0
Q
k Bk
0 BTk
k


CTk ATk P−1
(x0,k , x0,k )
0
k
,
=−
−1
T
zk − g(xk , pk )
0 Qk
0 Bk


−1
−1
T
T
CTk P−1
δx0,k
k Ck + Ak Qk Ak Ak Qk Bk
−1
−1
T
T
δpk
Bk Qk Ak
B k Qk B k


−1
T
CTk P−1
(x0,k , x0,k )
k Ak Qk
,
=−
−1
T
zk − g(xk , pk )
0
B k Qk

Teach Pass

During the teach pass, the system builds a topologically
connected network of keyframes, which is either added to
or begins the creation of a pose graph (Sibley et al., 2010). For
each keyframe, the following information is stored:

g(x0,k , p0k )

CTk ATk

This section provides a detailed overview of the VT&R system, combining the concepts and methods shown in the previous section. A description of the online mapping process
during the teach pass will be covered, as well as the dynamic
local map construction used during the repeat pass.

4.1.

⎤

⎥
⎢
⎢ g(x0,k , p1,0
0 ) ⎥
⎥
⎢
..
⎥,
g(xk , pk ) := ⎢
⎥
⎢
.
⎥
⎢
⎣g(x0,k−1 , pJk ,0 )⎦



SYSTEM OVERVIEW

(2)

where Ak := −∂g/∂x0,k , Bk := −∂g/∂pk , and Ck :=
−∂/∂x0,k . As is standard practice in most bundle
adjustment formulations, the Schur complement can be
used to marginalize the landmarks onto the poses and
efficiently solve for the pose variables, x0,k . The landmarks,
j,0
p0 , can then be computed via backsubstitution. The
Levenberg-Marquardt (LM) algorithm (Levenberg, 1944)
was chosen as the gradient-based optimization method due
to its robustness over the standard Gauss-Newton method.
The LM method works by adding a diagonal matrix λ1,
where λ > 0 (referred to as the damping parameter), to
the coefficient matrix on the left-hand side in Eq. (2).
Depending on the change in the objective function, this
damping parameter is adjusted after each iteration and
adapts the convergence properties of LM to be similar to
either gradient descent or the Gauss-Newton method. By
adding this nonzero diagonal matrix, LM can guard against
poorly conditioned Hessian approximations and prevent
blow-ups during the optimization.

r
r

Keypoints and Descriptors: A list of keypoints, zk,j , associated uncertainties, Qk,j , and associated 64-element SURF
descriptors, as described in Section 3.2,
Camera Calibration/Geometry Information: Sensor-specific
camera geometry used to convert a keypoint, zk,j , to a
Euclidean landmark, pk,j , and vice versa,
Time stamps: Used for synchronization,
Images: Used purely for visualization of feature tracks.

Frame-to-frame transformation matrices and their uncertainties are stored along the edges that connect two
keyframes in the pose graph, as well as a matchlist, which
specifies the post-RANSAC matching keypoints between
the two frames. The construction of the pose graph is illustrated in Figure 6.
In our current implementation, keyframes are added
to the graph when the vehicle translates more than 0.20 m
or rotates by more than 5◦ . Each keyframe + edge datum is
approximately 450 KB, meaning that for a 1 km route, the
total storage space required is approximately 2.3 GB.

4.2.

Repeat Pass

When repeating a route, the system acquires the appropriate
chain of relative transformations from the pose graph (in the
order that is specified) and constructs the taught route in the
vehicle base frame. Since the route was constructed in the
frame of the camera, we transform the path into the vehicle
base frame according to the following:
Tv0 ,vk = Tv,c Tc0 ,ck T−1
v,c ,
where Tv,c is the camera-to-vehicle transformation, which
is a fixed transformation that is measured a priori, and Tc0 ,ck
is the transformation from frame k to frame 0 as seen in the
camera base frame for this particular path. Once the path
has been built in the vehicle frame, at each time step the
system performs the following steps for localization (see
Figure 7):
1. Frame-to-frame VO, This provides an incremental pose
update to achieve a good guess for the next step of
Journal of Field Robotics DOI 10.1002/rob
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Figure 6. The taught path is built as a pose graph consisting of relative frame transformations between poses. Vertices in the
graph store keyframes containing keypoints (e.g., azimuth, elevation, range), SURF descriptors, camera calibration/geometry
information, and time stamps. Edges store relative frame transformations and lists of interframe keypoint matches. New vertices
are added to the graph when the robot travels a certain distance or when it rotates by a certain amount. Once the taught path is
constructed, the path is transformed into the vehicle reference frame using a precalibrated camera-to-vehicle transformation.

Figure 7. During the repeat pass, images from the current sensor frame, called the leaf, are used for a frame-to-frame VO estimate
and then matched against the nearest keyframe from the teach pass, called the branch.

localizing against the nearest keyframe. Keypoint matching is done using a nearest-neighbor approach in descriptor space, and the bundle adjustment formulation
discussed in Section 3.4 is used for frame-to-frame VO.
It should be noted that the estimation takes place in the
nearest keyframe’s reference frame, called the branch (i.e.,
the local “base frame” used in the bundle adjustment
procedure is placed at frame k − 1). This makes the approach completely relative, as the estimation is never
performed in a fixed global reference frame.
2. Localization against the map, The system localizes
against the nearest keyframe on the pose graph (nearest in a Euclidean sense), using the keypoint matching
and outlier rejection methods discussed earlier. This provides a relative transformation estimate, Tcb ,ck , between
Journal of Field Robotics DOI 10.1002/rob

the current camera pose at time k, called the leaf, and
the nearest keyframe, called the branch. As is done for
frame-to-frame VO, the estimation is done in the branch
reference frame. After matching against the map, the
new estimate is transformed into the vehicle frame for
the path tracker according to Tv0 ,vk = Tv,c Tc0 ,cb Tcb ,ck T−1
v,c ,
where Tv,c is the fixed camera-to-vehicle transformation,
Tc0 ,cb is the transformation from the current branch to
the camera base frame, and Tcb ,ck is the newly updated
leaf-to-branch transformation.

4.3.

Sliding Local Map

This keyframe-to-keyframe matching is clearly less costly
than a multi-frame bundle adjustment method, but it does
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keyframe using the relative transformations from the
pose graph:
j,k

j,i

pk = Tk,i pi .
Then compute the keypoint measurement in the branch
keyframe using the sensor model:

j,k
zk,j = g pk .

Figure 8. An illustration of the local map construction, where
the nearest keyframe, called the branch, is enhanced with keypoints from surrounding keyframes. Including additional keypoints in this manner increases map matching due to the nonidentical teach and repeat trajectories that lead to slight viewpoint changes.

give up accuracy to a multi-frame approach because it only
considers the nearest keyframe. During preliminary testing, it was discovered that simple keyframe-to-keyframe
matching was not robust enough to large movements and
the algorithm would often fail to localize against the map.
Inspired by the continuous relative representation of (Sibley et al., 2010), we addressed this problem by introducing
a sliding local map, which attempts to enhance the nearest
keyframe with additional information from the surrounding keyframes (i.e., we augmented the closest keyframe with
surrounding keypoints). This is accomplished in the following way (see Figure 8 for an illustration):
1. Pick a window of keyframes surrounding the nearest
keyframe at timestep k. We shall denote this window
[k − r, k + r], where r is some integer chosen to obtain
the desired window size. Between all adjacent keyframes
in this window, there will be a set of matching keypoints,
{zi,m , zi+1,n }, where i ∈ [k − r, k + r].
2. For each of these keypoints in our window, denoted by
zi,j , where i ∈ [k − r, k + r] and j is just a measurement
index, we compute the corresponding landmark position
according to
pi = g−1 (zi,j ),
j,i

where g−1 (·) is our inverse measurement model that
takes an azimuth-elevation-range keypoint and produces a homogeneous Euclidean point expressed in the
ith frame. Then transform this landmark into our branch

These keypoints are added to the branch in order to include additional information in the local map.
3. After the local map has been built up from all of the
surrounding keyframes, finding keypoint matches, rejecting outliers, and computing the corrected pose of the
vehicle follows the exact same procedure as outlined in
Section 3.
It should be noted that all of this occurs online during
the repeat pass.

4.4.

Off-Nominal Scenarios

There are numerous off-nominal modes that can occur while
repeating, which include failing to localize against the map
and/or frame-to-frame VO failures. These can occur when
there is sufficient motion distortion, large path deviations
leading to viewpoint changes, scene changes (e.g., due to
rain moistening the ground), or lost image packets. To be
robust to such failure modes, the system responds in the following ways. If localizing against the map is unsuccessful,
the system will continue to move and use frame-to-frame
VO up to a specific distance, τ . Afterward, if it is still unable
to match against the map, the system will stop and enter
a search mode where the current image is matched against
a series of images in the database around the latest branch
estimate. This search mode will continue until it exhaustively searches all the images in the database. A successful
match against the map occurs if more than Nk keypoints are
matched Nm times. Once a successful match has been determined, the localization estimate is updated and the system
resumes following. If no successful match is made, then the
system will pause and wait for manual control to guide it
back onto the path. In practice, we would only allow the
system to search for approximately 5 minutes, after which
we would intervene and declare the system lost (this was
done to save time and also because the search would have
been trying to match to distant parts of the path).
Tuning the parameters took place in the field on separate training tests (i.e., these were manually adjusted until
the desired performance was observed). We found that τ
needed to be quite low due to the inaccurate VO performance of our system; otherwise, the vehicle would often
veer off the path to the point where relocalizing against the
teach pass was not possible. To prevent the system from
Journal of Field Robotics DOI 10.1002/rob
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Table II.

τ
Nk
Nm

Description

Value

max distance without localizing against
the map
number of keypoint matches for
successful match
number of consecutive localizations
required

3m
10
5

constantly stopping in regions where the appearance of the
teach pass and repeat pass had changed quite significantly,
we chose a low value for Nk to force the system to try and
match against the map. Again, this is partly due to the inaccurate VO, as it can only be trusted to within 3 m. As a
consequence of setting Nk rather low, we needed to guard
against incorrect map localizations (e.g., due to noise in the
feature detections, images from different places could sometimes satisfy the Nk match requirement). We thus required
a high number, Nm , of consecutive matches before being declared a successful localization. The parameters used in our
experiments are given in Table II.

4.5.

Path Tracking

This controller is based on the path tracker described by
Marshall et al., (2008), which is a nonlinear controller that
uses full-state feedback linearization. As it was originally
designed for planar environments, path errors are computed in the local vehicle reference frame in order to track
3D paths.
This path-tracking controller makes the following assumptions: (i) the linear speed of the vehicle is a constant,
(ii) the vehicle kinematics can be appropriately described
by a unicycle model, and (iii) the reference path is linear
(note: our reference paths are provided in linear segments
of 0.20 m). Given these assumptions, the system of equations
describing the lateral/heading error rates is
v sin εH
ε̇L
=
,
ε̇H
ω
where εH is the heading error, εL is the lateral error, v is
the linear speed, which is assumed constant, and ω is the
rotational control input. A substitution of variables is now
introduced to transform the above nonlinear system into a
linear system. Let z1 := εL and z2 := v sin εH . The new system of equations is given by
01
z1
=
z2
00

01
z1
0
=
+
z2
00
v cos εH ω

z1
0
+
,
z2
η

where a new quantity has been conveniently defined: η :=
v cos εH ω (note that η is the new control input in these transformed coordinates). Choosing a proportional controller of
Journal of Field Robotics DOI 10.1002/rob
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the form η = −k1 z1 − k2 z2 gives the following closed-loop
error dynamics:

Repeat pass failure mode parameters.

Parameter

•

ż =

0 1
z.
−k1 k2

As long as k1 , k2 > 0, this system will be stable. Using
the two definitions of η, one can solve for the control input
ω, which is given by
ω=

−k1 εL − k2 v sin εH
.
v cos εH

A look-ahead distance was used to measure the heading
error in front of the vehicle, to allow the vehicle to gradually
transition into a turn and to help reduce overshoot. In our
experiments, we used a look-ahead distance of 0.50 m and
set our controls gains, {k1 , k2 }, to {0.28, 2.50}.

5.

EXPERIMENTS

This section presents three outdoor VT&R field tests using a high-frame rate Autonosys lidar. The first experiment
involved manually teaching a 1.1 km route outdoors at approximately 7:45 pm in sunlight and autonomously repeating that route every 2–3 h for 25 h. The second experiment
presents a performance comparison between the Autonosys
and a stereo camera as the primary sensor for VT&R. The
third experiment is an analysis of teaching a route at one
speed and repeating that route at different speeds, which is
of particular significance for this system since we do not include any motion compensation when using the Autonosys.
This section will begin with a hardware description of the
robotic platform and sensors used in our experiments.

5.1.

Hardware Description

The mobile platform used in these experiments was a sixwheeled, skid-steered vehicle that has an articulated chassis
with three individual pods, where the fore and aft pods
can pitch and roll relative to the middle pod. The vehicle
was equipped with a Thales DG-16 Differential GPS unit, an
Autonosys LVC0702 lidar, and two Macbook Pro computers
(one used to interface with the Autonosys to port-forward
data packets and the other for all of the lidar processing and
control). In addition to the onboard DGPS, another DGPS
was set up as a static base station to allow for real-time
kinematic corrections. The Circular Error Probability (CEP2 )
for these differential GPS units is 40 cm. An image of the
field robot equipped with its sensors is shown in Figure 9.
The Autonosys LVC0702 is a high-frame rate
amplitude-modulated-continuous-wave (AMCW) lidar
that measures the shift in phase of a reflected sinusoidally
modulated laser signal in order to compute range. Using
2 CEP

fall.

is defined as the radius of a circle where 50% of the data will
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Figure 9. ROC6 field robot and its sensor configuration. The robot is equipped with the high-frame rate Autonosys lidar at the
front, a GPS receiver at the rear, a 1 kW gas generator, and two laptop computers [the Windows computer is directly connected to
the Autonosys and port-forward raw data to the Linux computer, which performs the localization using Robot Operating System
(ROS)].

this phase shift, φ, as well as the modulation frequency,
λ, one can compute the time of flight of the laser pulse, t,
according to
t=

φ
,
2π λ

which can then be used to compute range. Intensity information is determined by the difference in amplitude between the emitted and returned signal. One of the benefits
of AMCW lidar versus pulsed TOF lidar is a larger dynamic
range in intensity information, which results from how the
different approaches detect the incoming laser signals. In
general, most lidar detectors use an avalanche photodiode
(APD), which applies a high reverse-bias voltage in order
to increase the gain of the return signal (Francois, 2004).
For good ranging accuracy, pulsed TOF lidars generally increase the bias voltage over time in order to amplify weak
signals that have returned from long distances. However,
when the bias voltage is increased too high, reflected light
can saturate the detector, making the recovery of the original shape and size of the pulse difficult. Since the shape
and size of the pulse is related to the reflectivity, or intensity,
pulsed TOF sensors can lose some intensity information
through this amplification process, but they have the benefit of long-distance ranging. In contrast, AMCW lidar leave
the bias voltage constant in order to maintain the sinusoidal
shape of the modulated signal. However, the disadvantage
of AMCW lidar versus pulsed TOF lidar is their smaller
maximum range, which results from an ambiguity in phase
after half of a wavelength (Wehr and Lohr, 1999).

The Autonosys achieves such high frame rates (e.g.,
10 Hz) because of a patented mirror assembly (O’Neill et al.,
2010) that combines a nodding and hexagonal mirror to
scan a 45◦ V/90◦ H FOV with a pulse repetition rate (PRR)
of 500,000 points/s. The basic premise behind the mirror
design is to use a rotating hexagonal mirror for high-speed
scanning in the horizontal direction and a nodding mirror
to deflect the scan vertically where lower angular speed is
required. Nodding mirrors have the advantage of being able
to collect all of the reflected light over their entire angular
range, but the necessity to slow down and reverse direction
at the edges of the FOV limits them to slow angular scan
rates (O’Neill et al., 2010). In contrast, hexagonal mirrors rotating at a constant rate allow for fast angular scanning with
no reversal in mirror motion. However, rotating polygonal
mirrors have the disadvantage that some light collection
efficiency is lost near the edges of their FOV. Thus, by combining both types of mirrors, the LVC0702 is able to achieve
a compromise between speed and collection efficiency. The
LVC0702 provides 15-bit intensity information, has a maximum range of approximately 53.5 m, and can scan as fast as
10 Hz; however, increasing the frame rate results in lower
image resolutions.
For these experiments, the vertical field of view of the
sensor was reduced from 45◦ to 30◦ at (0◦ , −30◦ ) in order to
capture 480 × 360 images at 2 Hz. The rationale behind restricting the vertical field of view was to increase the angular
resolution in the vertical direction while trying to maintain a
feasible scanning rate. Higher resolution in the vertical field
of view is ideal since the spacing between elevation points
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Figure 10. Top left: a GPS track of the 1154 m taught route in the Ethier Sand and Gravel pit in Sudbury, which proved to
be an effective analogue environment due to its lack of vegetation and 3D terrain. Top right: an image of the ROC6 field robot
during an autonomous repeat traverse, driving in its own tracks. Bottom: a plot of the vertical displacement and roll/pitch angular
displacement during the length of the traverse.

projected onto a flat plane increases with range, which naturally results in an undersampling of more distant objects.
Given this fact, as well as the restricted range of the sensor, we decided to pitch the sensor head down in order to
maximize the number of returns (we did not want to waste
measurements by pointing toward the sky, for example).

5.2.

Experiment 1: Long-Range Field Tests

For the first experiment, all tests were conducted at the
Ethier Sand and Gravel pit in Sudbury, Ontario, Canada,
as part of the so-called Sudbury Lunar Analogue Missions
(Marion et al., 2012; Stenning et al., 2012b) — a joint venture between the Canadian Space Agency, the University
of Western Ontario, MDA Space Missions, and the University of Toronto, to test a complete operations concept of a
lunar sample and return mission. This site proved to be a
very effective lunar analogue environment due to its lack of
vegetation and sandy/rocky terrain (see Figure 10).
A 1154 m route was taught during sunlit conditions
around 7:45 pm and autonomously repeated every 2–3 h
for a total of 10 runs, covering over 11 km. It should be
stressed that the lighting varied from full daylight to full
darkness over the course of this experiment, and the system
was always matching to the full daylight conditions (i.e.,
Journal of Field Robotics DOI 10.1002/rob

the teach pass). The route was taught to resemble a realistic
exploration mission, traversing to a number of dead-ends
and thus requiring backtracking to explore new areas. Loop
closures were also incorporated in order to make the dataset
useful for future use, as loop closures are extremely important in SLAM. It should be stressed that in this experiment,
however, we make no attempt at loop closure.
As was done in Furgale and Barfoot (2010) and Royer
et al. (2007), the performance of the system is evaluated
using two different metrics: (i) the lateral error from the
teach pass to the repeat pass measured with DGPS and
(ii) the difference between the estimated lateral error to the
teach pass and the actual lateral error. The first measure provides a metric for how well the entire closed-loop system
is able to track the teach pass, while the second metric assesses the accuracy of the localization engine in estimating
the lateral offsets to the teach pass. Three tables of results
have been compiled. Table III provides the start time, duration, and percentage of distance covered autonomously
for each of the 10 runs. Table IV provides performance metrics, such as RMS path error, max path error, and average
VO/map match counts. Table V provides the total number
of images processed as well as the number of map-matching
failures, VO failures, and simultaneous map-matching/VO
failures. Of the various performance metrics provided (i.e.,

268

•

Table III.

Journal of Field Robotics—2013

Autonomy rates.

Repeat Pass
1
2
4
5
6
7
8
9
10
11

Start Time
(hh:mm:ss)

Duration
(hh:mm:ss)

Distance Covered
Autonomously (%)

23:03:27
01:26:53
05:00:28
09:47:12
11:51:36
14:15:54
16:25:05
18:24:19
20:31:06
22:58:43

01:00:12
01:23:41
00:55:58
01:10:01
01:28:48
01:19:57
01:07:36
00:54:22
00:54:30
00:51:23

100
99.85
99.91
99.48
98.49
99.46
100
100
100
100
Figure 11. Repeat pass 1 results: DGPS tracks for the teach
and repeat passes. Different failure modes have been indicated
as well; however, it should be noted that all failure modes were
automatically recoverable and did not require any human intervention.

time, path error, and autonomy rate), we will focus heavily
on autonomy rate in the ensuing sections. This is because
our GPS-measured path errors are not as reliable as our
VT&R technique, a problem also identified by Baldwin and
Newman (2012) with their localization experiments. Also,
because the autonomy rate is implicitly connected to path
following performance (i.e., the system can only tolerate lateral deviations of the order of ±1 m), this provides a good
reliability metric for the entire closed-loop system. The duration of the repeat pass was less important, since we were
primarily interested in assessing the system’s performance
in repeating an arbitrary 3D route under extreme lighting
conditions.
Monitoring different off-nominal situations was an important aspect of these experiments. In particular, four different off-nominal modes were recorded and have been indicated on all figures: (i) VO failures, (ii) map localization
failures, (iii) map and VO failures, and (iv) manual interventions due to the vehicle being stuck or failing to localize

against the map within a reasonable time limit (e.g., 3 min).
It should be noted that failure modes (i)–(iii) are automatically recoverable, and in almost all of these cases the system
was able to continue autonomously using the strategies outlined in the previous section. Figures 24–28 in the Appendix
show the ground-truth trajectory of the vehicle for every repeat pass as well as the match counts and error plots. It
should be noted that repeat pass 3 has been omitted because of a failure to complete due to a software issue during
the run (i.e., this failure had nothing to do with the VT&R
algorithm, but required a complete system reboot). For the
sake of brevity, we have only included plots for the first
repeat pass in this section.

Table IV. Performance results. RMS lateral error is the measured lateral offset using DGPS. RMS localization error is the difference
between the estimated and the measured lateral error. It should be noted that after Repeat Pass 1, it had rained quite heavily, which
changed the appearance of the scene and resulted in fewer average map matches.

Repeat Pass
1
2
4
5
6
7
8
9
10
11

RMS Lateral
Error [cm]

Max Lateral
Error [cm]

RMS Loc.
Error [cm]

Max Loc.
Error [cm]

Avg. No.
VO Matches
per frame

Avg. No.
Map Matches
per frame

8.2
7.9
12.7
17.7
23.9
15.6
11.1
15.9
15.3
12.5

34.6
30.0
42.2
− 88.8
− 84.8
− 109.2
52.4
− 59.0
− 53.5
51.7

7.8
8.0
12.0
17.5
23.9
15.5
11.6
15.5
14.6
11.9

45.8
− 39.5
56.5
108.2
87.2
− 122.2
− 95.4
− 93.5
− 64.2
− 116.1

218
163
166
119
115
160
163
185
182
170

219
101
92
66
71
82
80
84
80
83
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Table V. Total number of processed frames along with the number of map-matching failures, VO failures, and simultaneous
map-matching/VO failures. Note that the number of frames processed does not directly correspond to distance traveled, since the
system will remain stationary and attempt to search for the map in certain off-nominal situations. A more instructive plot of the
distance traveled under each off-nominal mode is provided in Figure 19.

Repeat Pass
1
2
4
5
6
7
8
9
10
11

Number of
Processed Frames

Number of Map
-Match Failures

Number of VO
Failures

Number of Map-Match/
VO Failures

7,336
10,363
6,876
8,171
10,269
9,933
7,701
6,691
8,217
6,136

1
1,119
89
664
268
291
327
416
1,638
144

19
51
25
99
192
74
32
42
72
65

6
257
35
492
268
616
7
64
53
126

Figure 12. Repeat pass 1 results: Keypoint matches during the repeat pass for frame-to-frame VO as well as matching against the
map (i.e., the teach pass).

Figure 13. Repeat pass 1 results: Lateral error as measured using DGPS as well as the system estimated lateral error. The RMS
lateral error as measured using DGPS was 8 cm for the entire traverse.

Additionally, it is also important to note that there are
some limitations to the accuracy of the ground truth used
to assess the performance of the system. First, there is a
discrepancy in the measured difference between the repeat
pass runs and the teach pass run due to the fact that different satellites are observed in each run because of the long
Journal of Field Robotics DOI 10.1002/rob

periods of time between the various trials. Secondly, our
DGPS has a CEP of 40 cm, which is actually quite large
compared to the level of accuracy of the VT&R technique;
this is especially true since the rover was always moving so
there was no averaging of points in a stop-and-go fashion.
Thirdly, due to physical constraints on the platform, the GPS
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Figure 14.

Repeat pass 1 results: The difference between the estimated lateral error and DGPS measured lateral error.

receiver was mounted on the opposite end of the robot from
the actual sensor, meaning that the estimated lateral error
and the measured lateral error could be different depending
on the orientation of rover pods.3 These factors should be
kept in mind when examining the difference between DGPS
measured lateral error and the estimated lateral error.
What will follow is a brief summary of each repeat
pass run, focusing on the observed performance of the system, how it recovered from off-nominal modes, and the
environmental changes that took place. It is important to
stress that in the following figures, only those off-nominal
modes that are labeled/colored manual control actually required human assistance. In such situations where manual
control is required, we would drive the vehicle onto the
closest point on the path and correct its heading accordingly. Since 3 m is the maximum distance the system will
travel while not localized against the map, 3 m represents
the upper bound on the distance needed for correction.
1. This was the most successful run in terms of the lowest
number of VO/map failures, the highest number of VO
and map matches, and a low RMS tracking error of 8 cm.
It should also be noted that this traverse was done in
complete darkness, demonstrating the benefit of lidar
as the teach pass was done during sunlight. This run
was completed fully autonomously without any manual
interventions. The DGPS trajectory, keypoint matches,
and tracking/localisation error results for this run are
shown in Figures 11–14. For the sake of clarity, the rest
of the results are provided in the Appendix.
2. This was another successful run in complete darkness,
achieving a low RMS tracking error for most of the traverse. However, midway through it began to rain, which
proved to be a challenging environmental change that
would affect map matching for the rest of the experi-

3 Onboard inclinometer data were available, but they are extremely

noisy and were not used in processing these results.

ments. Nearing the end of the traverse, failures to localize against the map resulted in manual interventions to
move the vehicle along the path until it relocalized. In
total, only 1.67 m was traversed manually, making this
run 99.86% autonomous. It should be noted that due to
GPS dropouts (i.e., when communication with available
satellites is lost), ground truth for approximately 200 m
of the traverse was lost, so error is only reported on the
remaining portion. In addition, the last section of GPS appears to have a systematic offset that was not observed
during the actual experiment. Unfortunately, this type of
GPS failure was observed in several of our datasets.4
3. This traverse was not completed due to a software bug
that caused the system to crash, as well as a power shutdown on our groundstation that resulted in a loss of base
station GPS data. As a result, this traverse was cancelled,
but it should be stressed that this was in no way related
to the algorithm itself.
4. Although the scene appearance had changed due to the
rain, and map match counts were low compared to the
first repeat pass, this was another successful repeat pass
that began in pitch black conditions and ended at sunrise. As was the case with run 2, we had encountered
GPS dropouts and lost groundtruth for the first 400 m
of the traverse. At the second direction switch indicated
in Figure 25, the vehicle’s rear wheels had sunk into the
soft soil and required a manual intervention to move it
out of this stuck position; this was a mechanical issue,
not an algorithm issue. Aside from this one failure, the
algorithm worked fully autonomously and completed
the run with low error.5
4 Appealing to the honor system, we have decided to discount these

sections from computing the error, as such large deviations were
not observed during the actual experiment.
5A

video of this run can be viewed on our youtube channel at http://www.youtube.com/user/utiasASRL, under the
Appearance-Based Lidar playlist.

Journal of Field Robotics DOI 10.1002/rob

McManus, et al.: Lighting-Invariant VT&R Using Appearance-Based Lidar

5. Prior to this repeat run, it had rained quite heavily, which
undoubtedly changed the reflectivity of the soil. As a result, during this repeat run, the system was unable to
match against the map effectively, losing localization in
a number of moisture-accumulating areas and requiring manual control to carry it past some areas where
it could not localize. Having said this, the system was
still able to repeat this route almost fully autonomously
(∼99.5%). During one section of the run where map localization was lost, VO actually carried the system passed
this troublesome area despite a large lateral error and
guided the vehicle back on the path allowing the system to relocalize. It should be noted that GPS dropouts
similar to runs 2 and 4 were encountered, meaning that
error was only reported on roughly 900 m of the traverse
(∼78% of the entire path length). This repeat pass was
done in daylight conditions.
6. The sun was extremely strong during this repeat pass
and, interestingly, this run had the largest number of
VO and map failures, and manual interventions were
required at two direction switches (see Figure 26). Although lidar is supposed to be lighting-invariant, McManus et al. (2011) demonstrated that matching lidar
intensity images roughly 12 h apart yielded the fewest
frame-to-frame matches, which is not entirely surprising
since lidar sensors must filter any external light. Having said this, 98.5% of the route was traversed fully
autonomously; thus, even in the worst case, this system is still extremely robust. It should also be noted
that the ground truth lateral error measurements appear to have a noticeable offset that was not observed
during the actual experiment. This is either due to spurious GPS points at the beginning of the run that have
caused an alignment issue, or to the fact that different
satellites were observed from the teach pass to the repeat pass, which could have introduced a bias in the
estimates.
7. Repeat pass 7 had similar error profiles as number 6,
with localization failures encountered at the direction
switches indicated in Figure 26. In total, 99.47% of the
route was repeated fully autonomously in daylight conditions.
8. Despite a GPS dropout during the early portion of the
traverse, this repeat pass was accomplished fully autonomously, with an RMS path error of 11 cm in daylight
conditions.
9. This was a completely successful autonomous run without any manual interventions in daylight conditions.
10. This run was fully autonomous except for the second
dead end (see Figure 27), where a software bug resulted in a failure to update the nearest branch keyframe.
Referring to Section 4, this VT&R architecture works
by updating the pose estimate via frame-to-frame VO
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and then localizing against the nearest keyframe. In this
case, the nearest keyframe was not being updated, and
as a result the map matching continued to fail. Eventually, the system recovered and relocalized at the apex
of the direction switch, which is where the problem
originally surfaced. Since this failure mode was the result of a software bug and does not represent a shortcoming of the VT&R algorithm, we have not included
this manual intervention in our autonomy rate calculation. By the end of this run, we had transitioned into
dusk.
11. This run was done in the dark and completed fully autonomously. Unfortunately for this run, our GPS estimate was not very accurate and there is an offset near
the beginning of the run that led to the final position
being over a meter away from the true position when
aligned at the start (this section has been omitted from
the plots). Instead, the end position of the GPS track was
aligned with the start position as they were in fact coincident within 10 cm, which appears to be more representative of the true run (as evidenced by the fact that the
vehicle repeated the route fully autonomously). Admittedly, this could introduce a potential bias in the results,
but this is an unfortunate situation in which the ground
truth was in fact less accurate than the method it is
benchmarking.
As the results indicate, this lidar-based VT&R system
is extremely effective, achieving centimeter-level accuracy
and driving in its own tracks most of the time. In total,
over 11 km was repeated over 25 h of operation with an
autonomy rate of 99.7% by distance, demonstrating the robustness and effectiveness of appearance-based lidar as a
substitute for passive, camera-based systems.

5.3.

Experiment 2: Stereo-Autonosys Comparison

The next two experiments were conducted at the Mistastin
impact crater in Northern Labrador, Canada, which was another sample-and-return lunar analogue testing site (some
images of the site with the ROC6 are shown in Figure 15).
The sensor configuration used in these experiments was
nearly identical to the one shown in Figure 9, with the important difference being that the GPS receiver was mounted
on top of the Autonosys for improved groundtruth and the
Bumblebee XB3 Stereo sensor was also mounted on top of
the Autonosys. Due to other operations that are not the focus
of this paper, our Stereo-Autonosys comparison was limited
to two traverses, one just over 53 m long (with ground truth)
and the other just over 130 m long (without ground truth).
However, these short traverses are long enough to demonstrate the key finding of this section.
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Figure 15. Left: Image of the testing site at the Mistastin impact crater in Northern Labrador, Canada. Right: Image of the ROC6
field robot during a traverse with a ground penetrating radar.

Our stereo-based VT&R system can process 512 × 384
stereo pairs at approximately 15 Hz, while our laser-based
VT&R system processes 480 × 360 images at 2 Hz, as this
is the frame rate provided by the Autonosys lidar. This
higher frame rate gives the stereo system an advantage
with regard to frame-to-frame VO, which is not a surprise given the relatively large ratio between image-capture
time and vehicle displacement with the Autonosys. Regardless, as we will show, for localization against the map (i.e,
matching against the teach pass), accurate long-range VO is
unnecessary.
To ensure a fair comparison for the stereo system,
we began the repeat pass immediately after teaching to
reduce the effects of lighting change. As was the case
in the preceding section, the vehicle was limited to a
speed of ±0.25 m/s (i.e., driven forward and backward).
Figure 16(a) shows the DGPS ground truth lateral error and the estimated lateral errors for the first run, and
Figure 16(b) shows the estimated lateral errors without
ground truth. As the figures demonstrate, for localizing
against the map, our lidar-based VT&R system performs
comparably to the stereo-based system. This is an important
result, because in our current Autonosys-VT&R implementation, we make no attempt to account for the fact that the
sensor is scanning while moving at the same time, resulting
in a slightly distorted range/intensity image (i.e., we do not
have any motion compensation in our system). Although
this is something we intend to add in the near future, for
the vehicle speeds considered in these experiments, a lack of
motion compensation turned out not to be a limiting factor
at all. However, this is not the case for faster speeds, which
is illustrated in the next section.

5.4.

Experiment 3: Speed Tests

To analyze the impact a lack of motion compensation has on
our system, we taught a 53 m route at a speed of 0.25 m/s

Table VI. Performance results for repeating a taught route at
the following speeds: 0.25,0.50,0.75 m/s. As expected, the number of map matches decreases as the repeat speed increases, and
consequently the localization error increases.
Repeat Speed
[m/s]
0.25
0.50
0.75

Average Map
Matches

RMS Localization
Error [m]

449
359
145

0.041
0.191
0.331

and repeated the route at the following speeds: 0.25,
0.50, 0.75 m/s. This teach pass was gathered along the
same 53 m route at the Mistastin impact crater in Northern Labrador, as discussed in the previous section (see
Figure 15 for a representative image of the terrain). The
number of matches against the map and the DGPS measured lateral error for each run is shown in Table VI. The results confirm what should be expected from a lack of motion
compensation; due to the relatively low frame rate of the lidar (i.e., 2 Hz), higher vehicle speeds result in larger image
distortion and fewer map matches. Additionally, since the
corresponding range images are not temporally adjusted
to account for this distortion, the motion estimate is less
accurate.
It is interesting to note that the average number of map
matches in this terrain was significantly higher than what
was observed from our first experiment in the Ethier Sand
and Gravel pit in Sudbury, Ontario, Canada. The Mistastin
test site was less of a planetary analogue environment than
Sudbury, in that it was covered in lots of vegetation, as
well as having distinctive rock faces. We believe that this
made the Mistastin a very texture-rich environment when
Journal of Field Robotics DOI 10.1002/rob
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Figure 16. Stereo-Autonosys map-localization comparison. The results indicate that for keyframe-to-keyframe matching, the
Autonosys and stereo localization estimates are comparable, which explains why Autonosys-VT&R performs comparably to
Stereo-VT&R.

compared with the gravel pit, which was largely full of soil
(see Figure 10).

6.

DISCUSSION

To summarize the long-range VT&R results presented in
Section 5.2, the following plots were compiled. Figure 17
shows the GPS track with all of the failure modes from
all the runs superimposed, Figure 18 shows the average
number of VO/map matches for each run, Figure 19 shows
the total number of different failure modes, and Figure 20
shows the average errors for all of the runs.
Beginning with Figure 17, it is clear that localization
failures occurred over a large portion of the map and with a
high frequency in a number of texture-poor areas. Examples
of what these failures look like in image space are provided
in Figure 21. VO failures generally occur because of significant image distortion caused by large motions while capturing images. This is also true when both VO and map matching fail simultaneously; however, another major cause of
VO/map matching failures is significant data loss, which
is an implementation issue and not an algorithm issue.
Referring to the map/VO and VO failures in Figure 21,
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it is clear that the search window size for finding candidate
matches may have been too small, which resulted in low
match counts for images with a large level of distortion.
Failure to match against the map generally occurs either
due to significant viewpoint changes from path tracking
deviations or because of significant changes in scene appearance (the latter case can be seen in Figure 21). It is
worth noting that the wheel tracks made by the vehicle in
subsequent traversals actually made matching against the
original teach pass more challenging since the teach pass
was free of any wheel markings. However, these tracks may
have helped frame-to-frame VO somewhat, as illustrated in
Figure 21.
Referring to the VO/map matches (Figure 18), it is interesting to note that repeat run 1 had the highest number
of VO/map matches, followed by a small dip near noon
and then approaching a relatively constant value for the
rest of the runs. It was expected that map matches would
drop over time for the reasons explained above; however,
it is difficult to explain why VO matches dropped, since
VO is based on matching current and previous frames. One
possible explanation could be due to the heavy rainfall,
which changed the reflectivity of the soil and resulted in less

274

•

Journal of Field Robotics—2013

Figure 17. A cumulative summary of the failure modes encountered during all 10 repeat passes. Note that almost all of these
failure modes (e.g., map localization failure, frame-to-frame VO failure, and simultaneous map localization and VO failure) were
recovered automatically by the system. There were only a few areas in the map that actually required manual control, as indicated
in (d).

texture overall (toward hour 19, it was noticed that the
ground had dried significantly). This is indeed a shortcoming of appearance-based approaches—insufficient texture
will result in failures or suboptimal performance. Although
this may suggest that a geometric approach could be superior (e.g., ICP), we maintain that for the relatively flat, open
areas in which we operate, geometric approaches would not
be able to perform well. Ultimately, for a truly robust system, additional sensing modalities, such as wheel odometry
and inertial sensors, will have to be incorporated, which is
the focus of ongoing work at our lab. However, we wish to
stress that even without these additional sensor modalities,

our system was able to achieve a high autonomy rate on
challenging 3D terrain and under a wide range of lighting
changes, which was the main thesis of the paper.
Figure 19 presents the number of off-nominal modes
encountered during each repeat pass. We wish to make note
of the large map-failure peak at approximately 9:00 pm, as
this was due to a software issue that caused map failures
in the second dead-end. A dashed line has been used in
Figure 19 to indicate the failure profile after discounting
this software bug. It is difficult to draw any conclusions
from this plot since we only have one data point per repeat pass and there was significant noise introduced by the
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Figure 18. Average number of VO matches and map matches per repeat run plotted against time since the teach pass. Note that
the lowest number of map matches occurs at noon.

Figure 19. Total number of failures measured by the distance traveled during that failure mode versus the time since the teach
pass (e.g., if the vehicle drove 5 m while failing to match against the map, we would add 5 m to the distance traveled axis). A
dashed line has also been drawn to indicate the number of map match failures for run 10, discounting the software bug that caused
localization failures in the second dead-end. The black line is simply the sum of all the failures.

inclement weather. Having said this, the profile does appear
to possess a strong peak around noon, which could be due
to the fact that during this time the sun was very strong
and would have likely resulted in the noisiest lidar inten-
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sity images in our experiment. Further experimentation will
have to be conducted in order to verify this hypothesis. Fortunately, even in the worst case (run 6), the system was
able to repeat the taught route with an autonomy rate of
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Figure 20. Average error metrics for each repeat run versus time since the teach pass. RMS lateral error refers to the DGPS
measured lateral offsets, and estimated RMS localization error refers to the difference between the estimated lateral offset and the
DGPS lateral offset.

98.5% — a challenging feat for a passive sensor given such
dramatic lighting changes.
In many of the cases in which human intervention was
required, it was because the system failed to localize against
the map and continued running on VO until it reached the
localization failure threshold of 3 m. As discussed in Section 4, when the system fails to localize against the map,
it will use VO until it reaches a certain distance threshold, after which the system will stop the vehicle and begin
its search for the map. This recovery method worked well
with the stereo-based system by Furgale and Barfoot (2010)
since their VO was reasonably accurate up to 50 m, allowing the system to traverse past feature-poor areas. However, in the case of this system, metric VO is very inaccurate, meaning that the system cannot trust VO over longer
distances.
As described in Section 3, the inaccuracy of VO is due to
motion distortion caused by the laser sensor scanning continuously while the rover is moving. This means that range
values from one part of the image arrive later than others,
creating a distorted view of the scene that results in a biased
estimate (see Figure 4 for an illustration of the distortion in
one of the intensity images). In theory, since the time stamp
of each laser reading is known, a time correction could be
applied to compensate for this distortion, but this will be the

focus of future work. As demonstrated, long-range accurate
VO is not necessary for VT&R, which is one of the major
strengths of the technique. However, the lack of accurate
VO means that the system is less robust to map localization
failures since VO will not be able to accurately guide the
vehicle forward in hopes of relocalizing against the map.
This was indeed the case for the regions where manual control was needed, as the inaccurate VO was unable to successfully bring the vehicle beyond these feature-poor regions.
Only in a couple of cases was VO successful in carrying
the system beyond 3 m without localizing against the map
(see Figure 22). To address the problem of motion distortion, we are currently working on implementing the poseinterpolation method of Dong and Barfoot (2012), whereby
each individual laser reading within a single image is considered as a separate measurement with a separate pose. By
linearly interpolating between the first and last pose for all
measurements in a laser image, the dimensionality of the
problem is reduced and becomes tractable to solve. A more
general formulation of this concept involving continuoustime basis functions has been recently presented by Furgale
et al. (2012). As mentioned earlier, we also wish to incorporate additional sensing modalities, such as wheel odometry,
inertial sensors, and star trackers, to improve the system’s
overall localization performance.
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Figure 21. Examples of various failure modes. Column 1: nearest teach pass image. Column 2: the previous repeat pass image,
denoted as image k − 1. Column 3: the current repeat pass image, denoted as image k. Column 4: matching the current repeat pass
image to the teach pass image (i.e., matching column 1 to column 3). Column 5: frame-to-frame VO matches for the repeat pass
(i.e., matching column 2 to column 3). Images have not been scaled according to the 90◦ × 30◦ FOV due to size constraints. Images
are 480 × 360 and were captured at 2 Hz while in motion. Circles in the VO feature tracks are proportional to the landmarks range
(i.e., closer landmarks have larger circles).

Regarding the error plots, it is clear that the ground
truth measurements were not reliable, since the differences
in estimated lateral error and measured lateral error are of
the same order of magnitude. Again, this is the result of
a number of factors mentioned earlier, such as comparing
GPS runs at different times of the day (meaning that different satellites were employed in each run) and measuring
the lateral error at a different location from the estimated
lateral error. Regardless, the measured lateral error from
each repeat pass to the teach pass was still of the order
of centimeters, and given the very high autonomy rate for
each run, it is clear that the localization engine worked well
enough to validate the effectiveness of this technique over
the largest changes of ambient lighting. As qualitative evidence, Figure 23 shows an image sequence of one section
of an autonomous retrotraverse, which shows the vehicle
driving in its own tracks.
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Another interesting point worth discussing is how
the results may have looked if the teach pass were conducted at a different time of day. Although the laser scanner
does generate its own light, it is of course not completely
impervious to the noise introduced by external light
sources, which suggests that teaching the system during
the night is most likely the best scenario. However, given
that matching images from pure dark to daylight conditions still yield impressive results, it is unlikely that one
would see a significant change in the performance of the
system.
Although we have focused on repeating a single path
autonomously, one of our current focuses has been to extend this VT&R technique to a planning and exploration
framework where the vehicle can explore and/or reuse an
arbitrary network of previously driven paths. We refer to
this planning and exploration framework as the Network
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Figure 22. Example of VO successfully carrying the system passed a region of failed map localizations and then reconnecting
with the map. In this instance, the max lateral deviation was just over a meter.

of Reusable Paths (NRP) (Stenning et al., 2012a,2012b). The
benefit of using VT&R for exploration tasks is that if the
vehicle reaches a cul-de-sac, it can use VT&R to retrace its
route to a previous point, which essentially rolls back the localization error to whatever it was at that node in the graph.
This means that when the vehicle reaches its target destination, it will have only accumulated localization error along
the final path to the goal.

7.

CONCLUSION

This paper has detailed the design, implementation, and
testing of a lighting-invariant Visual Teach and Repeat
(VT&R) system that combines fast and effective appearancebased computer vision techniques with a state-of-the-art
high-framerate lidar sensor. The main purpose of this research was to design a method that would enable longrange autonomous retrotraverses for planetary sample and
return missions; however, there are many other applications for this technique that extend beyond the space domain (e.g., patrolling, underground mining, and convoying). By using lidar as the primary sensor, this system is
able to avoid one of the more challenging aspects of visual perception in outdoor environments, namely dynamic
lighting conditions, which proved to be a limiting factor
for Furgale and Barfoot (2010). Through long-range field
tests in a planetary analogue environment, the system’s robustness and overall effectiveness were demonstrated on
over 11 km of travel, 99.7% of which was traversed fully
autonomously.

This work is novel in a number of ways. First, it is
the only VT&R system that uses an appearance-based lidar
approach for motion estimation. Secondly, it is the first
VT&R system to introduce the concept of a sliding local map, which allows for a simplistic system architecture that can build maps and localize online. Lastly, the
system was fully tested in a planetary analogue environment over multiple kilometers in rough 3D terrain. This
is a worthy contribution in and of itself, as it highlights
the many strengths and weaknesses of the technique in
a realistic setting. One of the major lessons learned from
these field tests is that accurate, metric VO would be extremely beneficial to carry the robot past feature-poor zones
without deviating significantly from the path. This will require some form of motion compensation to handle the fact
that scanning and moving at the same time produces a distorted intensity and range image, which in turn produces
a drift in the estimate. Developing a motion compensation
method for such a data-dense sensor is currently the focus of future work. In addition, we also wish to explore
place recognition systems such as FABMAP (Cummins and
Newman, 2008) in order to exploit loop closures and add
connections to our pose graph network. As our system is
lighting-invariant, we anticipate that it should be able to
outperform a stereo system in areas with highly dynamic
lighting.
Looking forward, it is clear that lighting invariance is
only one piece of the puzzle, as a number of challenges
still remain. In particular, dealing with path obstructions
and finding a way to function in environments that gradually change over time (due to, e.g., erosion, changing seasons) are two open problems that should be addressed.
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Figure 23. Images of an autonomous repeat, where the robot can be seen driving in its own tracks off in the distance. The bottom
row shows some of the tracks that were repeatedly traversed over all 10 runs.

The former issue deals with local path planning and repair,
while the latter issue deals with the concept of long-term
autonomy.
In summary, this paper has demonstrated a proof-ofconcept lighting-invariant lidar-based VT&R system that
runs online and was able to autonomously traverse over
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multiple kilometers in challenging 3D terrain. This was
made possible by using a state-of-the-art high-framerate
lidar to produce detailed intensity images that are used in
an appearance-based VO pipeline. We believe that as laser
scanning and flash-lidar technology advances, the benefit
of lighting invariance and quality of depth information
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Figure 24.

Left column: Repeat pass 1 results. Right column: Repeat pass 2 results.
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Figure 25.

Left column: Repeat pass 4 results. Right column: Repeat pass 5 results.
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Figure 26.

Left column: Repeat pass 6 results. Right column: Repeat pass 7 results.

will make these devices the preferred sensing modality in
robotics.
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Left column: Repeat pass 8 results. Right column: Repeat pass 9 results.
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Figure 28.

Left column: Repeat pass 10 results. Right column: Repeat pass 11 results.
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APPENDIX: VT&R RESULTS
The VT&R results are presented in Figures 24–28.
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