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Abstract—Collision avoidance for small unmanned aerial
vehicles operating in a variety of environments is limited by the
types of available depth sensors. Currently, there are no sensors
that are lightweight, function outdoors in sunlight, and cover
enough of a field of view to be useful in complex environments,
although many sensors excel in one or two of these areas. We
present a new depth estimation method, based on concepts
from multi-view stereo and structured light methods, that
uses only lightweight miniature cameras and a small laser dot
matrix projector to produce measurements in the range of 112 meters. The field of view of the system is limited only by
the number and type of cameras/projectors used, and can be
fully omnidirectional if desired. The sensitivity of the system
to design and calibration parameters is tested in simulation,
and results from a functional prototype are presented.
Keywords-active vision; depth sensing; unmanned aerial
vehicle; omnidirectional; structured light

I. I NTRODUCTION
Small unmanned aerial vehicles (UAVs) are being envisioned for a multitude of uses, such as aerial surveying,
videography, and even object delivery, due to their low
cost and increasing ease of operation. However, essentially
all commercially available platforms to this date operate
under the assumption that they will be flying far enough
from obstacles that a collision is unlikely. On the other
hand, many research groups are working on enabling small
UAVs to operate with varying degrees of autonomy, and in
particular, to autonomously avoid obstacles. For example,
competitors in the international aerial robotics competition
[1] need to use state of the art solutions to simultaneous
localization and mapping (SLAM), navigation, and collision
avoidance to complete challenging missions autonomously.
Unfortunately, these solutions have not translated into robust,
reliable collision avoidance in real-world flying vehicles because they are not general enough to work in all reasonable
environments.
In order to avoid a collision, obstacles must first be sensed
in 3D space. There are two common approaches that are light
enough to be used on small UAVs that can provide this type
of data with sufficient density: passive vision, and active
vision. Passive vision, such as stereo depth estimation or
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visual SLAM, require natural texture in the scene. Moreover,
that texture needs to be sufficiently two-dimensional so
that commonly used patch matching strategies give correct
results. This means that such methods may work well in
man-made environments, but will suffer when there is a
lack of texture or the texture is a result of three dimensional
objects occluding one another, as for example, the branches
of a tree.
Active vision solves this problem by projecting light into
the scene, and inferring depth from the reflected light. There
are many ways of accomplishing this, and a good overview
is given in [2] and [3]. The most common approaches used
in robotics are the 2D laser rangefinder, structured light
projection, and time-of-flight (ToF) cameras, which will be
discussed in more detail in section II.
Our proposed depth sensing solution is an active vision
method, so that lack of proper environmental texture does
not hinder it. It uses coherent laser light in a multi-dot
or multi-line pattern as the source of illumination, due to
its proven ability to be used in outdoor scenarios even in
bright ambient light [4]. However, unlike other structured
light approaches, we do not make any assumptions about the
scene geometry, as is often done with coded structured light
[5]. In addition, the specific laser pattern is not crucial to
the operation of the system, which is not the case for gridbased approaches [6]. Only a single exposure is required
with our method, meaning instantaneous capture of 3D data
is possible.
Inspired by our work on multi-camera visual SLAM
onboard small UAVs [7], we make use of multiple miniature
cameras with overlapping FOVs to observe a projected
laser pattern from different perspectives. Knowing both
the intrinsic and extrinsic properties of the cameras and
projectors, a set of epipolar constraints is established that
relate the image of the laser pattern seen by all the cameras
to each other. These constraints enable the construction of
a fitness function for each part of the projected pattern, and
extracting the set of maxima from these functions results
in the most likely 3D reconstruction of the pattern. Unlike
other omnidirectional sensors, which typically refer to a

360◦ capture region in the azimuthal direction but to a much
smaller region in the elevation direction [8], our approach
is completely flexible in defining a FOV, limited only by
the number and types of cameras and projectors employed.
All of the cameras contribute to the depth estimate for
each projector point, unlike the case of simply combining
a number of other depth sensors, where at best the sensors
duplicate each other if there’s any overlap in their FOVs,
and at worst interfere with one another.
II. R ELATED W ORK
Although sensitive to the existence of appropriate texture,
passive visual depth estimation techniques have nonetheless
had good success in certain applications. In [9], a keyframebased visual SLAM algorithm is used to compute an unmanned aerial vehicle’s pose as well as build a map of sparse
point features. The point features are converted into a triangle mesh, which can then be used for obstacle avoidance.
Since only visually interesting points get made into features,
the resulting map is at best a simple approximation to the
true world. The same visual SLAM algorithm is used in [10]
as a source of poses for dense depth map construction from
a large number of images. This dense depth map is very
well suited to collision avoidance, however, the fact that the
poses used to generate it come from a method that requires
good 2D features limits the environments where it can be
applied.
Laser scanners, while limited to depth estimation in a
single plane, are used with great success on small UAVs
flown indoors [11], where the vertical planar nature of most
building walls eases the requirement for full 3D volume
capture. In a less structured environment, the device can be
made to “nod” about an axis in its capture plane, but then the
volume measurements do not happen all at the same time, a
problem for fast moving vehicles. However, if the sensor is
rotated quickly enough, it can capture a full 3D volume in
a small enough time frame that realtime collision avoidance
can be performed. This is exactly what the Velodyne laser
scanner accomplishes, having a set of individual laser depth
sensors which rotate about the device’s vertical axis. A large
version of the sensor, having 64 individual lasers, was used
by many teams in the DARPA urban challenge, such as the
Stanford vehicle “Junior” [12]. Recently, a smaller version
of the sensor, having 32 lasers, was used by Phoenix Aerial
Systems onboard an eight-rotor aerial vehicle for a dense
point cloud reconstruction demonstration [13]. As well as
these sensors perform, there are two large drawbacks: their
extremely high cost, and the limited field of view in the
elevation direction.
Structured light methods, in the form of the Kinect
sensor from Microsoft, have performed well in indoor depth
estimation for small UAVs [14], enabling the generation of
dense 3D maps by fusing the depth data with the image data
in a SLAM algorithm. When used in an outdoor setting,

however, the Kinect suffers as its infrared projector is not
able to overcome even moderate sunlight.
ToF cameras have found some success in robotics applications, such as analyzing terrain traversability for a ground
robot [15] or pose estimation and map building indoors [16].
However, the robots carrying these sensors are ground-based,
as the current generation of ToF cameras are too heavy to
carry for most small UAVs, such as the vehicle in [11]
which was unable to fly with a Swissranger 4000 sensor
onboard. In addition, these sensors typically offer a small
FOV due to the limitation of having to completely illuminate
a scene with infrared light. As the desired FOV increases,
the volume of illuminated space increases greatly, which
cannot be met without significantly increasing the amount of
power required by the lighting system. Finally, the current
generation of ToF cameras have low pixel counts [17], which
leads to low angular resolution.
Collimated laser light, as shown by the success of both
planar laser scanners and the Velodyne, is a very good choice
for illuminating scenes even in sunlit outdoor environments.
Triangulation-based methods of depth sensing using laser
light have also been shown to work outdoors. For example,
in [18] the performance of a line projection system is
evaluated for the task of curb detection for a moving vehicle,
and in [19] the requirements for an outdoor line projection
system are derived based on photometric analysis. The
projection of dot matrices instead of lines is explored in
[20] for a car cockpit occupancy measurement system, and
in [21] for terrain traversability in a planetary rover.
In both [20] and [21] and other cases of dot projection,
the dot labeling problem is solved by applying the epipolar
constraint to a sparse set of dots viewed by one or two
cameras. Ambiguous labels can sometimes be resolved by
resorting to additional constraints, such as left-right ordering
and smooth motion over time, but these can be violated in
certain environments. In contrast, our approach uses only
the epipolar constraint, which is guaranteed to hold in all
scenarios. Instead of labeling spots in images in an attempt
to look for matches, we work directly with the image
pixels to construct a fitness function for each part of the
projected pattern, whose maxima are located at the most
likely estimated depth.
III. A PPROACH
Our method is based on approaches found in the field of
multi-view stereo, specifically in [22], where features are
extracted from one image at a time, and matches are sought
along epipolar lines in the other images using a feature’s
sum of squared differences (SSD) score. In our case, we
are seeking the depths of a pattern projected from a device
with known calibration, meaning we know the projection
direction of all parts of the pattern. Since every projected
point is guaranteed to be visible from the location of the
projector, and thinking of the projector as an inverse camera,

dmin

we define it to be a “reference image” whose points we
will find matches for in the other images. In many multiview stereo approaches, establishing a reference image is
considered an arbitrary decision to be avoided. However, in
our case it is justified since we will be looking only for the
projected pattern in the other images.
A. Fundamentals
We represent the pose of a camera c (or projector p) in
the world frame w with a homogeneous transform:


Rwc twc
Twc =
(1)
0
1
where Twc ∈ SE(3), the special Euclidean group that
defines all rigid motions (i.e., translation, rotation and their
combination) and is represented by a 4 × 4 matrix. The
submatrix Rwc is a 3 × 3 matrix and a member of SO(3),
the set of all rigid rotations, and twc ∈ R3 is the translation
of the camera’s center of projection from the world origin.
Twc is defined such that xw = Twc xc where x is a 3D
point.
To keep our method as general as possible, we are using
a spherical camera projection model instead of the typically
used pinhole model. Specifically, we are using the Taylor
model outlined in [23], which can be used to define cameras
with a FOV greater than 180◦ . The Taylor model maps a
point in the camera frame directly to an image point through
a spherical projection intermediary step. This mapping will
be defined as u = C(xc ) where u is a point in the image. In
keeping with the inverse camera view of the laser projector,
the “unprojection” function is defined as v = C −1 (u) where
the pixel u is part of a virtual image (defined below) and
v is a unit length 3-vector. Note that our method can use a
pinhole camera model as well, but then it will be limited to
smaller FOVs.
B. Projection
The first step in our method is discretization of the laser
projector pattern at a certain resolution. If only dots are
projected, then this step can be skipped, as the dot centers
can be used directly and we know their direction vectors
from the projector calibration. For other patterns, we can
define a virtual image of a desired resolution on which the
pattern is drawn, and unproject the pixels that comprise the
pattern to form the set of pattern vectors V ⊂ R3 so that
v ∈V.
We define an inverse depth map D : V → R such that
d = D(v) where d is an inverse depth value that satisfies
C −1 (C(xc )) = dxc . Finding D for each element of V is the
overall goal of our method, and is accomplished as follows
for any given v. Figure 1 gives an illustration of the process.
First, a minimum and maximum inverse depth is chosen
to define the interval [dmin , dmax ], which is uniformly
partitioned into nd segments. For each candidate di ∈
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Figure 1. Candidate points along v with inverse depth between dmin and
dmax are projected into all cameras, and the resulting image coordinates
lie on epipolar curves. The Taylor camera model does not lend itself easily
to illustration, therefore a standard pinhole projection model is shown.

[dmin , dmax ], we project the point d1i v into all other cameras:
1
uij = Cj (Tcj p v)
(2)
di
where i ∈ (1, 2, ..., nd ), j ∈ (1, 2, ..., nc ), nc is the number
of cameras, Tcj p is the pose of the projector reference
frame in the j th camera’s reference frame, and uij is the
image coordinate of the projected point. Since uij will not,
in general, have integer components, the intensity value
Iij (uij ) is linearly interpolated from neighboring pixels.
We employ this inverse depth projection method instead
of computing epipolar lines in the target cameras because
the Taylor camera model supports FOVs over 180◦ , which
cannot be unprojected to the Cartesian image required for
straight epipolar lines. In addition, this method allows us to
work with raw camera images rather than having to de-warp
the potentially significant radial distortion that the Taylor
model supports.
C. Fitness Function
We can maximize the brightness of the projected laser
pattern by employing narrow-band optical filters on all the
cameras, which block out most other unwanted light. Therefore, we define a fitness function fj for each v to simply be
the set of intensity values Iij (uij ), i ∈ (1, 2, ..., nd ) rather
than computing a patch-based matching score, as is done
in [22]. Figure 2 shows an example of individual fitness
functions fj produced by each camera in the example of Figure 1. Computing the overall fitness function F (p), which
has contributions from fj for all j, can be accomplished as
simply as a sum of the individual fitness functions, similar to
the method employed in [22]. Another popular formulation

for F (p) is to use the product of fj , an approach commonly
used in the field of tomographic particle image velocimetry
[24]. Unfortunately, this method does not work well when
occlusions between the projected pattern and the observing
cameras can be expected, since any camera that doesn’t
observe a given laser spot will reduce F (p) to zero. In our
method, we define the overall fitness function as the mean
of the individual fitness functions:
F (p) =

nc
X
fj
n
j=1 c

(3)

which allows the application of thresholding with a fixed
value regardless of the number of cameras, as will be done
in section V.
The maximum of F (p) is taken to be the most likely
inverse depth of the projection along pattern vector p.
However, if there are multiple large local maxima in F (p)
then the solution is ambiguous. How to deal with such
cases dependents on the processing that will be applied
to the generated depth maps. For example, in a SLAM
application, it could be advantageous to return all maxima
of the fitness function along with confidence measures (i.e.,
the width of each peak), whereas for a conservative collision
avoidance application we might want to return only the peak
at the smallest distance. In our implementation, we can set
a threshold by which the largest maximum must exceed all
other maxima; otherwise, no depth is returned.

Intensity

f2
f1
Depth

Figure 2. Individual fitness functions generated by projecting candidate
points into each of the cameras of Figure 1.

IV. S IMULATION
The proposed depth estimation system is sensitive to a
number of parameters, some of which are design choices
while others are values found through calibration. To determine the effect of these parameters, simulations are carried
out while varying only parameter at a time. The following
parameters are investigated: pattern density, number of cameras, uncertainty in projector/camera intrinsic calibration,
and uncertainty in projector/camera extrinsic calibration
(translation and rotation separately).

The nominal translational offsets of the cameras used in
the simulations are shown in table I, while the rotations are
set to zero. The projector is placed at the origin of the world
frame, with zero rotation as well. The camera translational
offsets are chosen at random, while keeping the maximum
distance from the projector to 0.2m in any axis in order to
mimic the size constraints of a small UAV. The simulated
environment consists of a triangle mesh with 50 triangles
that encompassed the entire field of view of the projector
as well as all cameras. The depth of each triangle vertex
from the world origin is randomly chosen with a mean of
6m and a standard deviation of 0.5m, with the minimum
allowed distance set at 1m. This allows us to investigate
depth sensing in environments of the scale we are interested
in, typically 1-12m in depth.
Table I
C AMERA TRANSLATIONAL OFFSETS FOR SIMULATION
Name
Camera 1
Camera 2
Camera 3

Position (x,y,z)
(-0.20, -0.20, 0.00)
(0.05, -0.17, 0.00)
(-0.12, -0.03, 0.00)

Name
Camera 4
Camera 5
Camera 6

Position (x,y,z)
(0.20, 0.05, 0.00)
(-0.04, 0.16, 0.00)
(0.10, 0.20, 0.00)

Generation of the camera images is accomplished through
ray tracing from pixels in the camera image to the projector’s virtual image, upon which the projection pattern is
drawn. The pattern consists of white dots drawn on a black
background and convolved with a Gaussian function with a
standard deviation of one pixel to simulate the cross section
of a typical laser beam. The nominal intrinsic parameters
of all the cameras as well as the projector are the same,
representing a device with significant radial distortion and a
diagonal FOV of 185◦ .
For all the results presented, each data point is the
averaged result of ten runs. For the pattern density and
camera number trials, the environment is regenerated for
each execution of the depth estimation algorithm, whereas
for the camera/projector calibration trials only the noise
applied to the respective set of variables is changed. The
global maximum of the overall fitness function F (p) for
each projection vector was taken as the estimate of the
inverse depth, regardless of the presence of other (potentially
large) local maxima (i.e., no threshold or other criteria is
applied).
The default values for these trials are as follows: 51 × 51
matrix of projected dots, 4 cameras, no noise on either
intrinsic or extrinsic calibration. The performance of the
algorithm is evaluated by comparing the normalized errors,
referring to the error in the depth estimate divided by the
ground truth depth. This is used instead of the raw error
because a large error at a small depth is worse than the
same error at a large depth, for the purposes of obstacle
avoidance.

A. Pattern Density

C. Intrinsic Calibration

The projected pattern is a matrix of dots, simulating a
typical laser pattern achievable using diffraction gratings.
The size of the pattern is varied from 11 × 11 to 111 × 111
in increments of 20 dots per side. The normalized root mean
squared error (RMSE) for these patterns is shown in Figure
4(a). It is clear that with increasing pattern density comes
increasing error, as more incorrect peaks in the overall fitness
function are identified as the estimated depth. This is an
intuitive result, as the limiting case of complete uniform
illumination would clearly provide no useful information.
The algorithm performance is fairly constant for a low
number of dots, but beyond a certain threshold it tends
towards this limiting case. When this happens, inaccuracies
in the ray tracing method used to generate the camera
images becomes a dominant factor in deciding which of
the numerous, nearly identical maxima in the overall fitness
function get selected.

The Taylor camera model is characterized by 9 parameters: 4 polynomial coefficients, 2 image center coordinates,
and 3 affine transformation parameters. We apply Gaussian
noise to all these parameters, varying the standard deviation
of the noise from 0.1% to 0.5% of the default value. Figure
4(c) shows the relationship between normalized RMSE and
the applied noise. Keeping in mind that a normalized RMSE
value ≥ 1 has so much error that it is completely useless,
it is clear that the proposed method is extremely sensitive
to uncertainty in the intrinsic parameters when the FOV is
as large as in the simulation. In [25] it is shown that the
uncertainty in a stereo depth estimate due to uncertainty
in the intrinsic calibration is inversely proportional to the
focal length of the lens. Since the lens focal length in a
pinhole camera model is inversely proportional to FOV, we
can reframe the conclusion to say that the uncertainty is
directly proportional to FOV. Since our simulated FOV is
so large, we expect (and observe) the depth error to be very
sensitive to changes in the intrinsic parameters.

B. Number of Cameras
The number of cameras varies from nc = 1 to 6, taking
the first nc cameras from table I. The normalized RMSE for
the different number of cameras is shown in Figure 4(b).
Increasing the number of cameras reduces the chance that
an incorrect peak in the overall fitness function will be the
maximum since the peaks in the individual fitness functions
fj , j ∈ (1, ..., nc ) need to align correctly for them to produce
large maxima in F (p). This is demonstrated in Figure 3,
which compares the responses for the same pattern vector p
in the 2 and 6 camera cases. In the 2 camera case, there are
two large peaks in F (p), and the incorrect one is slightly
larger, thus gets chosen. In the 6 camera case, there is only
one large peak, so there is no ambiguity.

D. Extrinsic Calibration: Translation
The translation components of the extrinsic calibration,
whose default values are shown in table I, are varied by
applying Gaussian noise. The standard deviation of the
noise varies from 0.001 m to 0.005 m, which is within the
range expected for a high quality calibration on a multicamera system with the dimensions presented here. Figure
4(d) shows the relationship between the normalized RMSE
and the translation noise. Although our method is clearly
sensitive to translation noise, it is to a much lesser degree
than with intrinsic calibration, as the significantly smaller
RMSE values demonstrate.
E. Extrinsic Calibration: Rotation
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Figure 3. The individual as well as overall (mean) fitness functions for
the 2 camera (bottom) and 6 camera (top) cases.

The rotation components of the extrinsic calibration are
varied by applying Gaussian noise to the rotation matrix
Rwc of each camera pose. This is accomplished by first
creating a noise vector, then converting it to a rotation matrix
using the exponent operator of SO(3). The noise matrix is
premultiplied by the original rotation matrix (in this case, the
identity rotation) to yield the new noisy rotation matrix. For
small values of noise, the rotation induced about each axis is
approximately equal to the elements of the noise vector. The
noise is varied from 0.001 rad to 0.005 rad, which is within
the range expected for a high quality calibration of a multicamera system. Figure 4(e) shows the relationship between
normalized RMSE and rotation noise. The sensitivity of the
depth estimation to rotation noise is evident, as increasing
the noise rapidly leads to nearly unusable estimates.
F. Summary
The results from the intrinsic and extrinsic parameter
noise tests are consistent with the known characteristics of
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Figure 4. Normalized RMSE for depth estimation with varying (a) pattern density, (b) camera numbers, (c) intrinsic parameter noise, (d) translation
parameter noise, and (e) rotation parameter noise.

camera systems, namely that image formation (or projection) is much more sensitive to the intrinsic and rotation
parameters than to the translation parameters. Therefore, all
calibration methods will reduce errors in the intrinsic and
rotation parameters more than the translation parameters,
and calibration methods that produce good results in other
domains of visual computation (such as SLAM) should
produce good results for the proposed depth estimation
method as well.
The design variables of pattern density and number of
cameras are shown to have stable performance over a wide
range of values, after which the performance deteriorates.
The method is particularly susceptible to too few cameras,
and using fewer than 3 cameras is not advisable. Although
not shown, patterns other than dot matrices can be used
successfully, such as lines or concentric circles. However, in
this case performance will suffer somewhat, as the effective
density of such patterns is higher. Specifically, the pattern
density in the direction of a line is infinite, meaning that the
line center cannot be deduced if an epipolar line is parallel
to a projected line.
V. R EAL P ROTOTYPE R ESULTS
A real prototype of the depth estimation system was built,
using four cameras and a laser pointer with a diffraction
grating as the source of projected dots. Since the FOV of
the laser is approximately 70◦ , we chose lenses for the
cameras that closely matched this. Calibration of the laser
projector can be done with the aid of a known object, such
as a checkerboard plate, as is done in [26]. However, as

our eventual goal is to use a projector with a very large
FOV, we do not implement this method as it requires the
whole calibration object to be visible in all the cameras
simultaneously. A potential calibration solution could use
dense visual SLAM to map an environment with good
texture, obviating the need for a calibration object, since
the environment would be well characterized.
In the prototype system, however, we employ a simpler
approach: one of the cameras is placed very close to the laser
projector, and the resulting image becomes the projector’s
virtual image, resulting in a system with 3 cameras and 1
projector. To construct the pattern vectors, thresholding is
applied to the image, followed by dilation, erosion, and blob
detection. The centers of the found blobs are unprojected to
form the pattern vector set V . Intrinsic calibration of the
cameras is performed as in [23], while extrinsic calibration
follows the procedure of [7]. While a real-world system
would use an infrared laser and narrow-band optical filters
on the cameras, for the prototype we perform experiments
in a dark room with a visible green laser.
The result of one experiment in an office environment is
presented below. Figure 5 shows the images from all the
cameras and the projector’s virtual image, after processing
has been applied to generate the pattern vectors. Figure 6
shows a 3D reconstruction of the scene, which is approximately 2m-4m in depth. Qualitatively, the reconstruction is
quite satisfactory, evidenced by the wall, desk and partition
planar surfaces.
To achieve this reconstruction, a threshold of 70 is applied
to the overall fitness function for each pattern vector, which
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eliminates all points that are generated as a result of small
global maxima in the overall fitness function. This can
happen when a point is not seen by all the cameras, as
the contribution of the occluded camera’s fitness function
will be zero. Two main sources of error are present in
the reconstruction. First, the chair in the scene is made
mostly of a semi-transparent mesh material, which results
in multiple weak reflections that are known to be confusing
for all types of light-based depth sensors [17]. However,
since these reflections are weak, a simple threshold on the
overall fitness function is sufficient to suppress incorrect
depths generated by them. Due to this suppression, only one
good point from the chair is visible in Figure 6. Second,
the lenses for two of the cameras contain infrared filters,
while the other two do not. Green laser light in inexpensive
units is generated by doubling the frequency of an infrared
laser diode, resulting in both green and infrared beams being
emitted. The diffraction grating that produces the matrix
of dots splits different wavelengths of light into different
angles, resulting in the increased spot density visible in
the bottom two images of Figure 5, which come from
the cameras without infrared filters. Since one of the three
cameras can not see these extra dots, any false peaks in the
overall fitness function generated as a result of the infrared
dots have a smaller magnitude than dots visible in all three
cameras, and thus thresholding is sufficient to remove them.
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Figure 6. Reconstruction of an office environment by the prototype depth
estimation system.

camera design is improving rapidly. In [27], researchers built
a “fly’s eye” omnidirectional sensor out of 100 small CMOS
cameras, and in [28] a compound eye sensor is built out of an
elastomeric microlens array and stretchable photodiodes at
the centimeter scale. Multiple lenslets and a single traditional
image sensor can also be used to capture multiple viewpoints
of a scene, as is done in [29]. Therefore, it is conceivable
that covering the exterior of a small UAV with dozens or
even hundreds of micro-cameras could be feasible, even
desirable as researchers attempt to emulate the capabilities of
insects, which fly using vision almost exclusively. However,
even insects require visual texture; enabling a small UAV to
sense depth in all environmental conditions and all directions
would allow it to outperform anything found in nature.
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