Sensor Planning for 3D Visual Search with Task Constraints
Amir Rasouli, John K. Tsotsos
Dept. of Electrical Engineering and Computer Science and Center for Vision Research
York University
Toronto, Canada
{aras, tsotsos}@cse.yorku.ca

Abstract—Visual search is a fundamental problem in autonomous robotics. Traditionally, visual search is formulated
as an optimization problem in which the sequence of actions is
chosen based on immediate efficiency. In this paper we examine
the effects of the task constraint in the form of maximum
allowable cost on action selection in search. We propose three
algorithms, namely Greedy Search with Constraint (GSC),
Extended Greedy Search (EGS) and Dynamic Look Ahead
Search (DLAS), to investigate which algorithm, whether locally
or globally, has the most efficient performance under various
conditions with a predefined task constraint. We examine our
methods in environments of various sizes and configurations
with three cost constraints including time, energy consumption
and the distance travelled by the robot. Through extensive
experiments on a mobile robot, we show that the environment
characteristics as well as the type of constraint applied can
alter the performance of the methods significantly. We also
show that GSC algorithm, which relies on visual clues in an
environment to optimize search, achieves the best and most
efficient performance in comparison to EGS and DLAS.
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I. I NTRODUCTION
Visual search plays a fundamental role in autonomous
robotics. Its application spans a wide range of domains such
as detection and localization of objects [1], environment
manipulation [2], exploration of unknown environments [3]
and environment anomaly identification [4]. The robotics
visual search involves selecting a viewpoint, capturing an
image and analyzing it. Here, the efficiency of the processes
is of vital importance given that the resources available to
the robot such as battery energy or time are often limited.
Visual search can be formalized as a process of selecting
a subset of available actions that maximizes the chance of
detecting a target within an environment. It is proven that
performing such a task within a given constraint such as time
is NP-hard meaning that it has a exponential time complexity
independent of its implementation [5]. This fact rules out
the trivial approaches such a brute force as a solution to the
problem because of their infeasibility in practical systems.
Visual search can be formulated as a path planning
problem [6], [7] in which the objective is to find the most
efficient path to cover an entire environment. The robot

travels along the path to search for the object of interest
using information from the sensors.
Alternatively, visual search can be defined as a probabilistic information gathering task [8]. In such approaches,
a search region is characterized by the probability of the
target’s presence in a given location. Here the task is to move
the robot to locations with the highest chance of detecting
the target while minimizing the overall cost of the search.
The probabilistic search models can be categorized into
two groups. Indirect search strategies [9], [10], [11] in
which the robot first looks for an intermediate object that is
spatially related to the target of interest, and then searches
the regions that are constrained by that object. In contrast,
direct search approaches [12], [13], [14] attempt to find
the target directly using a prior knowledge of the environment or information gathered throughout the search process.
In practice, direct search methods tend to perform better
because they eliminate the dependency from intermediate
object detection which can be as difficult as finding the
actual object of interest.
Performing each action during search incurs a cost such
as the time it takes or energy consumed by the robot to
conduct the action. In the probabilistic search context the
value of an action is often divided by its cost to measure the
true utility of performing that action. Some search methods
[13], [15], [16] use greedy approaches to locally select the
next best action that has the highest utility of detecting
the target. Although computationally efficient, the greedy
methods lack a global view of the entire process to determine
the consequence of executing each action on the overall
efficiency of search.
The global search methods [17], [10], [8] address the
issue of global optimization by predicting the consequence
of each action and select a sequence of actions at a time
that maximizes the detection chance. These methods usually
simplify the search problem to make the computation less
expensive. Some of these techniques are: sampling [18],
course grain representation of environment [19], minimizing
actions parameters [8] and prior knowledge of the environment with no dynamic factors [17].
The aforementioned methods only maximize the utility of
actions regardless of what constrains the task in hand has.

In practice the resources to conduct the search are limited in
terms of time (e.g. search and rescue missions [20]), battery
energy (e.g. space exploration missions [21]) or distance to
be travelled by the robot (e.g. hazard detection [22]). These
practical constraints point strongly to the need for a more
general sensor planning strategy that takes into account the
global constraints of search.
In this paper, we first discuss the object search complexity
to highlight the practical limitations of search. Then we
propose three probabilistic sensor planning strategies with
different degrees of locality to search for an object while
being constrained by a task. In the end through extensive
experiments on a mobile robot we compare the performance
of the proposed methods.
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and the total time required to apply this allocation is given
by,
X
T [F ] =
t(f )
(2)
f ∈F

Ye defines the task of object search as selecting an
effort allocation F ∈ OΩ that maximizes the probability
of detecting the target subject to T [F ] < K where K is the
total cost allowable for the search.
III. T HE C OMPLEXITY OF O BJECT S EARCH

II. T HE P ROBLEM S TATEMENT
In this section we adopt the definition of search by
Yiming Ye [13] as the foundation for our sensor planning
strategies. We assume that a robot is searching for an
object in an unknown 3D environment with known exterior
boundaries. We tessellate the search region Ω into a 3D
grid of non-overlapping cubic elements (an occupancy grid),
ci , i = 1 . . . n each holding the probability value of the
target presence. Each action is defined by an operation
f = f (S(τ ), a), on Ω, which consists of taking an image
with known camera configuration S(τ ) and processing it by
algorithm a to detect the target, where S(τ ) specifies the
camera position (xc , yc , zc ), the direction of viewing axis
(p, t), and the width and height of its solid viewing angle
(w, h) at time τ . The cost of an action t(f ) accounts for
every aspect of operation such as acquiring and processing
an image.
Let p((x, y, z), τ ) denote the probability of the target at
location (x, y, z) at time τ and p(cout , τ ) be the probability
of the target being outside the search region Ω at time τ .
The probability of detecting the target by applying operation
f is given by,
PΨf (f ) =

X

p(ci , τf )b(ci , f ),

(1)

ci ∈Ψf

where τf denotes the time just before f is applied and Ψf
is the influence range of the action f , i.e. regions within Ω
that are visible to the search agent with the current camera
setting S(τ ). In (1) b(ci , f ) is the detection function that
specifies the conditional probability of detecting the target
by applying action f given that the target is centered at cube
ci .
If OΩ is the set of all possible operations on Ω, then the
effort allocation F = f1 , . . . , fk , fi ∈ OΩ , is an ordered set
of operations applied to perform the visual search and its
probability is

Based on the above definition, Ye reduces the object
search problem to the KNAPSACK problem [23] which
is known to be NP-hard. In the KNAPSACK problem we
have n items with prof its(p) and weights(w) and we want
to place a subset of items in a knapsack of capacity(c).
Similarly in the context of search we want to maximize the
probability of a sequence of actions while the overall cost
of performing them must not exceed the cost constraint of
the search.
In practice the complexity of object search goes beyond
the traditional KNAPSACK problems. In search the values
and costs of actions are not fixed and may vary depending
on the order in which the actions are applied.
Assume that there are two operations f1 = (S1 , a) and
f2 = (S2 , a) with the probabilities of detecting a target
p(f1 ) and p(f2 ), where Sj is the camera’s configuration
parameters and fj is the action for j = 1, 2. Let Ψfj be the
number of cubic elements in fj ’s effective field of view, thus,
p(fj ) = Ψfj /ΨΩ where Ω is the search region. It is intuitive
to show that p(f1 ) + p(f2 ) = p(f2 ) + p(f1 ) if f Ψf1 = Ψf2 ,
i.e. the sums of probabilities of f1 and f2 in any order are the
same only if their influence ranges cover the same amount
of space. This means if those actions cover portions of the
search space with different sizes, the sum of their probabilities changes depending on the order they are applied.
It is also trivial to show that there are cases in which the
order of selecting actions impacts the overall cost of search.
This points to the fact that in order to globally optimize
search, we are dealing with the permutation of operations
other than combination.
IV. S EARCH S TRATEGY
In order to select actions with the most return, it is a
common practice to measure the utility of actions, i.e. the
probability value of the actions divided by the cost they
incur. Ye [13] defines the utility of an action f as follows:
P
ci ∈Ψf p(ci , τf )b(ci , f )
.
(3)
EΨf (f ) =
t(f )

Figure 1: The process of applying saliency to the probability
distribution of the search environment.

Performing each action also affects the state of the search
environment. Each time the robot performs an operation, the
probability of the environment is updated by
p(ci , τf )(1 − b(ci , f )
Pn
,
p(cout , τf ) + j=1 p(cj , τf )(1 − b(cj , f ))
(4)
where i = 1, . . . , n, out,τf + is the time after f is applied and
p(cout , τf + ) is the probability that the target is outside the
search region Ω at time τf + . Intuitively, if the robot cannot
find the target by performing operation f , the probability of
the influence range (the range within which the recognition
algorithm can detect the target) decreases and the other
regions’ probabilities increase.
In this paper we also use the attention model introduced
in [14] to benefit from the visual inputs at any given step
of the search. The attention module identifies and highlights
interesting regions that stand out in the environment as well
as those areas that have commonality (in terms of color
distribution) with the object of interest.
After an unsuccessful attempt to identify the target, the
image captured by the camera is further processed by
the attention module to find clues regarding the potential
locations to search for the target. Based on how similar a
region is to the target or how much it stands out in the
environment, the probability of that corresponding region is
increased. Figure 1 shows the process of generating saliency
information and applying it to the probability map of the
search environment.
Given the intractable nature of the object search problem,
Ye [13] uses a greedy approach as an approximation to
solve the problem. The greedy strategy chooses the next best
action by only considering which action yields the highest
utility value according to the knowledge of the environment
in its current state.
p(ci , tf + ) =

A greedy approach or similar local optimization strategies
are not suitable for maximizing the value of actions to be
performed in search. In the classical KNAPSACK problems
it is shown that a greedy approach has the worst performance
equal to 1/2 of the optimal solution [23]. This is due to the
fact that the greedy algorithms only pick actions one at a
time and lack the global view of consequences of performing
each action on the overall cost of the process. Considering
the practical complexity of the problem described in the
previous section, we can expect even worse performance
in visual search.
Because of the exponential time complexity of search,
finding an exact solution is not feasible in any practical system even for very small and coarsely mapped environments.
For instance, if we have a search application where the robot
has a total of 20 discretized directions to look toward and 30
possible locations to perform the search from, the resulting
number of operations are 600. The time requirement of
selecting a sequence of actions from all available operations
is approximately 600! =101408 .
In the following subsections we propose three sensor
planning strategies which are a mixture of local and global
approaches. These models attempt to maximize the chance
of detecting a target given a maximum allowable cost.
A. Greedy Search with Constraint (GSC)
Our first approach is a greedy algorithm similar to the one
by Ye [13] with some difference to take into account the
search constraint. First we consider the entire operation set
over the search environment. Each operation indicates where
the robot should go and what pan-tilt angle has to be applied
to capture an image. To do so, the utilities of all operations
are calculated according to (3) and the resulting values are
put in some set U (τ ) where τ is the time of computation.
The next action selected then is simply f (τ ) = max{U (τ )}
where f (τ ) is the action chosen at time τ .
The model behaves greedily by selecting the actions with
the highest utilities until a percentage of the cost constraint,
α, is reached. At this point the algorithm selects the next
best action with the highest probability value instead of its
utility by
f ´(τ ) = max{U ´(τ )} : tj ≤ K̂(τ ).
0

(5)

Here U (τ ) is the set of the probability values of all actions,
tj denotes the cost of the action, and K̂(τ ) is the remaining
search constraint at time τ .
Since the greedy algorithms use utility values to select
the next best action, they tend to select regions closest to
the robot. By changing the behavior of the system according
to (5) we induce the robot to expand the search to regions
further away from its current location before the search limit
is reached.

The time complexity of GSC is O(n2 ) because each
time an action is selected the utility values of all available
operations have to be calculated.
B. Extended Greedy Search (EGS)
A natural extension to the greedy algorithms is to select
the next best action such that its cost does not exceed the
remaining allowable cost. However, to do so the sequence of
actions should be selected before starting the search. These
actions are given by
F (τ ) = {f1 , f2 , ..., fm }, m≤n
f1 = max{U (τ )} : t1 ≤K,

fj = max{RU (τf+j−1 )−uj−1 }:t≤K −

j−1
X

tm

The optimized subset is then permuted with one more
action to create a subset of sequences with three operations.
The same procedures as before are performed to prune unwanted sequences from the list and again permuted with one
more action. The process of optimization and permutation
is continued until a maximum desirable size of sequences is
reached.
To compare the optimality of DLAS to greedy approaches,
we used a simulated environment and ran over 10000
experiments using DLAS and EGS algorithms. The results
shows that on average DLAS performs over 10% better
in comparison to the EGS method in terms of what percentage of an environment can be searched with a given
cost constraint. It should be noted that similar to EGS, a
new action sequence is generated if one of the pre-selected
actions cannot be performed.
The time complexity of DLAS is O(n!/(n − k)!), where
k is the maximum subset size defined by a user.

m=1

j = 2, 3, ..., n,

uj−1 =

pj−1
tj−1

V. E XPERIMENTAL E VALUATION
(6)

where F (τ ) denotes the sequence of actions fj , U (τ ) is the
utility of the operations at time τ , U (τf+j−1 ) is the utility of
operations at time τ just after the selection of action fj−1
, tj is the cost of action fj and K represents the overall
constraint of the search.
Since the initial action sequence is generated prior to
realizing the structure of the environment, there is a possibility that a pre-selected action cannot be performed. In
such scenarios, a new sequence is generated from that point
onward, taking into consideration the current status of the
environment.
Similar to GSC method, EGS also has time complexity
of O(n2 ).

A. Calculating cost of actions

C. Dynamic Look Ahead Search (DLAS)
DLAS is a near optimal solution which takes into account
the consequences of different permutations of available
operations to select the most efficient sequence of actions
to be performed. Here, instead of calculating all possible
subsets, we incrementally create the list. This means, we
start by permuting 2 actions as follows:
{f11 (τ0 )f21 (τf+11 ), ..., fni (τ0 )f(n−1)i (τf+ni )}

We implemented the proposed sensor planning strategies
on a practical mobile robot, a Pioneer 3 with a four-wheeled
skid-steer drive. The robot is equipped with a Point Gray
Bumblebee stereo camera mounted on a Directed Perception
pan-tilt unit.
Three office environments with various sizes and furniture
configurations were used to conduct the experiments (see
Figure 2). We tessellated the environments into voxels of
size 100 mm3 to represent the probability distribution of the
potential target locations. No prior knowledge of the target
presence was available to the robot prior to search, hence, we
used a uniform probability to initialize the probability maps.
In each search scenario also only the external boundaries of
the environments were known to the robot.

(7)

where i = 0, 1 and (τf+ni ) is the time after operation fni is
applied and n is the total number of operations available to
choose from.
Once we have created a permuted subset of operations,
the sequences that are not optimal or exceed the search
constraint are pruned. The sequences that have higher cost
in comparison to the others but yield a lower probability of
detecting the target are considered non-optimal and therefore
are removed from the subset.

The cost of each operation performed by the robot includes the cost of the robot moving to a new location,
pan-tilt angle changes, and the costs associated with the
image processing and environment mapping. The last two
components are constant for every given operation because
the processing of each image is identical. The pan and tilt
angle changes are calculated by measuring the difference
between an operation’s direction and the pan and tilt angles
of the last action performed by the robot.
Estimating the cost of the robot moving from one location
to another is more challenging. This is due to the fact that
the structure of the environment is unknown prior to search
or partially known to the robot during search. In addition the
performance of stereo camera in establishing disparity maps
is limited to a few meters making it difficult to establish
a map of environment for longer ranges. As a result, we
consider an uncertainty cost to be added to the estimated
distances above the reliable range of our stereo camera. This

(a)

Figure 3: A view of office environment b.
Table I: The search constraints in each environment

(b)

(c)

Figure 2: Three search environments with the candidate
locations for the robot (yellow and red rectangles) and the
target (small red rectangle).

means the operations in far distances are even less likely
to be selected by the algorithm due to a higher level of
ambiguity.
B. Experiments
For each experiment we placed the robot and the target
randomly in the environment. In these experiments the tilt
angle of the camera was fixed and pan angles were coarsely
discretized forming a total of 11 directions to choose from.
As for the possible locations of the robot, the environments
were divided into the cells of size equal to the radius of the
robot.
The search constraints for each environment were set
based on the average performance of Ye’s greedy search
algorithm conducted in the same environments in our previous work [14]. The reason behind such selection is to
make sure that at least in some instances the target is found.
This gives us a better insight on the performance of each
planning method. Table I lists the constraints set for each
search environment. Note that the constraints were same for
all methods of search except the action count that was only
applied to DLAS to set the maximum size of sequences
generated. The α value of the GSC algorithm also was set
to 10%.

env. a
env. b
env. c

Time (s)
700
640
500

Energy (kj)
67.9
62.4
48.5

Distance (m)
6
7
6.5

Action Count
9
8
7

The recognition algorithm we used in our experiments is
based on normalized gray-scale, a view-independent algorithm in which the target is only recognized when facing
toward the camera up to some degree of transformation
(in depth rotation). This algorithm reduces the task of 3D
recognition to 2D recognition by relying on only one view
of the object.
A total of 216 experiments were conducted using the three
proposed search strategies. Following shows an example of
each constraint applied to the search algorithms.
1) Distance: Figure 4 shows an example of sensor planning algorithms with a predefined distance constraint in
environment b (see Figure 3). Since distance is the only
constraint of the search, at the initial location of the robot,
the cost is equal to zero. This encourages the robot to fully
search its initial position before considering a new one. Such
behavior is apparent in the CGS and EGS methods. The
robot in either case always fully searches its surroundings
before moving to a new location. In these scenarios, the
robot also moves slowly and put more emphasis on its close
proximity.
DLAS on the other hand exhibits a very different behavior.
This is primarily due to the fact that it attempts to maximize
the chance of detection by only performing a preset number
of actions (in this example 8). Hence, the algorithm tries
to cover as much of the environment as possible. In this
example, DLAS and EGS fail to find the target.
2) Energy Consumption: Figure 5 illustrates an example
of search with energy constraint in environment b. Energy is
consumed at every step of the search even if the robot is not
moving to a new location. As a result, the greedy methods,
CGS and EGS, perform fewer actions prior to moving to a
new location. DLAS behaves similar as before and expands
the search to new positions in early stages of the search. In

(a) GSC

(a) GSC

(b) EGS

(b) EGS

(c) DLAS

Figure 4: A search example in environment b using the three
proposed algorithms with distance constraint.

(c) DLAS

Figure 6: A search example in environment b using the three
proposed algorithms with time constraint.

C. Qualitative Results

(a) GSC

(b) EGS

(c) DLAS

Figure 5: A search example in environment b using the three
proposed algorithms with energy constraint.

this example, all three algorithms find the target.
3) Time: All three methods depict similar behaviors in
the case of energy consumption (see Figure 6). The main
difference is that the greedy algorithms move more conservatively, therefore both methods fail to detect the target. In
this example only DLAS detects the target.

Figure 7 illustrates the result of the experiments in terms
of the percentage each algorithm found the target. The first
implication of these results is the fluctuation in the performance of each method in different environments. DLAS and
EGS in particular perform worst in environment a in which
a large number of furniture is present. This is due to the
fact that the actions are selected by these methods when no
knowledge of the environment is available. Hence there is a
higher chance that the robot cannot perform one or more of
them due to their vicinity to obstacles.
The balance of performances is different in environment c.
Given that this space is larger in size, the greedy algorithms
fail to cover the entire environment. On the other hand
DLAS is more successful here because it covers as much of
the environment as possible by performing a limited number
of actions.
Table II aggregates the average performances of each
algorithm across all environments. In this table, three extra
measures are presented to illustrate the efficiency of each
method: the average number of times the action sequences
were recalculated (ANAR) (only applicable to EGS and
DLAS), the average percentage of the environment area
searched (APS) by each method and the units of cost
incurred per APS (UCA). A lower rate of UCA means a
method is more efficient.
The GSC algorithm clearly stands out in comparison with
the other two methods. It has the highest success rate of
detection as well as the most efficient performance. GSC
has the advantage to react to changes in the environment.

Figure 7: The comparison of the proposed sensor planning strategies in terms of the percentage the target was detected.
Table II: The overall results of the experiments using the proposed sensor planning strategies.

Constraint
Distance

Energy

Time

Method
GSC
EGS
DLAS
GSC
EGS
DLAS
GSC
EGS
DLAS

Avg. Spent
2.76 (m)
3.14 (m)
3.44 (m)
30.36 (kj)
34.60 (kj)
35.80 (kj)
365 (s)
393 (s)
409 (s)

% Found
81.5%
66.7%
79.6%
77.8%
66.7%
72.2%
67%
67%
57%

It also relies on visual clues, which allow this model to
foresee into the future and estimate the outcome of its later
actions with no significant cost of processing. To state this
in a different manner, through the use of saliency, GCS can
literally “look ahead” of itself in the environment and decide
what to do next.
The EGS method has the poorest performance overall.
DLAS has the poorest performance in case of time constraint
primarily due to amount of time it takes to calculate action
sequences (5-8 seconds) and a larger number of action
sequence recalculation per search (on average more than 1
per run).
VI. C ONCLUSION
In this paper we proposed three sensor planning algorithms, namely Greedy Search with Constraint (GSC),
Extended Greedy Search (EGS) and Dynamic Look Ahead
Search (DLAS), in an attempt to evaluate the role of task

ANAR
N/A
0.41
0.44
N/A
0.26
0.44
N/A
0.30
1.07

APS
46.9%
48.1%
40.1%
40.9%
43.1%
42.7%
40.6%
38.4%
40.4%

UCA
58.82 (mm)
65.19 (mm)
85.72 (mm)
742.76 (j)
802.69 (j)
837.8 (j)
9.90 (s)
10.21 (s)
10.08 (s)

constraints on visual search. We defined a task constraint in
terms of maximum allowable time, energy consumption and
distance to be travelled by the robot. The first two methods
greedily select actions while the DLAS algorithm follows a
more global approach to optimization at the expense of a
higher processing time.
Empirical results in the environments of various sizes and
configurations with different values and types of constraints
show that the GSC algorithm has the highest rate of detecting
the target, and at the same time, it is the most efficient
method of search. This is primarily due to the fact that
the GSC algorithm heavily relies on information acquired
through visual input and makes decisions one at a time. It
can identify clues regarding the target’s location and choose
actions accordingly.
Future work can be done to examine the proposed methods in more complex environments with dynamic factors. It
is expected that the performance gap between DLAS and

GSC will further increase in such environments.
The proposed methods can also be extended to take into
account multiple constraints. For instance, in search and
rescue missions, the timing of search is vital but at the same
time the traveling distance of the robot should be minimized
to avoid hazards and damaging the hardware.
The importance of visual attention in visual search has
been well established and was apparent in the superior
performance of the GSC algorithm. Perhaps limiting the
number of actions generated by DLAS and EGS and including saliency information in their decision making processes
more frequently can enhance the performance of these
techniques.
The search strategies were evaluated with fixed constraint
values within each environment. One may consider altering
the constraints in the search spaces to gain a better insight
into the behavior of each planning strategy.
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[11] M. GÃ¶belbecker, A. Aydemir, A. Pronobis, K. SjÃ¶Ã¶, and
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