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Abstract— Determining the abundance, distribution, and
habitat associations of wildlife species is important for understanding their ecology, behavior and conservation. For mobile,
rare, and wide-ranging species, biologists often obtain this
information from remote cameras and time-lapse photography.
The captured images are then visually inspected to identify
those that contain useful information. Due to the large number
of images to be processed, the task of visual inspection is
painstaking and tedious. In this paper, we describe preliminary
results of an automated screening system that is intended to
alleviate this problem. Specifically, we study the problem of
detecting grizzly bears (Ursus acrtos) in still images, using a
convolutional neural network (CNN). Given each image, we first
use the Maximally Stable Extremal Regions (MSER) to segment
sub-regions that potentially contain a bear and then apply a
pre-trained convolutional neural network as the classifier to
determine if a bear is present in a sub-region. Experimental
results from a real-world dataset demonstrate that our system is
able to eliminate over 90% of the images from human inspection
while recalling over 60% of the positive images that contain a
bear, at a rate of approximately one minute per image.

I. INTRODUCTION
Determining the abundance and distribution of species
is a fundamental goal of ecology and provides essential
information for conservation programs. This information can
be difficult to obtain for species that are mobile, especially if
they are wide-ranging, secretive, or rare. For these species,
wildlife ecologists increasingly rely on remote cameras to
detect animal presence, approximate population sizes, and
assess habitat use. Cameras are sometimes triggered via
infrared signals, but this technique precludes use of remote
cameras to monitor areas more than a few meters distant.
Larger-scale monitoring is useful in many contexts, but especially for determining the presence of animals in landscapes
where they may be endangered by human infrastructure or
activity. Consequently, remote cameras are often set to take
images at specified intervals, which are processed to provide
indices of relative use by animals over both time and space.
An example of this common conservation context is provided by the need to monitor grizzly bear (Ursus arctos) activity along railroad tracks in Banff and Yoho National Parks,
Canada. There, mortality of bears by train strikes threatens
the viability of the local population, creating an urgent need
for mitigation. As part of a larger research project, timelapse photography is being used at several locations that have
historically been frequented by bears and will later be used
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to evaluate the efficacy of warning and deterrent devices.
The cameras are programmed to capture images once every
fixed time interval (e.g., one minute), and operate on a 247 basis. Consequently, many thousand images are generated
each day, and these images need to be visually inspected
to identify those that contain a positive sighting. Obviously,
visual inspection of such a large number of images is time
consuming, tedious and costly. In this paper, we describe a
solution to this problem derived from collaboration between
wildlife biologists and computer scientists. In particular, we
describe an automated system that can screen the images to
eliminate as many images as possible that contain no bears
while retaining as many as possible of those images that
contain a bear (Fig 1). We present preliminary results from
our screening system based on the application of computer
vision to a set of photos taken at a site in Banff National
Park.
Since the purpose of our proposed method is to determine
whether an image contains a bear, it is essentially a visual
object class detection problem, which aims at locating and
identifying in an image instances of objects in a finite
number of object classes. In our application, although we are
interested only in the bear class, it is still a special case of
class-specific detection and can benefit from the rich body
of research in object detection where tremendous progress
has been made in recent years. One popular and successful
approach is based on first identifying in the input image subregions that likely contain objects of a predefined category
and then applying a classifier to either accept or reject a
region. A solution in this approach typically proceeds in three
steps: (a) enumerate all possible regions in an input image
(b) decide if any of them correspond to any of the predefined
categories, and (c) combine the responses of all regions to
obtain the final detection result [1].
Numerous works, including this paper, focus on the first
two critical steps. To find regions of interest, the sliding
window strategy is based on exhaustive search [2, 3]. This
strategy involves exhaustively scanning the input image with
a fixed-size rectangular window, aiming to locate all potential
objects. Then, for each sub-region of the image bounded by
this window, its features are extracted and fed into a classifier
to determinate the class label of the sub-image. Although
this method is conceptually simple, it is computationally
expensive due to the complexity of exhaustive search. In
order to reduce the number of image sub-regions to consider,
many object proposal techniques [4, 5, 6, 7] became popular
in recent years. Some of them are based on the hierarchical
grouping of oversegmentation [4] or the voting by over-

Fig. 1: Bear detection system where from an input image bear region proposals are firstly extracted with MSER (a), then every bear region proposal is
classified by CNN (b), and the top-5 classes of the softmax layer of CNN are checked to decide whether the input image has a bear (c).

lapping contours [7]. The computational efficiency of these
object-proposal methods is better than the sliding window
approach, although their performance heavily depends on the
quality of that of the oversegmentation or the corresponding
extracted boundaries. Other methods use machine learning,
cascaded boosting classifier [5] or a pre-trained linear classifier [6] for example, to screen the bounding boxes produced
in the sliding window technique. Although this process is
efficient, their localization is inaccurate and the pre-training
of classifiers requires time [8]. Furthermore, in practical
applications the number of image sub-regions that need to
be examined and classified is still high in order to achieve a
good performance.
In this paper we use a simple approach based on Maximally Stable Extremal Regions (MSER) [9] detector to extract regions of interest. MSER is a blob detector that extracts
co-variant image regions that are stable under affine geometric and monotonic intensity transformations. Our motivation
in using MSER is based on the following observation. As
shown in Fig. 1(a) where a bear is annotated in a yellow
dashed bounding box, the pixels of the bear share a similar
color or intensity value and, consequently, a likely image
region with a bear can be found by grouping pixels in a
neighborhood based on their intensity. If this can be done
successfully, then we can further examine all such regions
carefully to determine if a bear is present. MSER is one
region detector which can detect such homogeneous regions
well (as shown in Fig. 1 (b)) with a reasonable computational
cost.
The second crucial step of object detection is object classification for an extracted object proposal. Object classification
involves two key components: appearance modeling and
classification. Appearance modeling establishes an abstract
representation of the appearance of each object class, and
then each input image is expressed in this representation
and matched with the those of various object classes by a
classifier. Finally, we can get a classification score for each
object class or category.
The basis of object classification is visual representation or visual feature extraction. As a traditional approach,
hand-crafted features, i.e., those that are designed by the
process of feature engineering to capture various desired
properties of an image with expert knowledge, dominate in
computer vision research. These handcrafted features can be

at the patch-level – such as scale-invariant feature transform
(SIFT) [10] – or at the region-level – such as bag-of-words
(BoVW) [11]. A patch-level feature mainly captures lowlevel image properties such as intensity, texture, color, and
it is often not sufficiently robust to deal with challenging
scenarios. In contrast, a region-level feature has better invariant properties and can encode higher-level semantics of an
object category. These higher-level semantics are usually abstracted from low-level properties of the patch-level features
using, for example, machine learning algorithms. Despite
having some higher-level semantics, the invariance property
of region-level features is still limited with respect to affine
transformation and illumination because their performance
essentially depends on that of low-level features. In addition,
the hand-crafted features can be time-consuming to extract
because of the keypoint detection process and their vector
quantization.
Recent research in deep convolutional neural networks
(CNN) have produced impressive results. A CNN is a type
of feed-forward neural network where the individual neurons
are grouped in such a way that they respond to overlapping
regions of an image. A deep CNN typically consists of a
number of convolutional and one or more fully-connected
layers whose parameters or weights are learned through the
process of back-propagation that minimizes the prediction
error of the network. A CNN can be considered as a
blackbox that computes various representations or features of
an input image with its various layers. These features have
been shown to outperform the state-of-the-art hand-crafted
features on a number of standard visual tasks including
object classification. For example, on the PASCAL [12] and
ILSVRC [13] visual recognition challenges, top-performing
object recognition [14, 15, 16, 17] methods are based on
CNN, beating systems with traditional hand-crafted features.
Similarly, for a special application such as face identification [18, 19], the remarkable advance is also attributed
to CNN features. Clearly, these achievements demonstrate
the ability of a CNN to learn features from visual data
with increasing levels of abstraction. This motivates us to
investigate CNN as a potential feature descriptor, and use
it in our bear detection system, which is faced with the
challenge of handling a diverse range of illumination, season,
and background clutter conditions.
Our bear detection system combines MSER and CNN.

Specifically, MSER is used as a bear proposal detector. In this
way, we can efficiently extract MSER-based bear proposals
in an input image, which all potentially contain a bear. Then,
these MSER-based bear proposals are sent into a pre-trained
CNN model, trained on over one million images including,
fortunately, several species of bear as its classes within the
1000 class set. By a layer-by-layer abstract representations
of the CNN, the extracted CNN-based features encode highlevel semantic and discriminative information, critical to an
object classification solution. Next, these high-level CNNbased features are presented to the softmax layer of the CNN
to obtain ranked class labels. Finally, based on an analysis
of the classification results for all MSER-based bear region
proposals, we decide whether an input image contains a bear.
The rest of this paper is organized as follows. Section II
details our proposed method, especially its two key components: the MSER-based bear proposal extraction and the
CNN-based bear classification. In Section III experimental
results on a real-world monitoring dataset demonstrate the
performance of our method. Finally, we conclude the paper
in Section IV with a summary and future work.
II. P ROPOSED B EAR D ETECTION S YSTEM
Fig. 1 gives an overview of our proposed bear image
identification system. In this section we explain in detail
its components, by following the flowchart in Fig. 1 and
focusing on its proposal generation and classification steps.
A. Overview of the Proposed System
In our system, first, MSER is applied to the input image to
detect the regions that are potentially a bear. Second, for each
detected MSER region, pre-trained CNN is used to generate
probabilities or levels of confidence on the class labels of
the region. Third, class labels, each in the form of a list of
words as exemplified in Fig. 1(c), are parsed and, if any label
belongs to a “bear” class (a total of eight bear classes exist
out of the total of 1000 classes of objects), the region is
considered a bear region. The image is a considered a bear
image if any of its MSER regions is a bear region.
B. MSER-Based Bear Proposal Detection
The MSER is originally developed as a local invariant
feature detector to extract co-variant regions from an image.
Intuitively each of these regions has the property that its
intensity value is constant, and they are found by searching
for connected components that are stable when various
intensity thresholds are applied to the image. As seen in
Fig. 1 (a), the pixels that make up the bear can often be
grouped together based on their similar intensity values with
respect to the surrounding background.
As shown in Fig. 1 (b), there will be multiple MSER
regions in an image, and these regions need to be analyzed
by CNN to identify those that contain a bear. The default
parameters of the MSER algorithm result in on the order
two thousand viable regions, which would impose a high
computational burden on the subsequent classification step.
Instead, we use pixel area of the regions to exclude from

Fig. 2: Bear class: brown bear, bruin. These are example images used in
the training of ImageNet CNN in Caffe [13, 21] adopted in this paper. One
can see the large range of color, texture, and background objects and this
variation provides strength to the CNN based classifier.

further consideration many that are either too small or too
large and therefore highly unlikely to belong to a bear.
Empirically, analysis of the positive cases in our dataset
has allowed us to set 280 and 9000 as the lower and upper
bounds of the pixel area, to filter out over 60% of the MSER
regions and reduce the number of MSERs to a few hundreds,
although the specific thresholds are obviously application
dependent.
C. CNN-Based Bear Classification
A CNN is a multi-layer neural network. We use a pretrained CNN, shown in Fig. 2, that has been trained to
recognize objects in 1000 classes, eight of which are various
species of bear. The architecture of this CNN model [20]
is available with an open-source deep learning framework
called Caffe [21]. As can be seen, this CNN consists of five
convolutional layers and three fully-connected layers. A maxpooling layer follows the first, second and fifth convolutional
layer. The function of the max pooling layers is to enhance
the transformation invariance of the feature map and reduce
its dimension. In fact, it is a process of building an abstract
representation, by merging the lower-level local information.
In a fully-connected layer, all responses of all neurons in the
previous layer are connected into every single neuron of the
current layer. This full connection is another step of highlevel abstraction beneficial to image classification or object
recognition. With such a deep architecture, the CNN is able
to learn high-level semantic features. Finally, the output of
the last fully-connected layer is fed to a 1000-way softmax
layer, which computes the probabilities of the 1000 class
labels.
In our study, we use the CNN in Caffe to classify MSERbased bear proposals extracted in the first stage. This CNN
was trained on a dataset called ImageNet LSVRC-2010 [13]
with over 1.2 million images of 1000 different object categories of which eight define “bear” classes:
– Koala, koala bear, kangaroo bear, native bear
– Brown bear, bruin
– American black bear, black bear, Ursus americanus
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Fig. 3: The architecture of the standard CNN in Caffe. It is a multi-layer
neural network, which consists of eight layers: five convolutional layers
(CONV1-CONV5) and three fully-connected layers (FC6-FC8). Finally, the
output of FC8 is fed to a 1000-way softmax layer (yellow rectangle) which
presents the probability over the 1000 class labels. In our method the 1000way softmax layer is used as a bear classifier.

– Ice bear, polar bear, Ursus Maritimus
– Sloth bear, Melursus ursinus
– Lesser panda, red panda, panda, bear cat, cat bear
– Giant panda, panda, panda bear, coon bear
– Teddy, teddy bear
Example training images for the Brown bear class (#2) are
shown in Fig. 2, which most closely resemble the ones
observed in the dataset we work with in our application.
Note that within each class, the terms are synonymous. After
we use the 1000-way softmax layer of CNN to compute the
probabilities of the class labels, we follow the convention
in [13], and take the five classes with the highest probabilities
computed by the softmax layer as the final description of the
input image region. An image is classified as containing a
bear if at least one bear class appears in the top-5 labels of
any of the regions.
III. E XPERIMENTAL R ESULTS
A. Dataset
Experiments were conducted on a dataset whose images
were collected near Lake Louise where the railway crosses
under a road in Banff National Park, Alberta, Canada.
Initially a total of 37,000 images were captured over a
period of three months. All 37,000 images were then visually
inspected and 27 images were found to contain bears. These
27 constituted positive cases in the ground truth. Since
testing our system against all 37,000 images would be time
consuming, we created a smaller subset of 3027 images,
including the 27 positive cases. As a result, the final dataset
used in the evaluation contained 3000 negative cases, i.e.,
without bears, and 27 images with bears. The 3000 plus
images cover a time frame of roughly 36 hours under a wide
range of lighting conditions for dawn, daytime, evening and
night. Fig. 4(a) and Fig. 4(b) show some examples of images
from this dataset, with and without bears respectively.

Fig. 5: Some examples of correct MSER-based proposals. For visualization,
detected bears are bounded by red rectangles in cropped regions from the
actual images.
[‘n02134418 sloth bear, Melursus ursinus, ...’
‘n02133161 American black bear, black bear, ...’
‘n02132136 brown bear, bruin, Ursus arctos’
‘n02483708 siamang, Hylobates syndactylus, ...’
‘n02481823 chimpanzee, chimp, Pan troglodytes’]
Fig. 6: An example of correct CNN-based classification for a MSER-based
proposal with a bear. The first three of the top-5 classes are bear labels.

a reconstruction of the standard CNN architecture [20] to
classify extracted MSER-based bear proposals, and we use
the pre-trained model of Caffe on ImageNet. The hardware
used is an Intel Core2 Duo processor running at 3.0 GHz
with 5 GB of RAM. To achieve time efficiency, we run the
CNN of the detection system on a GPU by Nvidia (Quadro
K4200) with 1344 cores and 4GB of RAM.
To measure performance of our system, we use the standard evaluation criterion of Precision-Recall. Precision is
defined as the ratio of true positives Tp over the sum of
true positives Tp and false positives Fp . Recall is defined as
the ratio of true positives Tp over the sum of true positives
Tp and false negatives Fn . A high precision or a high recall
by itself is easy to achieve but an ideal identification system
strikes the right balance between precision and recall.
C. Results and Analysis
Table I shows the recall and precision values when our
method was tested against the dataset described above. Out
of the 27 positive images, 17 were detected successfully.
Examples of correct detections are shown in Fig. 5. Out
of the 3000 negative images, 2788 were classified correctly
(true negatives) whereas 212 were detected as positive images (false positives). In other words, approximately 93%
(2788/3000) of the negative images are correctly excluded
from further consideration. An example of CNN output is
shown in Fig. 6. In this case, we see three bear classes
in the top-5 class labels. This performance represents a
recall of 63% and precision of 7%. Although they are far
from perfect, it is a promising start and a baseline for
our future research. The processing time is on the average
approximately one minute per image, with most time spent
on CNN classification at 0.1 second per image sub-region.

B. Implementation Details
For MSER, we use the OpenCV [22] implementation,
which is a popular open source library of computer vision
algorithms. This MSER implementation has a number of
parameters to be set. We use its default parameters in our
experiments except for the minimum and maximum area
parameters, at 280 and 9000 respectively, in order to limit
the number of regions to be classified, as explained in
the previous section. For CNN, we use Caffe [21] with

TABLE I: Recall and Precision on the Banff Morant Bridge dataset.
Recall = Tp / (Tp + Fn ) = 17 / (17 + 10) = 63%
Precision = Tp / (Tp + Fp ) = 17 / (17 + 212) = 7%

Among the 17 successful detections, visual inspection
of the result shows that all are due to the correct operation
of both MSER proposal and CNN classification, rather than
by chance (e.g., a non-bear MSER region could be classified

(a) Nine examples of positive images with bears

(b) Nine examples of negative images without bears

Fig. 4: Example images in the experimental dataset (a) nine with bears (bounded by a yellow box) and (b) nine without bears.

as positive in a positive image). Of the 10 false negatives,
MSER is responsible for three whereas CNN is responsible
for seven. Examples of a false negative and a false positive
are shown in Fig. 7(a) and Fig. 7(b) respectively. Due to
occlusion by the fence, the MSER fails to detect the bear as
a contiguous region in Fig. 7(a) and in Fig. 7(b), the CNN
incorrectly classified a portion of the fence as a “polar bear”.

(a) Missed detection by MSER (b) False classification by CNN
Fig. 7: Two failure cases due to (a) missed detection by MSER and (b)
false classifications by CNN.

The success of our technique is attributable largely to
the ability of deep convolutional neural networks to extract
a semantic description of an image region and effectively
handle the large degree of variation in bear appearances,
lighting, and background clutter. The previous processing of
these images by people was tedious and time-consuming,
which invited procrastination to create processing backlogs.
By formulating the problem as one of object detection and
classification, our system has vastly reduced the time needed
by people, with concomitant increases in their availability for
other tasks and more rapid production of analysis-ready data.
Our system is easily generalized to other contexts that
involve large-scale monitoring of wildlife for diverse purposes by academics, industry, government, and not-for-profit
organizations. Our own future work will refine the system by
(a) reducing processing time by eliminating irrelevant areas
via automated pre-processing, and (b) increasing the specificity of regions in the MSER and improving the accuracy of
bear classification via the CNN. With this and similar tools,
the processing of time-lapse photos from remote wildlife
cameras will provide information comparable to that afforded
by more invasive techniques, such as GPS collars and tags,
but without their monetary, ethical, and logistical costs.

IV. C ONCLUSION AND F UTURE W ORK
We have presented in this paper an automated detection
system for detecting grizzly bears in still images obtained
from remote cameras positioned to cover approximately
100 m2 of adjacent habitat. We achieved this by first using
MSER as an object proposal generator to extract a number of
regions that likely contained a bear. Then a pre-trained CNN
was used to classify the MSER-based proposals to obtain
their class labels. The decision on bear presence was made
on the basis of whether the keyword “bear” was contained in
the top-5 class labels, Experimental evaluation of our system
showed that it was able to eliminate over 90% of the bearfree images from further consideration while retaining over
60% of the bear images.
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