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Abstract We present some theoretical results related to the
problem of actively searching a 3D scene to determine the
positions of one or more pre-specified objects. We investigate the effects that input noise, occlusion, and the VCdimensions of the related representation classes have in
terms of localizing all objects present in the search region,
under finite computational resources and a search cost constraint. We present a number of bounds relating the noiserate of low level feature detection to the VC-dimension
of an object representable by an architecture satisfying the
given computational constraints. We prove that under certain conditions, the corresponding classes of object localization and recognition problems are efficiently learnable in
the presence of noise and under a purposive learning strategy, as there exists a polynomial upper bound on the minimum number of examples necessary to correctly localize the
targets under the given models of uncertainty. We also use
these arguments to show that passive approaches to the same
problem do not necessarily guarantee that the problem is efficiently learnable. Under this formulation, we prove the existence of a number of emergent relations between the object
detection noise-rate, the scene representation length, the object class complexity, and the representation class complexity, which demonstrate that selective attention is not only

necessary due to computational complexity constraints, but
it is also necessary as a noise-suppression mechanism and
as a mechanism for efficient object class learning. These results concretely demonstrate the advantages of active, purposive and attentive approaches for solving complex vision
problems.
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The localization problem subsumes the detection problem by providing accurate location information of the a priori known item that is being queried for in the stimulus. The
recognition problem denotes the more general problem of
identifying all the objects present in the image and providing accurate location information of the respective objects.
The understanding problem subsumes the recognition problem by adding the ability to decide on the role of the stimulus
within the context of the observed scene.
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1 Introduction
Vision is often referred to as the process of discovering from
images what is present in the world and where it is (Marr
1982). Within the context of this paper, we distinguish four
levels of tasks in the vision problem, which we label as follows (Andreopoulos et al. 2011; Tsotsos et al. 2005):
– Detection: is a particular item present in the stimulus?
– Localization: detection plus accurate location of item.
– Recognition: localization of the items present in the stimulus plus their accurate description through their association with linguistic labels.
– Understanding: recognition plus role of stimulus in the
context of the scene.
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The passive approach to vision refers to system architectures where the control strategies of data acquisition processes demonstrate limited intelligence and, therefore, play
a minor role in improving the vision system’s performance.
The passive approach has dominated the computer vision
literature, partly due to the influential bottom-up approach
to vision advocated by Marr (1982), but also partly due to
a number of difficulties with implementing non-passive approaches to vision, which are elaborated upon later in this
paper. Support for a passive approach to the vision problem is evident even in one of the earliest known treatises on
vision (Aristotle 350 B.C.), where vision is described as a
passive process that is mediated by what is referred to as the
“transparent” (διαϕαν ές ), an invisible property of nature
that allows the sense organ to take the form of the visible
object.
The earliest discussion on the possibility that a subject’s
actions might play an important role in perception is attributed to Brentano (1874), who introduced a theory that
became known as act psychology. Barrow and Popplestone
(1971) introduced an early and influential paper on the relevance of object representations and active perception in
computer vision. Gibson (1979) presents a critique of the
passive approach to vision, where he argues that an important task of a visual system is that of a mediator for directing
action and determining when to move an eye in one direction
instead of another. Such early research, followed by a number of influential papers on object representations (Nevatia and Binford 1977; Brooks et al. 1979; Biederman 1987;
Ikeuchi and Kanade 1988), sparked the titillating and still
relatively unexplored question of how task-directed actions
can affect the construction of optimal (in terms of their encoding length) and robust object representations. The concept of active perception was introduced by Bajcsy (1985),
as “a problem of intelligent control strategies applied to the
data acquisition process”. The use of the term active vision
for describing the problem was first introduced in a seminal paper by Aloimonos et al. (1988) where it was shown
that a number of problems that are ill-posed for a passive
observer, are significantly simplified for an active observer.
The idea that a serial component is necessary in a vision
system was further popularized by Ballard (1991). Tsotsos
(1992) formalized the problem, and proposed that the active
vision problem should be viewed as a special case of the attention problem, which is generally acknowledged to play a
fundamental role in the human visual system. See Tsotsos
(2011) for a relevant literature survey.
Active control of a vision sensor offers a number of benefits (Tsotsos 1992). It allows us to: (i) Bring into the sensor’s field of view regions that are hidden due to occlusion
and self-occlusion. (ii) Foveate and compensate for spatial
non-uniformity of the sensor. (iii) Increase spatial resolution
through sensor zoom and observer motion that brings the
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region of interest in the depth of field of the camera. (iv)
Disambiguate degenerate views due to finite camera resolution, lighting changes and induced motion (Dickinson et al.
1999). (v) Deal with incomplete information and complete
a task.
An active vision system’s benefits must outweigh the
associated execution costs (Tsotsos 1992; Findlay and
Gilchrist 2003). The associated costs of an active vision system include: (i) Deciding the actions to perform and their
execution order. (ii) The time to execute the commands and
bring the actuators to their desired state. (iii) Adapt the system to the new viewpoint, find the correspondences between
the old and new viewpoint and address the ambiguities due
to sensor noise.
The above costs have hindered the adoption of the active vision paradigm by the vision community, since dealing
with the execution costs of an active vision system adds a
non-trivial layer of complexity on the construction of vision
systems. Nevertheless, a number of active object detection,
localization and recognition algorithms have been proposed
over the years (Garvey 1976; Giefing et al. 1992; Maver and
Bajcsy 1993; Rimey and Brown 1994; Wixson and Ballard
1994; Dickinson et al. 1997; Schiele and Crowley 1998; Ye
and Tsotsos 1999; Roy et al. 2000; Callari and Ferrie 2001;
Ekvall et al. 2006; Laporte and Arbel 2006; Saidi et al. 2007;
Meger et al. 2008; Andreopoulos and Tsotsos 2008; Andreopoulos et al. 2011). A smaller number of papers have
dealt with the complexity and reliability of such systems
(Tsotsos 1990, 1992; Grimson 1991; Dickinson et al. 1999;
Ye and Tsotsos 2001; Andreopoulos and Tsotsos 2009). An
even smaller number of papers have used concepts from
the literature of computational learning theory to analyze
the recognition problem (Lindenbaum 1997; Ben-David and
Lindenbaum 1998; Boshra and Bhanu 2000). For example,
Ben-David and Lindenbaum (1998) model objects as instances of semi-algebraic sets and provide relevant VapnikChervonenkis-dimension (VC-dimension) bounds on various concept classes. The VC-dimension of a particular class
provides a measure of difficulty for PAC-learning (Valiant
1984a, 1984b, 1985) an arbitrary concept in the class.
In Andreopoulos and Tsotsos (2009) some analytic results as to the effect of dead-reckoning and correspondence
errors on the object localization problem under single-view
and multiple-view strategies are provided. These results are
used to suggest some strategies that active object localization systems could satisfy to compensate for the effects of
such errors. These ideas were successfully incorporated on
a research version of an ASIMO humanoid robot, as part
of a cost constrained active object localization system (Andreopoulos et al. 2011), demonstrating the significant effect
that proper strategies for dealing with sensor noise in an active vision system can have on the reliability of the system.
This paper is a continuation of our previous work (Andreopoulos and Tsotsos 2009), and deals with the presence
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of noise in certain classes of object recognition systems, assuming that a vision system with error-free dead-reckoning
and error-free depth estimates is used. Sources of presumed
noise lie in low-level feature extraction from the scene, in
the object detector’s training algorithm, as well as the sampling strategies used in the search region while localizing
the target object. A number of tools from the literature of
computational learning theory are used to model the effects
of uncertainty on object detection, localization and recognition, as the sensor complexity and the scene’s foreground
and background complexity increases, representing a realistic model of object search, making it possible to demonstrate
the benefits of active, purposive and attentive approaches to
the vision problem from a computational learning perspective. We show that an active approach to the search problem leads to a decrease in the search cost by up to an exponential factor compared to the expected worst case scenario of passive search. We demonstrate that under certain
constraints, purposive search guarantees, with high confidence, efficient running-times for reliable object localization. On the other hand, if the allowable cost constraint does
not grow as quickly as the necessary sample size pertaining
to the complexity of the current localization problem, it is
more likely that the target object will not be accurately localized. The proposed model is used to identify shortcomings with many approaches to vision algorithms, as they
relate to noise-suppression and object recognition. Finally,
we include a discussion that illustrates a number of necessary or sufficient conditions that could improve the performance of real-world vision algorithms satisfying the prescribed model.
The rest of the paper is organized as follows. Section 2
provides a “top-down” description of the contributions in the
paper, by over-viewing the main definitions used and theorems proven, thus, providing a road-map of the paper’s organization. Section 3 presents some basic definitions and theorems, contextualizing a number of important results from
the literature on computational learning theory, which allow us to properly define the object localization problem.
Appendices A and B at the end of the paper, are more
technical sections which complement Sect. 3, and may be
skipped on first reading without significant loss of continuity. They prove the conditions under which the object localization and recognition problems are efficiently learnable
with a purposive sampling strategy and discuss the effects
of a passive sampling strategy—as compared to a purposive
sampling strategy—on the search problem. Section 4 discusses the constraints that the object representation length
places on the permissible object representation schemes and
the reliability of object detection algorithms. The section
links the scene and object representation lengths to the VCdimension of target objects, and makes an argument in support of the need for attentional priming (Tsotsos et al. 1995;
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Navalpakkam and Itti 2005). The section also contains a discussion on the effects of low level feature detection noise on
the permissible architectures for reliable recognition. Section 5 contains a discussion and Sect. 6 concludes the paper.

2 Overview
This section provides a general overview of the material that
will follow in subsequent sections of the paper and motivates
the approach adopted for modelling an active vision system.
As discussed in the previous section, a significant number of
approaches for solving the recognition problem have been
proposed over the years. In practice however, recognition
systems are often unable to generalize in less controlled environments and demonstrate extreme fragility in novel environments. Within this context, we present a formalization
of the recognition problem that enables us to understand
the source of certain bottlenecks in the problem. This helps
guide the construction of robust and efficient vision systems,
by providing a set of sufficient guidelines on the proper design of recognition modules.
What is the localization and recognition problem? Undoubtedly, one aspect of the problem involves the existence
of a random scene. We wish to process this random scene,
in order to determine the locations in the scene (if any) of
object instances from a set of pre-specified objects. This in
turn brings up the need to parameterize the random scene’s
complexity. The complexity of the scene, plays an important role in the efficiency of object search. For example, it
is significantly more difficult to recognize an object from
a jumble of objects, as compared to recognizing an object
when there are few occlusions. There is also the question
of the extent of the confluence between low-level feature
extraction mechanisms (edge detection, line detection, local hue detection, etc.) and other vision modules. Errors in
such feature extraction mechanisms must undoubtedly play
a significant role in modelling the problem. But these feature extraction mechanisms are also dependent on the particular sensor used to sense the low-level features, and the
complexity of the sensor’s internal parameters with respect
to processing the scene. A poorly defined sensor can easily
increase the complexity with which the scene is processed,
since a small change in the internal sensor parameters could
cause wild fluctuations in the sensed features. Thus feature
extraction errors and sensor control need to be modelled. But
of course this is not the only source of errors. Before localizing an object, an object detector has to be trained. Whether
that training takes place on-line (during the actual search) or
off-line (before the search starts) may have a significant effect on the system performance, and the permissible range of
errors so that object localization is achieved efficiently. This
in turn brings up the question of how the object detector is
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Selective perception

Related material in this paper

Use only some vision modules

See Assumptions 5, 6, 7. See in particular the use of cascades of independently trained object
detectors that are specific to the object we are currently searching for

Process areas of the image

See Sect. 4 and the discussion in Sect. 5 on the advantages of attentional priming and a
divide-and-conquer approach to object search

Sufficient detail

We sample the scene sufficiently so that error and confidence bounds of and 1 − δ are
respectively achieved (see Theorem 3)

Ask question first

The object and scene representations constructed are affected by top-down knowledge on the
object we are searching for. Also see how the active sensor (Assumption 2) and its sampling
strategy (Appendix A) is affected by the object we are searching for

Answer question from scene data

The scene data and visibility is used to guide the sensor’s viewpoint and the construction of the
representations used

Emphasizes research on systems

The theoretical results provide inspiration for various practical vision system features and
testing strategies, as described throughout this paper

Use knowledge earlier in process

Task-directed knowledge affects the active sensor’s (Definition 12) sampling strategy at the
earliest level of the system

Active control of sensor

We demonstrate the advantages of purposive search in terms of search efficiency

Solve (visual) task

We solve specific tasks, as per Theorems 3, 6

Resource limitations

See Sect. 4 on the need for attention as a noise suppression mechanism and as a mechanism for
efficient object class learning

Top-down control with opportunism

The advantages of purposive search and attentive mechanisms for priming are analyzed
throughout this paper

Fig. 1 In the left column we present some of the desirable characteristics of an active and attentive vision system, as specified by Rimey
and Brown (1994). All the aforementioned desirable characteristics of

a vision system have parallels to the approaches adopted in this paper
for reliably solving the recognition problem

affected when the size of the region where we want to detect
an object, increases (recall that an object detector outputs a
binary label as to the presence or absence in the stimulus of
the queried object). This also precipitates the need to define
what an object is, and how to appropriately and compactly
represent the object. Such a definition has to be sufficiently
powerful to allow for the detection of complex patterns, but
it also has to be sufficiently easy to learn, so that the problem remains tractable, especially in the presence of noise.
What if the object detector’s distribution of training samples
is significantly different from the distribution that generated
the scene? How could this affect the system’s reliability and
speed? Our problem modelling mechanism has to provide
some answers to this problem as well. Furthermore, as discussed in Andreopoulos and Tsotsos (2009), any discussion
of these problems without taking into account the existence
of certain constraints in terms of the object detection speed
and the available computational resources which we wish to
use to solve the problem, would make our approach incomplete. But the most important problem of all is the following: given a model of the problem that takes into consideration the aforementioned constraints, under what conditions (if any) is the problem still reliably and efficiently solvable? Given the difficulty of the problem (as demonstrated
by published research in the field), our intuition says that
under a certain set of constraints it may be possible to reli-

ably and efficiently solve the problem, but only when these
constraints are satisfied. Our formalism enables the confluence of all these disparate constraints into a single model, so
that a complexity analysis of the problem becomes feasible,
which in turn allows us to demonstrate that active and attentive approaches in vision make the problem well behaved.
In Fig. 1 we overview how some of the desirable characteristics of an active and attentive vision system are addressed
by the vision model presented in this paper.
In more detail, the goal of Sect. 3 is to provide a number
of definitions that will, in turn, allow us to properly define
Theorem 3 towards the end of the section. The validity of
this theorem is proven in Appendix A. Briefly, Theorem 3
states that if we assume that a number of conditions hold,
then it is possible to efficiently determine the positions in
our search space of all instances of an a priori specified
object with an arbitrary error and confidence, despite the
fact that the object detectors used might sometimes make
mistakes, and despite the fact that the low-level feature extraction algorithms used (e.g., edge extraction) might make
mistakes. Efficiency is expressed in terms of the number of
low-level features from the feature space that need to be
explicitly sensed using our sensor, where the feature space
is a pair of functions denoting the structure, positions and
visibility of all low-level features (edges, lines, hue, etc.)
that are present in the search space that we are currently
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searching. We are searching this space to localize any instances of the queried objects. Any such given feature space
is assumed to be a random sample from a probability distribution of target scenes, that leads to the generation of the
random scene which we wish to search. Each target scene
in this distribution is created by what we refer to in this paper as a target scene generator. A target scene generator
refers to the process of “stitching” together in a consistent
manner a set of “smaller” feature spaces, whose encoding
length and complexity is parameterized by a scene representation. In other words, a scene representation is a set of
feature spaces parameterized by the sensor, and the representation scheme used to represent the feature spaces. The
set of all features whose presence or absence in the scene is
encoded by the feature space functions contained in a scene
representation is referred to as the feature set. Intuitively a
feature set contains a set of features, where each feature is
an ordered triple of a basis feature (edge, line, hue, etc.), of
the basis feature position in the local coordinate frame corresponding to a scene representation, and of a set of scale parameters denoting the scale/size of the corresponding basis
feature. As it is demonstrated later in this paper, an analysis
of the confluence between the sensor and the way the sensor affects the complexity of the scene representation leads
to a number of insights into the vision problem. The 3D region where the objects could be centered is discretized into
3D cubical regions (cells), whose union denotes the target
map. Since each 3D cell in the target map is only used to
denote the presence or absence of a target object’s centroid
in the corresponding cell, the cell search space of a target
map cell is used to denote all possible positions where an
object feature could be positioned if an object were centered anywhere in the corresponding target map cell. The
union of all the cell search spaces of our target map is referred to as the maximal search space. Obviously the size
of the cell search space depends on the size of the object
we are searching to find and might be larger than the size
of the target map cell. Furthermore, the larger each target
map cell is, and once the cell where the object is centered in
has been determined, the greater the uncertainty in the exact
position of an object centroid. A compact feature localization function is used to map all possible feature positions
in the cell search space to real-valued coordinates. Using a
concatenation of the compact feature localization functions
for each target map cell, provides us the global feature localization function, which is a function encoding the possible positions of all features anywhere in our search space.
The complexity of occlusions and feature distributions in the
scene representation is determined by the VC-dimension of
the scene. The VC-dimension is a popular tool used in the
learning theory literature for parameterizing the complexity
of learning an arbitrary concept from a concept class. As it
is the case in the real world, it is assumed that the sensor is
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fallible, in that it can make mistakes when determining the
presence or absence of a particular feature from a certain
scene position. We show that if the sensor makes mistakes
with an error rate that lies below a critical boundary, it is
possible to determine the feature positions as reliably as we
wish and independently of the error rate. The problem runtime/complexity is also expressed in terms of the number
|T | of target map cells in the scene, in terms of the bitwise
encoding length n1 + n2 + n3 needed to represent each scene
feature, as well as the encoding length n4 of the sensor and
algorithm parameters. The fallibility of the object detector
used also plays a prominent role in this analysis.
This whole exposition is centered around determining the
position of an object, so we also provide a general definition
of a complete object as a union of one or more “feature templates”, where each such template of features is referred to
as a single-template-object. Such a complete object is referred to as an object detection concept. Our definition of
an object also takes into consideration the fact that object
features might be missing or partially camouflaged (leading
to an equivalence class of objects), which in turn is modelled
by the degree of camouflage present in the scene. These
definitions in turn allow us to also discuss the effect that
the object complexity has when trying to localize or learn
a particular object. This is achieved by analyzing an object
detection concept class which effectively denotes the set
of all objects we might wish to learn or detect. This class
is partly parameterized by the previously discussed formalization of a sensor, which allows us to model the fact that
what and how we observe it in the environment, ultimately
depends on the power of the sensor used. We also assume
the existence of number of efficient intermediate level algorithmic tools. These tools were deemed necessary for us to
be capable of demonstrating the existence of a solution to
the localization and recognition problem. These algorithmic
tools are referred to as the feature visibility algorithm, the
feature binding algorithm and the object detection learning algorithm. The feature visibility algorithm allows us to
construct, in an efficient manner, an approximate representation of the occlusions in the scene. The feature binding algorithm leads to the creation of a compact and approximate
representation of the features present in the scene. The object detection learning algorithm permits us to learn a polynomial number of independently trained object detectors. As
alluded to previously, within the context of this paper an
object detector refers to an algorithm that returns a binary
value denoting whether the object we are searching for is
centered anywhere inside the target map cell currently being
observed.
Some of the conditions that the proof of Theorem 3 assumes must hold include: (i) Having a sensor that allows us
to sample the search region with any distribution we wish (a
purposive sampling strategy). (ii) Making sure that the distribution of the low level features lying in the search space
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is not extremely different from the distribution of features
used to train the object detectors. Notice, however, that the
distributions do not have to be identical. (iii) Assuming we
have a small number of object detectors that were trained
independently. (iv) Assuming that the scene complexity, in
terms of its VC-dimension, does not grow too quickly as
the number of cells in the target map increase, and as the
number of features in each cell search space also increase.
Theorem 6 in turn (see Appendix A) is used to provide a
definition of the more general recognition problem, whose
proof follows naturally from the proof of Theorem 3. In Appendix B we discuss the effects on Theorem 3 of changing
the sampling strategy to a passive sampling strategy which
offers little control over the distribution with which features
are sampled. In Sect. 4 we discuss the implications of having
to learn efficiently the object detectors used in Theorems 3
and 6. Given a non-zero feature-extraction and object detection noise-rate, as well as an object representation scheme,
we demonstrate the necessity of adaptively controlling the
expressive power of our object representation class, perhaps
through attention-like mechanisms.
We have overviewed the methodology that will be presented in Sect. 3 to analyze the object recognition problem.
The paper’s main take-home message is that there exists a
well-behaved solution to the localization and recognition
problem, where this solution holds if certain assumptions
also hold. These assumptions largely depend on the previously overviewed concepts used to model the problem. Such
a demonstration of the existence of a solution to the proposed model of the recognition problem is novel, since so
far the main motivating factor in the search for a good “approximate” solution to the vision/recognition problem is the
existence of robust biological vision systems, such as the human visual system. The paper provides sufficient conditions
and assumptions, so that if these conditions and assumptions hold, a fairly robust recognition system would result.
Furthermore, the paper addresses the fundamental and often overlooked problem of determining whether there exist
quantifiable limits on the complexity of the objects that can
be learnt, when certain noise-rate and computational power
constraints are placed on the vision system. As we show in
Sect. 4 there indeed do exist such limits. We point out that
the reader may skip Appendices A, B without a significant
loss of continuity in his understanding of the paper’s main
points.

3 Problem Formalization
We provide a number of definitions which are necessary to
state the object localization problem in Theorem 3, at the
end of this section. This discussion will provide the first,
full formalization of certain aspects of the relevant vision
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Fig. 2 Example of a target map consisting of a number of non-overlapping cells (see Definition 1), which includes a cell containing an
object’s centroid (bottom left cell). Notice that all cells in a target map
have identical dimensions of Lc × Lc × Lc . As we will see later in
the paper, the entire object volume does not have to lie inside a single target map cell, as the target map cells are only used to signify
the presence or absence of an object’s centroid. However, if the cells’
search spaces (see Definition 2) are sufficiently large, the entire object’s
volume is guaranteed to lie inside the corresponding maximal search
space, regardless of any object rotations around its centroid (i.e., object pose changes). In other words, and without any loss of generality,
an object’s centroid corresponds to the origin of some object-centered
coordinate frame

problems, making it possible to perform an analysis of the
problems’ learnability and efficiency using the plethora of
tools available in the literature on computational learning
theory. The definitions that follow were mostly described
intuitively in the previous section, and in this section they
are simply formalized. For the reader’s convenience, oftenreferenced definitions are assigned a numerical identifier.
3.1 Representing the Object Positions in the Search Space
with Conjunctions of Literals
We begin with a formalization of the search space and its
constituent features, which are in turn used for recognizing objects. Given a positive rational number L and some
d = (dx , dy , dz ) ∈ R3 , the corresponding volume function
is defined as γ (L, d) = [− L2 + dx , L2 + dx ] × [− L2 + dy , L2 +
dy ] × [− L2 + dz , L2 + dz ], and denotes a 3D cubical region
centred at d. By convention γ (L) = γ (L, (0, 0, 0)).
Definition 1 (Target Map) Let T = {1, . . . , |T |}. Also let Q
denote the set of rational numbers. A target map with |T |
cells is defined by a one-to-one function tm(i) : T → Q3
and an Lc > 0, where Lc ∈ Q. Cell i of the target map consists of the volume γ (Lc , tm(i)). For all 1 ≤ i < j ≤ |T |,
we have γ (Lc , tm(i)) ∩ γ (Lc , tm(j )) = ∅. In other words,
we assume that no two cells in a target map intersect (see
Fig. 2).
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Fig. 3 A target map cell (denoted by the smaller cube) and a cell
search space (denoted by the larger cube) corresponding to this target map cell (see Definition 2). As it will become apparent later in this
paper, for each target map cell we encode whether the centroid of the
object we are searching for is centered anywhere inside the target map
cell. In the above figure we show a vase whose centroid lies inside the
target map cell. Notice that the vase extends outside the target map cell.
The size of the corresponding cell search space will depend on the size
of the object we are searching for, so that if the target object is centered
anywhere inside the target map cell (and with any orientation), the cell
search space is the smallest possible cube that guarantees to completely
encompass all the object features

Notice that the function tm(·) specifies the centroid of
each cell in the target map. Henceforth, |T | will denote the
number of cells in the target map, as per Definition 1. In Andreopoulos et al. (2011) the concept of a target map was used
to specify all the possible positions where a robot should
search for objects. As per Andreopoulos and Tsotsos (2009),
for each target map cell we are interested in determining
whether the object we are searching for has its centroid lying inside that cell. The target map cells will specify the position where the object we are searching for is centered. In
other words, smaller target map cells give greater certainty
as to the position of an object. Notice however, that as discussed in Andreopoulos and Tsotsos (2009), if the cells are
too small we would have serious problems in guaranteeing
a decreasing target map entropy, due to the effects of deadreckoning errors. As previously indicated, within the context of this paper we make the assumption that we do not
encounter such errors.
Definition 2 (Cell Search Space) Given a target map
(Lc , tm(·)) and some Lc ∈ Q, Lc ≥ Lc , the corresponding
search space of every cell i in the target map is defined as
γ (Lc , tm(i)).
In Fig. 3 we demonstrate a target map cell and its corresponding cell search space which completely encompasses
the target map cell volume. Notice, that, if two distinct target map cells i = j are close enough to each other, and since
Lc ≥ Lc , it is possible that their corresponding search spaces
intersect (i.e., γ (Lc , tm(i)) ∩ γ (Lc , tm(j )) = ∅). In other
words, and as per Andreopoulos et al. (2011), the object we
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are searching for is not assumed to be completely enclosed
by a single target map cell, since that would be an unrealistic assumption. Instead, the cell search space abstraction defines a cubical volume (the smallest volume as we will see
next) that is guaranteed to encapsulate an object centered
anywhere in the corresponding target map cell. We will follow the convention whereupon, given a target map and its
corresponding cell search spaces, the maximal search space
SSP is the smallest region that encloses the search spaces of
all the target map cells.
More formally, the maximal search space (SSP) for a
given target map (Lc , tm(·)) and the corresponding cell
search spaces γ (Lc , tm(1)), . . . , γ (Lc , tm(|T |)), is given
|T |
by SSP = i=1 γ (Lc , tm(i)). For example, within the context of Andreopoulos et al. (2011) where an active object localization system is implemented on an ASIMO humanoid
robot, the maximal search space denotes the entire search
space where part of the object might be contained. This is
the volume we want to search to determine the location of
the queried object(s).
The idea of PAC-learnable problems was popularized and
expanded upon by Valiant in a sequence of seminal papers
(Valiant 1984a, 1984b, 1985). We will use a slightly modified version of Valiant’s idea of PAC-learning, that is appropriate for the problem we are analyzing. We begin by
presenting a number of definitions necessary for developing
the theory.
A concept class C over some arbitrary set X is defined as a set of concepts with domain X, where a concept
c : X → {0, 1} is a mapping of the elements x ∈ X as true
(c(x) = 1) or false (c(x) = 0) elements. We will be using
concepts and concept classes in this paper (which also constitute fundamental abstractions from the learning theory literature), to represent the target map cells where the object
we are searching for might be centered. We will also use
concepts to represent the presence or absence of features in
a given target map cell’s search space. We will discuss these
definitions in more detail later in this paper. Given a boolean
variable bi , a literal li of the boolean variable may correspond either to bi or to its negation ¬bi . As it is common in
the nomenclature, an assignment of 1 to a boolean variable
corresponds to a “true” assignment, and an assignment of 0
corresponds to a “false” assignment. We now introduce our
definition of the concept class of conjunctive normal form
(CNF) formulae, which we will be using throughout this paper:
{0,1}

Definition 3 (Concept Class of CNF formulae) Let X|T | 
{0, 1}|T | , where {0, 1}|T | denotes the set of all binary strings
of length |T |, and let li denote a literal of boolean variable bi (i.e., li ∈ {bi , ¬bi }). Then, each x = (x1 , . . . , x|T | ) ∈
{0,1}
X|T | defines a truth assignment to the |T | boolean variables b1 , . . . , b|T | by letting bi ← xi for 1 ≤ i ≤ |T |. Let
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S = {1, . . . , |T |} and let 2S be the power set of S, consisting of all subsets of S. Also let Sn consist of all sets in 2S
of cardinality n. We use the notation C n to denote the concept class of all n-CNF formulae,
which satisfies
c ∈ C n iff


denotes logi∃S ∈ Sn such that c = ( i∈S si ), where
cal conjunction and si ∈ {bi , ¬bi , bi ∧ ¬bi }. In other words,
a formula is an n-CNF formula if it is the conjunction of
n distinct literals and we also allow the possibility that for
each literal we may also include a conjunct with the literal’s
negation (referred to as a contradiction). We use the notation
Cn to denote the set of n-CNF formulae that do not include
contradictions.
Cn iff ∃S ∈ Sn and a set
 In other words, c ∈
of literals i∈S {li } such that c = ( i∈S li ). Notice that any
{0,1}
CNF formula corresponds to a concept that maps set X|T |
to {0, 1}.
Notice that in Definition 3 we require that each concept
in C|T | consists of a conjunction of exactly |T | distinct literals, with each literal corresponding to a distinct boolean
variable. As a result, for each concept c ∈ C|T | , c(x) is true
{0,1}
for exactly one x ∈ X|T | . Given a literal li ∈ {bi , ¬bi } for
any 1 ≤ i ≤ |T |, and a concept c ∈ C j for any 1 ≤ j ≤ |T |,
we use li ∈ c(·) to denote the event that literal li appears as
one of the conjuncts in c(·). We now present Definitions 4–6
which are abstractions from the learning theory literature for
representing concepts.
Definition 4 (Representation Scheme) We call a surjective
function R : {0, 1}∗ → C a representation scheme for concept class C, where any string σ ∈ {0, 1}∗ for which R(σ ) =
c for some concept c ∈ C, is called a representation of c.
Notice that {0, 1}∗ denotes the set of all binary strings,
for all possible string lengths. Within the overall context
of this work, a representation scheme denotes the encoding
with which we represent the features in the scene. Ideally
the more efficient the representation, the stronger the representational power of the learning algorithm that uses these
representations. For example, within the context of an object
recognition system, a given binary string might have many
different meanings under different representation schemes.
Under one representation scheme for example, one binary
string might be used to encode a components-based (Biederman 1987) arrangement of a certain object’s parts, while
under the same representation scheme, a different and longer
binary string might be used to encode the same features but
in a less efficient manner. We will investigate this in more
detail later in this paper.
Definition 5 (Minimum Representation Length) Given a
representation scheme R for a concept class C, we refer to
size(c, R) ∈ N as the minimum bitwise length of a string
σ ∈ {0, 1}∗ such that R(σ ) = c, where N  {0, 1, 2, . . .}.
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Definition 6 (Representation Class) Assume C is a concept
class containing concepts that are defined over {0, 1}m , the
set of all binary strings of length m. Also, assume R is a
representation scheme for concept class C. We say that Hn ⊆
{0, 1}∗ is a representation class over {0, 1}m that is defined
with respect to R, if for all σ ∈ Hn we have |σ | ≤ n and
R(σ ) ∈ C.
In other words, a representation class Hn that is defined
with respect to R, simply denotes a set of binary strings of
length at most n. We use these binary strings to represent
(under representation scheme R) some of the concepts in the
corresponding concept class C (the range of R). Notice that
multiple representations can potentially represent any single concept. An important issue to consider when defining a
representation class, is the run-time complexity of any representation selected from Hn in order to calculate a concept’s
output on any input. We say Hn is a polynomially evaluable
representation class if there exists an algorithm and a polynomial function p(x, y) such that for all σ ∈ Hn and for all
x ∈ {0, 1}m , the algorithm evaluates c(x) (where R(σ ) = c)
within time O(p(|σ |, m)). This will form a significant part
of our discussion in Sect. 4. As indicated in the paper’s introduction, in the object localization problem we are searching
for all positions in the scene where instances of an a-priori
specified object are located. We present a preliminary formulation of the localization problem:
Definition 7 (Object Localization: Preliminary Formulation 1) Let boolean variable bi be true iff cell i in the
target map contains the centroid of an instance of the object t we are searching for. The object localization problem
consists of finding the |T | − CNF concept ct ∈ C|T | such
that ct (x) is true iff (x1 , . . . , x|T | ) = (b1 , . . . , b|T | ), where
{0,1}
x = (x1 , . . . , x|T | ) ∈ X|T | .
The above definition allows for the possibility that the
target object is not present in the search space. Notice that
the above formulation of the problem is incomplete. For example, it does not specify what it is we are trying to localize and it does not in any way model the effects of errors
on the problem. As discussed in Andreopoulos and Tsotsos (2009), a significant source of recognition errors is from
the effects of dead-reckoning errors. In Andreopoulos et al.
(2011) we discuss a methodology for addressing possible
problems caused by such errors.
We now introduce the idea of a partial concept, which
will play an important role in our subsequent exposition:
{0,1,α}
{0,1}
Let X|T |
 {0, 1, α}|T | and assume c : X|T | → {0, 1}
is a concept corresponding to an n − CNF formula, where
{0,1,α}
n ∈ {0, 1, . . . , |T |}. The partial concept c : X|T |
→ {0, 1}
{0,1}

corresponding to the concept c : X|T | → {0, 1} is defined
{0,1,α}

so that c(x) = 1 (where x = (x1 , . . . , x|T | ) ∈ X|T |

) iff
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the logical conjunction of all literals li ∈ c(·) that satisfy
xi ∈ {0, 1}, evaluates to true.
Intuitively, if xi = α we instruct a partial concept to “ignore” any boolean variable bi or ¬bi (i.e., neutrality). For
example, if c = b1 ∧ b2 ∧ ¬b2 ∧ ¬b3 , and x1 = (1, α, 0),
x2 = (1, 1, 0), x3 = (α, 1, 0), then c(x1 ) = 1, c(x2 ) = 0,
c(x3 ) = 0. We will be using partial concepts in order to be
able to specify cells for which we do not care whether the
target object is centered there or not. For example we might
wish to simulate the effect on a sensor if only part of the
scene falls in the sensor’s field of view from a particular
viewpoint. In such a case we can use a partial concept to
represent the areas/cells of the scene which fall outside our
field of view. For example if we evaluate the error rate of a
partial concept from a particular viewpoint, where all cells
that lie outside the field of view from that viewpoint are labelled with an α in the corresponding concept’s input field,
we will be evaluating the concept’s error rate only for the
cells that lie inside our field of view. We discuss this in more
detail later in this paper.
3.2 Sensing Features and Occlusions Present in the Search
Space
As it is common practice in the vision community, each feature is identified by its position in the search space and its
relative scale, which motivates our definition of the set of
low-level features that we can extract from an environment:
Definition 8 (Feature Set) Let Gn1 ⊆ {0, 1}n1 denote a fixed
set of basis features, where each basis feature has a minimum bit-wise encoding length of n1 . Thus 2n1 −1 + 1 ≤
|Gn1 | ≤ 2n1 . Let Pn2 ⊆ {0, 1}n2 denote a set of permissible feature positions, where each feature position has a bitwise encoding length of n2 . In other words |Pn2 | ≤ 2n2 .
Let Sn3 ⊆ {0, 1}n3 denote the set of permissible scales,
where each element in Sn3 has a minimum bitwise encoding length of n3 . In other words 2n3 −1 + 1 ≤ |Sn3 | ≤ 2n3 .
We call Gn1 × Pn2 × Sn3 a feature set, where each triple
(g, p, s) ∈ Gn1 × Pn2 × Sn3 has a bitwise encoding length
of O(n1 + n2 + n3 ) and denotes a distinct feature. We call
n2 the feature set’s resolution, and n3 the feature set’s scale
range.
Note that we use log(·) to denote the natural logarithm
and lg(·) to denote the base-2 logarithm. The set Gn1 ×Pn2 ×
Sn3 can be viewed as a set of at most 2Θ(n1 +n2 +n3 ) features,
such as oriented edges, lines and hue for example (set Gn1 ),
parameterized by their position in the scene (set Pn2 ) and
a scale parameter (set Sn3 ) which denotes the parameterization of an arbitrary number of extra properties that each
basis feature in Gn1 might depend on, such as the relative
size/scale of a feature.

103

Fig. 4 The range of a compact feature localization function (see Def1
inition 9), where |Pn2 | 3 = 7. Each black node corresponds to the po
sition in volume γ (L ) of some distinct p ∈ Pn2 . Each edge joining
two nodes corresponds to a distance of L (see Definition 9). For clarity
we only show the outermost feature positions, which lie on the outer
surface of volume γ (L − L)

Definition 9 (Compact Feature Localization Function) Assume n2 ∈ Z+ = {1, 2, . . .} and L > 0 is a positive rational
number referred to as the sampling distance. Let |Pn2 | =
(2k + 1)3 where k ∈ N denotes the maximum value satisfying (2k + 1)3 ≤ 2n2 . Let L = (2k + 1)L. A function
φn2 ,L : Pn2 → γ (L ) is called a compact feature localization function that is defined with respect to region γ (L ),
if it defines a one-to-one mapping from Pn2 to γ (L ) such
that for all dx , dy , dz ∈ Z = {. . . , −1, 0, 1, . . .} satisfying
(dx L, dy L, dz L) ∈ γ (L ), there exists a unique p ∈ Pn2 for
which φn2 ,L (p) = (dx L, dy L, dz L). We define the inverse
as a mapping of each x ∈ γ (L ) to an element p  ∈ Pn2
φn−1
2 ,L
such that p  = arg minp∈Pn2 {φn2 ,L (p) − x2 } (where  · 2
denotes the 2-norm). We will assume that each parameter
pair n2 , L, corresponds to a unique function φn2 ,L : Pn2 →
1
γ (|Pn2 | 3 L) (see Fig. 4).
By the above definition there exists some unique p0 ∈
Pn2 such that φn2 ,L (p0 ) = (0, 0, 0). Notice that our definition above does not properly define the inverse function
(x) if x is equidistant from two or more elements of
φn−1
2 ,L
Pn2 . In such a case we assume φn−1
(x) maps to the element
2 ,L
of Pn2 which is closest to p0 , thus making the inverse of
φn2 ,L well defined.
In other words, for each element p ∈ Pn2 , a feature
localization function defines the position in the search
space where a feature (g, p, s) ∈ Gn1 × Pn2 × Sn3 is positioned, such that for any two feature positions p1 , p2 ∈ Pn2 ,
we have φn2 ,L (p2 ) − φn2 ,L (p1 ) = (xL, yL, zL), for some
x, y, z ∈ Z = {. . . , −1, 0, 1, . . .}. A property of the feature
localization function is that for any spherical neighbourhood Nρ (x) ⊆ SSP of radius ρ centred in any x ∈ SSP, we
can place an arbitrary number of features in Nρ (x), regardless of the point x ∈ SSP where the neighbourhood is centred and regardless of its radius ρ, as long as the resolution
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and sampling distance is appropriately chosen. Furthermore,
the use of an evenly spaced 3D grid mapping for the features’ positions, implies that for any p1 , p2 ∈ Pn , if neighbourhoods Nρ (φn,L (p1 )) and Nρ (φn,L (p2 )) are contained
in SSP, there exist bijective mappings Nρ (φn,L (p1 )) →
Nρ (φn,L (p2 )) (e.g., a rigid transformation such as a translation) which preserve the basis feature and scale value of
any transformed feature, while also preserving the metric
distances between the positions of any two features lying
in Nρ (φn,L (p1 )). Within the context of this paper and the
material in Andreopoulos et al. (2011), a compact feature
localization function defines the position in the search space
of a 3D target map cell, of each localized feature. The task
of a detection algorithm is to make sense of such a “cube”
of detected features (under occlusion, background distracting features, etc.) to determine if the target object we are
searching for is centered in that cell. The problem is compounded by the inability to consistently extract the same
features from the scene (sensor errors), and from the presence of distractors, such as occlusions, which do not make
all viewpoints equally good for sensing a particular subset
of a scene.
Within the context of this paper, a sensor is defined as
an ordered sextuple (Gn1 , Pn2 , Sn3 , V n4 , f, S), where Gn1 ×
Pn2 × Sn3 is a feature set as defined in Definition 8. Vn =
Gn1 × Pn2 × Sn3 × V n4 denotes the set of controllable sensor
states, where each element in V n4 corresponds to a distinct
“setting” or “viewpoint” under which each one of the elements in Gn1 × Pn2 × Sn3 can be sensed (more on this later).
Finally, f stands for some generic function with domain Pn2
and range some subset of S. The subscript n4 in V n4 denotes
the minimum bitwise encoding length necessary to encode
an arbitrary element in V n4 —i.e., 2n4 −1 + 1 ≤ |V n4 | ≤ 2n4
and thus the larger the value of n4 , the greater the number of
candidate sensor states in Vn . Thus the encoding length of
any sensor state is n ∈ Θ(n1 + n2 + n3 + n4 ).
1
Let Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,L , γ (|Pn2 | 3 L)) denote
1
a sensor, where φn2 ,L : Pn2 → γ (|Pn2 | 3 L) is a compact feature localization function. Notice that since φn2 ,L : Pn2 →
1
γ (|Pn2 | 3 L) is a compact feature localization function, by
definition |Pn2 | = (2k + 1)3 for the maximum k ∈ N that satisfies (2k + 1)3 ≤ 2n2 . Also, notice that for any sensor state
v1 = (g, p1 , s, v) ∈ Vn whose mapped feature (g, p1 , s) is
modified by translating its position in the search space by the
vector φn2 ,L (p2 ) − φn2 ,L (p1 ), its corresponding translated
feature is v2 = (g, p2 , s). Each v = (g, p, s, v) ∈ Vn can be
considered a vector denoting the state for all the controllable sensor parameters, including the feature whose presence or absence we wish to determine using the current sensor state (that feature is (g, p, s)), the viewpoint with respect
to the search space from which the feature is to be observed,
and any other controllable parameters which could affect the
ability to localize a feature, such as the sensor’s focal length
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and zoom settings, for example (the settings under which
feature (g, p, s) is to be examined are encoded by v). We
define functions λ1 (·), λ2 (·), λ3 (·), λ4 (·), λ(·) so that for any
sensor state v = (g, p, s, v), we have λ1 (v) = g, λ2 (v) = p,
λ3 (v) = s, λ4 (v) = v and λ(v) = (λ1 (v), λ2 (v), λ3 (v)) =
(g, p, s). Similarly, for any feature f  = (g, p, s), we have
λ1 (f  ) = g, λ2 (f  ) = p, λ3 (f  ) = s.
Within the context of the active object localization system described in Andreopoulos et al. (2011), a “sensor” Γ
as specified above is meant to provide a formalization of the
set of features and their position inside a target map cell’s
search space, and is also meant to formalize the parameters
V n4 which specify the different ways in which we might be
able to sense the feature to see if it is present or not. Later
in this paper we will investigate how the complexity of the
search task might be affected as the sensor Γ changes. Parameters V n4 could denote viewpoints or some intrinsic algorithm/camera parameters that specify the approach used
to determine the presence or absence of the corresponding
feature.
Assume we are given a set Vn of controllable sensor
states. A sensor state distribution D(Vn ) assigns a probability distribution to the elements in Vn . Note that D(Vn )
denotes a probability distribution function, and we use the
notation v ∈ D(Vn ) to denote an independent random sample v returned by a random variable with distribution D(Vn ).
We use Px∈D [A(x)] to denote the probability that for some
random sample x, event A(x) occurs.
Definition 10 (Global Feature Localization Function) Let
L
Lc , Lt ∈ Q+ such that Lct = 2k + 1 for some k ∈ N =
L

{0, 1, 2, . . .}. Also let n2 = 3 lg( Lct ). Given a target map
(Lc , tm(·)) with |T | cells, a cell search space γ (Lc , tm(i))
for each cell i ∈ T , and a compact feature localization
function φn2 ,Lt , we call ψ : Pn2 → Ψ a global feature localization function if it satisfies the following conditions:
|T | 
Ψ = i=1 p∈Pn {φn2 ,Lt (p) + tm(i)} and ψ is a one-to2
one and onto function. Notice that Ψ ⊆ SSP, and ψ is invertible.
See Fig. 5 for an example of the range of a global
feature localization function. Thus a global feature localization function extends a compact feature localization function by assigning positions in the search space
for all possible target map cells. In other words, a global
feature localization function assigns a unique identifier
from set Pn2 to every distinct coordinate contained in the
|T | 
set i=1 p∈Pn {φn2 ,Lt (p) + tm(i)} ⊆ SSP. Notice that
2
lg(|Pn2 |) = O(n2 + lg(|T |)) and if the cell search spaces
do not intersect, then lg(|Pn2 |) = Θ(n2 + lg(|T |)). Notice,
however, that if lg(|Pn2 |) = Θ(n2 + lg(|T |)) it does not necessarily mean that the cell search spaces do not intersect.
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Fig. 5 An example of the range of a global feature localization function ψ , for a target map (Lc , tm(·)) with six cells and an associated
1
compact feature localization function φn2 ,Lt : Pn2 → γ (|Pn2 | 3 Lt ) that
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sensor state distribution for Vn . If i ∈ T specifies some target map cell, an active sensor Γ  (Γ, Γ , D(Vn ), i) is a random vector which returns random samples from Vn × Vn .
The active sensor’s behaviour is defined by its probability
distribution D(Γ  ), which satisfies for all (vc , vc ) ∈ Vn × Vn
the following condition:

 

P(v,v  )∈D(Γ  ) v, v  = vc , vc

 
= Pv∈D(Vn ) λ1 (v) = λ1 (vc ) = λ1 vc ,




φn2 ,L λ2 (v) = φn2 ,L λ2 (vc )
  
= ψ λ2 vc − tm(i),
 
λ3 (v) = λ3 (vc ) = λ3 vc ,
 
λ4 (v) = λ4 (vc ) = λ4 vc .

1

satisfies |Pn2 | 3 = 3 (see Definitions 9 and 10, Fig. 4). Each black node
corresponds to a position in space where a feature might be placed
according to
ψ . For each target map cell i ∈ {1, . . . , 6} there corresponds a set p∈Pn {φn2 ,Lt (p) + tm(i)} of feature positions lying in2

1

side volume γ (|Pn2 | 3 Lt , tm(i)). In other words, and since the cell
search spaces above do not overlap, for each target map cell i there
correspond 3 × 3 × 3 feature positions evenly spaced inside volume
1
γ (|Pn2 | 3 Lt , tm(i)), for a total of 6 × 3 × 3 × 3 feature positions lying
in the range of ψ

Notice, also, that for a target map with one cell, a compact
feature localization function and its global feature localization function share the same range. Notice that the centroid
tm(i) of each target map cell i, coincides with the position
ψ(p  ) for some feature position p  ∈ Pn2 .
Definition 11 (Extended Sensor) Let Γ = (Gn1 , Pn2 , Sn3 ,
1
V n4 , φn2 ,L , γ (|Pn2 | 3 L)) denote a sensor, where φn2 ,L is a
compact feature localization function. Given a target map
(Lc , tm(·)) with |T | cells, a cell search space γ (Lc , tm(i))
1
for each cell i ∈ T (where Lc = |Pn2 | 3 L), a set Ψ =
|T | 
i=1 p∈Pn2 {φn2 ,Lt (p) + tm(i)}, and the corresponding
global feature localization function ψ : Pn2 → Ψ , we say

that sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) extends sensor Γ .

Thus, an extended sensor serves as a simple formalism
for the set of features, the parameters V n4 under which each
feature might be detected, and the position of each feature in
the search space. This is a useful formalism since it allows
us to investigate how the search algorithm is affected as the
number of cells |T | increases.
Definition 12 (Active Sensor) Assume we are given a sen1
sor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,L , γ (|Pn2 | 3 L)), and its extended sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) as per Definition 11. Let Vn = Gn1 × Pn2 × Sn3 × V n4 and Vn =
Gn1 × Pn2 × Sn3 × V n4 . Furthermore, let D(Vn ), denote a

An active sensor simulates the process of sensing the features in the search space corresponding to any target map
cell i. In other words, an active sensor can be thought of
as a random process that takes random samples v ∈ D(Vn )
and translates the position λ2 (v) of the sensor state (and its
implied feature) by vector tm(i), so that the transformed
sensor state v  ∈ Vn is expressed with respect to the coordinate frame of the target map, rather than the local coordinate frame corresponding to φn2 ,L . Notice that an advantage
of using the sensor state representations Vn is that the encoding length of each sensor state in Vn is smaller than that
of the sensor states in Vn (since n2 ≥ n2 ), and the encoding
length of each sensor state in Vn is independent of the size
of the target map (does not depend on |T |).
The consistency of a particular concept with respect to a
given set of examples will play an important role in our subsequent discussion: For some arbitrary set X, let c : X →
{0, 1} denote a concept. Let S = {x1 , a1 , . . . , xm , am },
where x1 , . . . , xm ∈ X and where a1 , . . . , am ∈ {0, 1} denote
the corresponding truth labels. We say that concept c(·) is
consistent with S if c(xi ) = ai for all 1 ≤ i ≤ m.
Definition 13 (Feature Space) Given a sensor Γ = (Gn1 ,
Pn2 , Sn3 , V n4 , f, S), where as usual Vn = Gn1 × Pn2 × Sn3 ×
V n4 , a feature space for the sensor is given by an ordered
pair of concepts (μα : Vn → {0, 1}, μ : Gn1 × Pn2 × Sn3 →
{0, 1}), satisfying the constraint that for all (g, p, s) ∈
Gn1 × Pn2 × Sn3 , if μα (v) = 0 for all v ∈ Vn for which
(λ1 (v), λ2 (v), λ3 (v)) = (g, p, s), then μ((g, p, s)) = 0.
For each sensor state v, μα (v) encodes whether the corresponding feature is visible: whether we are able (μα (v) = 1)
or unable (μα (v) = 0) to determine the presence or absence
of feature λ(v) when we sense that feature under state v. By
convention, μ(λ(v)) = 1 denotes the presence of the feature λ(v), and μ(λ(v)) = 0 denotes the absence of the feature λ(v). One reason we might not be able to determine
the presence or absence of the feature could be due to occlusions from the viewpoint corresponding to state v for
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example. Given an algorithm for determining the presence
or absence of feature λ(v) from sensor state v in a particular scene, if μα (v) = 0 then we cannot determine the
presence or absence of feature λ(v) under sensor state v.
Similarly, if μα (v) = 1, the presence or absence of feature
λ(v) can be determined from sensor state v. Notice, that, if
μ((g, p, s)) = 1, it implies that μα (v) = 1 for some sensor
state v satisfying λ(v) = (g, p, s).
Within the context of Andreopoulos et al. (2011), a feature space specifies the set of obstacles, features, visible
viewpoints, and their position in space. We wish to interpret this data in order to determine which object is present
in the scene and in which target map cell it is centered in.
The problem’s difficulty is compounded by the inability to
always extract accurately the detected feature due to image
noise, for example, or even due to poor sensor settings (Andreopoulos and Tsotsos 2012), which is also modelled in
this paper. This brings up some interesting questions on the
algorithm’s sensitivity/fragility to these parameters, and how
a certain parameter can affect the problem complexity.
Notice that a feature’s presence or absence must be detectable from all sensor states/viewpoints under which the
particular feature position is visible. This encodes an implicit assumption that we are dealing with Lambertianlike surfaces, whereupon knowledge of the viewpoint from
which the feature is detected allows us to predict the feature’s appearance from some canonical viewpoint/sensor
state, as long as we know the rigid transformations between any two viewpoints. In other words, we assume that
other types of surfaces, such as non-opaque surfaces, where
inter-reflections and refractions might occur, which make
the feature detected also depend on unknown object surface properties, are not present in the scene. Lambertian surfaces include the vast majority of surfaces typically encountered, making our model generalizable to a great majority of
scenes.
Definition 14 (Feature Detection Oracle) Assume we are
1
given a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,L , γ (|Pn2 | 3 L)),
and its extended sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) as
per Definition 11. Also consider the active sensor Γ  (Γ, Γ ,
D(Vn ), i) that is defined for all i ∈ {1, . . . , |T |}, where
Vn = Gn1 × Pn2 × Sn3 × V n4 . Furthermore, assume we are
given a feature space (μα , μ) of sensor Γ . Also, assume
Vn = Gn1 × Pn2 × Sn3 × V n4 . Each call to a feature detection
oracle EX(Γ  , μα , μ) returns an example (v, v  ), π(μα (v  ),
μ(λ(v  ))), where (v, v  ) ∈ Vn × Vn denotes an independent sample from random variable Γ  (Γ, Γ , D(Vn ), i),
and π(μα (v  ), μ(λ(v  ))) is a function whose range lies in
{α, 0, 1} that returns α iff μα (v  ) = 0, and otherwise, if
μα (v  ) = 0, returns μ(λ(v  )) ∈ {0, 1}.
Intuitively, a label of α that is returned by a feature detection oracle indicates the inability of the oracle to determine
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the presence or absence of feature λ(v  ) under sensor state
v  , as might happen for example if the feature is occluded
under sensor state v  .
Definition 15 (Corrupt Feature Detection Oracle) Let 0 ≤
η < 12 and assume EX(Γ  , μα , μ) denotes a feature detection oracle as per Definition 14. Each call to a corrupt feature detection oracle EX(Γ  , μα , μ, η) returns an example
(v, v  ), b, where (v, v  ) ∈ Vn × Vn (as per Definition 14),
and b ∈ {0, 1, α}. The probability of EX(Γ  , μα , μ, η) returning example (v, v  ), α is equal to the probability
of EX(Γ  , μα , μ) also returning (v, v  ), α as an example. Given π(μα (v), μ(λ(v))) = α—where π(·, ·) is as described in Definition 14—, the probability of EX(Γ  , μα ,
μ, η) returning an example (v, v  ), π(μα (v), μ(λ(v)))
is equal to the probability of sampling (v, v  ) from Γ 
multiplied by 1 − η, and the probability of sampling
(v, v  ), ¬π(μα (v), μ(λ(v))) from EX(Γ  , μα , μ, η) is
equal to the probability of sampling (v, v  ) from Γ  multiplied by η.
The above way of modelling a corrupt feature detection
oracle, encodes our assumption that the visibility estimates
are noise free, since whenever a label of α is returned by the
corrupt oracle, we can assume it is a correct label. In other
words, we assume that no dead-reckoning errors, depth estimation errors, or other types of errors which could affect
feature visibility estimation occur. We assume that the only
source of errors in the oracle lies in the low level feature
detection which determines the presence or absence of feature λ(v  ). Notice that we assume η = 12 , since if η = 12 , we
would have reached the information theoretic limit and each
call to the oracle would return no useful information when
the label was not α. We have also assumed without loss of
generality that η is not greater than 12 , since in that case,
by simply flipping the value of each 0/1 entry returned by
the corrupt oracle, we would obtain a noise corrupted oracle
EX(Γ  , μα , μ, 1 − η), where 1 − η < 12 . As we will show
later in the paper, a corrupt feature detection oracle is meant
to model the effects of imperfect low-level feature detection
(which might occur due to image noise or poor illumination conditions for example), and to define an upper bound
on the minimum set of quality constraints necessary on the
part of the algorithm, so that reliable and efficient object localization is feasible under good dead-reckoning and good
correspondences.
3.3 Constructing Approximate Representations of Features
and Occlusions
The problem of constructing efficient representations of the
features detected in a scene (in terms of their encoding
length) is a fundamental problem of any recognition algorithm. We proceed by providing a sufficient set of conditions
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1

Fig. 6 Examples of the volumes that could be encoded
by a scene representation M(l, Γ, R1 , R2 ), where Γ =
1
(Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )), as per Definition 16. Each

of these volumes γ (|Pn2 | 3 Lt ) is encoded as a feature space for sensor Γ (see Definition 13) where the total bitwise encoding length for
representing each such feature space is by assumption no greater than l

for constructing approximate representations of a scene. To
accomplish this, we will survey a number of fundamental
results from computational learning theory, such as the VCdimension of a concept class, and PAC-learnable problems.

that is defined as per Definition 16. Consider a feature space
(μα , μ) ∈ M(l, Γ, R1 , R2 ). A feature f  ∈ Gn1 × Pn2 × Sn3
is 0 -occluded in feature space (μα , μ), if for at most 0 ×
100 percent of the sensor states v ∈ Gn1 × Pn2 × Sn3 × V n4
which satisfy λ(v) = f  , the feature f  is visible (i.e., satisfies μα (v) = 1).

Definition 16 (Scene Representation) Assume we are given
a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , f, S) for some set S and
some function f . A scene representation of sensor Γ is
a set of feature spaces for sensor Γ . Furthermore, assume concept classes C1 (n1 , n2 , n3 , n4 ) and C2 (n1 , n2 , n3 )
each contain all possible concepts with domains Vn =
Gn1 × Pn2 × Sn3 × V n4 and Gn1 × Pn2 × Sn3 respectively.
Also, assume R1 and R2 are representation schemes for
C1 (n1 , n2 , n3 , n4 ) and C2 (n1 , n2 , n3 ) respectively. We use
the notation M(l, Γ, R1 , R2 ) to denote the largest set of
feature spaces for the sensor Γ such that for any (μα , μ) ∈
M(l, Γ, R1 , R2 ), we have μα ∈ C1 (n1 , n2 , n3 , n4 ), μ ∈
C2 (n1 , n2 , n3 ) and size(μα , R1 ) + size(μ, R2 ) ≤ l.
See Fig. 6 for an example of the cell search spaces that
might be encoded by a scene representation M(l, Γ, R1 ,
R2 ) corresponding to a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 ,
1
φn2 ,Lt , γ (|Pn2 | 3 Lt )). Notice that the scene representation
encodes the visibility (e.g., features in Gn1 × Pn2 × Sn3 and
the “viewpoints”/“settings” in V n4 under which the features
are occluded/not-visible) as well as the features present in
each of these cell search spaces. Notice also the use of a
compact feature localization function in the sensor we just
used, as a means of mapping the features in Gn1 × Pn2 × Sn3
1
to the volume γ (|Pn2 | 3 Lt ) of a cell search space.
As we will see, the parameter l of a scene representation
M(l, Γ, R1 , R2 ) is used to specify the complexity of the
scene we wish to interpret. Thus a scene representation simply denotes a set of feature spaces (features present and their
occlusions/visibility) which satisfy certain encoding length
constraints dependent on l and the representation schemes
R1 , R2 .
Definition 17 ( 0 -Occluded Feature) Let 0 < 0 < 12 . Assume we are given a scene representation M(l, Γ, R1 , R2 )

This in turn enables us to define 0 -occluded scene representations as follows: Let 0 < 0 < 12 . Assume we are
given a scene representation M(l, Γ, R1 , R2 ) that is defined as per Definition 16. We say that M(l, Γ, R1 , R2 )
is an 0 -occluded scene representation if for every feature
space (μα , μ) ∈ M(l, Γ, R1 , R2 ) and every feature f  ∈
Gn1 × Pn2 × Sn3 that is 0 -occluded (Definition 17) in this
feature space, it is the case that μ(f  ) = 0.
Intuitively, an 0 -occluded scene representation is a scene
which lacks any significant features in any regions that are
occluded from most of the possible viewpoints or sensorstates from which the respective feature’s presence or absence can be determined. This defines how occlusion affects
the features that can be sensed. We now provide some definitions (Definitions 18–22) which will be instrumental in
specifying how the low-level scene representations are constructed. The process is also visualized in Fig. 7.
Definition 18 (Visibility Representation Class) Assume we
are given a scene representation M(l, Γ, R1 , R2 ). We say
¯ Γ, R1 , R ) is a visibility
that representation class M1 (l,
1
¯
representation class of M(l, Γ, R1 , R2 ) if for some representation scheme R1 : {0, 1}∗ → C1 (n1 , n2 , n3 , n4 ) and
¯ l ∈ Θ(l),
¯ it is the case that M1 (l,
¯ Γ, R1 , R ) ⊆
some l ≥ l,
1
l

¯ Γ, R1 , R2 ), there exists a
{0, 1} , and for all (c, c ) ∈ M(l,
¯ Γ, R1 , R )
representation σ ∈ {0, 1}l such that σ ∈ M1 (l,
1

and R1 (σ ) = c.
We can think of l (the length of each representation in
M1 (l, Γ, R1 , R1 )) as a non-decreasing function of l. For
example it is straightforward to see that there exists an R1 ,
which depends on R1 , so that if l = l + lg(l) ∈ Θ(l), it is
possible to always satisfy Definition 18 (since this l guarantees that we can represent by a binary string of length l all
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Fig. 7 The process of constructing visibility and feature binding representations (Definitions 18–22) by probing a cell search space. We
show the probing under six different sensor states, corresponding to six
sequential invocations of a feature detection oracle. The grey pencillike objects in the figure represent the different positions/states of the
probe/sensor as it acquires samples (the numbers in the above figure
represent the probing order). Typically, significantly more than six

samples of the cell search space are needed in order to construct good
representations. The question of the number of samples needed to
achieve recognition, is central to the discussion in this paper. The invertible visibility representation guides the probing of the same volume
for a second time, in order to construct a feature binding representation
(Sect. A.3)

the concepts with a representation length of at most l). Notice that M1 (l, Γ, R1 , R1 ) may contain non-optimal representations for some of the visibility concepts contained in
¯ Γ, R1 , R2 ). The feature binding representation class
M(l,
of a scene representation is similarly defined:

note the set of possible sensor states for Γ . We say that
¯ Γ, R1 , R )) is a visibility algorithm for this
Λvis (·, M1 (l,
1
scene representation, if for any m ∈ N, for any v1 , . . . , vm ∈
¯ Γ, R1 , R2 ), we have that
Vn and any (μα , μ) ∈ M(l,

¯
¯ Γ,
Λvis (S, M1 (l, Γ, R1 , R1 )) outputs a σ ∈ M1 (l,


R1 , R1 ) such that concept R1 (σ ) is consistent with S,
where S = {v1 , μα (v1 ), . . . , vm , μα (vm )} is a set of examples.

Definition 19 (Feature Binding Representation Class) Assume we are given a scene representation M(l, Γ, R1 , R2 ).
¯ Γ, R2 , R ) is a feature
We say that concept class M2 (l,
2
¯ Γ, R1 , R2 ) if for some
binding representation class of M(l,
representation scheme R2 : {0, 1}∗ → C2 (n1 , n2 , n3 ) and
¯ l ∈ Θ(l),
¯ it is the case that M2 (l,
¯ Γ, R2 , R ) ⊆
some l ≥ l,
2
l

¯ Γ, R1 , R2 ), there exists a
{0, 1} , and for all (c , c) ∈ M(l,
¯ Γ, R2 , R )
representation σ ∈ {0, 1}l such that σ ∈ M2 (l,
2

and R2 (σ ) = c. We refer to the concepts in C2 (n1 , n2 , n3 )
as the feature binding concepts.
Without any loss of generality, we again assume l =
¯ The method chosen for binding the features has
l¯ + lg(l).
important effects on the algorithm reliability. This is rigorously proven later in this paper, where we will also take
into consideration the need for learning the concept class as
optimally as possible. The visibility and feature binding algorithms defined below, denote procedures that output rep¯ Γ, R1 , R ) and M2 (l,
¯ Γ, R2 , R )
resentations from M1 (l,
1
2
respectively, whose corresponding concepts are consistent
with any given training set:
Definition 20 (Visibility Algorithm) Assume we are given
¯ Γ, R1 , R2 ). Also let Vn dea scene representation M(l,

Definition 21 (Feature Binding Algorithm) Assume we
¯ Γ, R1 , R2 ). We say
are given a scene representation M(l,

¯
that Λfb (·, M2 (l, Γ, R2 , R2 )) is a feature binding algorithm for this scene representation, if for any m ∈ N, for
any f1 , . . . , fm ∈ Gn1 × Pn2 × Sn3 and any (μα , μ) ∈
¯ Γ, R2 , R ))
¯ Γ, R1 , R2 ), we have that Λfb (S, M2 (l,
M(l,
2

¯ Γ, R2 , R ) such that concept R (σ ) is
outputs a σ ∈ M2 (l,
2
2
consistent with S, where S = {f1 , μ(f1 ), . . . , fm , μ(fm )}
is a set of examples.
Definition 22 (Invertible Visibility Representation) Given
a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , f, S), a scene representa¯ Γ, R1 , R2 ), and a visibility algorithm
tion M(l,
¯ Γ, R1 , R )), we say that the representaΛvis (·, M1 (l,
1
tion strings σ ∈ {0, 1}l that the visibility algorithm outputs, are invertible, if there exists an algorithm Λ, such that
for any f  ∈ Gn1 × Pn2 × Sn3 , if Λ is provided with f 
and σ as input, Λ can determine efficiently a sensor state
v ∈ Vn = Gn1 × Pn2 × Sn3 × V n4 (if there exists one) for
which λ(v) = f  and the feature is visible according to representation σ (i.e., c(v) = 1 where R1 (σ ) = c).

Int J Comput Vis (2013) 101:95–142

As an example, if our representations for a visibility concept class consist of the sets of 3D polyhedra with at most
¯ edges, the literature on computational geometry proΘ(l)
vides a number of fast indexing mechanisms for determining the viewpoints (if any) from which the line of sight to
a given scene point is not occluded by a polyhedral surface
(de Berg et al. 2000). See Fig. 7 for an overview of how the
visibility and feature binding algorithms will be used later
in this paper.
Any distribution D(|T |) over the elements in the set
{0,1,α}
 {0, 1, α}|T | is called a target map distribution. We
X|T |
are now in a position to define a corrupt target map oracle:
Definition 23 (Corrupt Target Map Oracle) Assume
EX(D(|T |), c, η) denotes a corrupt target map oracle, where
0 ≤ η < 12 denotes a noise rate, c : {0, 1}|T | → {0, 1} is a
concept from concept class C|T | representing a |T | − CNF
formula with no contradictions, c(·) denotes the partial concept of c, and D(|T |) denotes a target map distribution. The
probability of sampling x, c(x) from EX(D(|T |), c, η) is
equal to the probability of sampling x from D(|T |) multiplied by 1 − η, and the probability of sampling x, ¬c(x)
from EX(D(|T |), c, η) is equal to the probability of sampling x from D(|T |) multiplied by η.
Thus, the probability that an incorrect label is assigned to
an example returned by a corrupt target map oracle is equal
to the oracle’s noise rate of η, which is typically unknown.
Definition 24 (Object Localization Under A Corrupt Target
Map Oracle: Preliminary Formulation 2) Let C|T | denote a
concept class of |T |-CNF formulae with no contradictions,
as per Definition 7. Assume c ∈ C|T | is the concept denoting
the target map cells containing the target objects’ centroids.
The task is to use examples from a corrupt target map oracle
EX(D(|T |), c, η) to find the c ∈ C|T | such that c = c.
The above definition of the object localization problem,
while helpful, is problematic as it is not rigorously defined.
We need to provide a definition of what it is we are searching
for—i.e., what an object is. It is not clear in practice that it
is possible to construct such an oracle EX(D(|T |), c, η), and
to estimate its unknown error rate η. Furthermore, the presence of noise in the oracle, which is inevitable in all systems
of nature, suggests that a probabilistic reformulation of Definition 24 might constitute a more realistic definition of the
problem. This would also release us from the constraint that
the discovered concept hypothesis must belong in C|T | , as
any sufficiently good approximation would suffice. Notice
that Definition 24 is in some respects a significantly more
difficult version of the problem described in Andreopoulos
and Tsotsos (2009) and Andreopoulos et al. (2011), since an
arbitrary and potentially unknown number of instances of
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the target objects we are searching for may be present in the
search space. Furthermore, since for a certain fraction of the
samples from D(|T |), we are not interested in whether certain target map cells contain the object (“α” labels) it is not
clear that EX(D(|T |), c, η) provides enough information to
find the c ∈ C|T | such that c = c. The problem is thus reformulated in Theorem 3.
Let D denote a distribution of the elements in some set
X. The error in using a concept h : X → {0, 1} to approximate a concept c : X → {0, 1} with respect to D, is given
by error(D, h, c)  Px∈D [h(x) = c(x)], denoting the probability of occurrence of event h(x) = c(x) with respect to an
x ∈ X sampled according to distribution D. Notice that we
use the notation x ∈ D to denote a random sample x from
distribution D.
For example, assume c ∈ C|T | is a CNF formula denoting
the cells where the target object(s) are centered, and h is the
output of our search algorithm, denoting the cells where the
algorithm has estimated that the target objects are located.
Furthermore, assume c and h denote the corresponding partial concepts. If D(|T |) is a target map distribution over
{0,1,α}
X|T | , denoting all possible viewpoints from which we
want to evaluate the accuracy of h, then error(D(|T |), h, c)
returns the probability that h is incorrect on a random sample from D(|T |). In other words each sample from D(|T |)
can denote a viewpoint and a weight with respect to which
we wish to evaluate the ability of h to correctly predict the
output of c on this input.
We need to provide a definition of an object, which will
help us define what it is that we are trying to localize. One
solution could involve defining an object in terms of a concept whose domain consists of a given feature set. At the
same time we do not wish to include in our definition of an
object ‘complex’ objects which are not learnable. For example the concept class of boolean circuits with a given
feature set as its domain is not efficiently learnable, as it
is well documented in the literature (Kearns and Vazirani
1994). Similarly many popular algorithms in cryptography
are not efficiently learnable, as one would have expected
out of a good cryptographic algorithm. This leads to the
definition of a single-template-object. We define a singletemplate-object as a set of features with a permissible error
in the features that are detected, simulating the robustness
of the visual system which can detect an object even if a
few of the features in an object are missing. We investigate
the conditions under which single-template-objects are detectable and can be efficiently localized, assuming we have
at our disposal a corrupt feature detection oracle, providing some lower bounds on the possibility and computational
requirements for localizing more complex objects. We first
need to state the definition of the Vapnik-Chervonenkis dimension (VC-dimension) of a concept class, a fundamental
tool from the literature for characterizing the complexity of
a concept class.

110

Definition 25 (VC-dimension) Consider a concept class C
consisting of concepts with domain X. The VC-dimension
of the concept class (denoted by VCD[C]) is the cardinality
of the largest set S = {x1 , . . . , x|S| } ⊆ X that is shattered by
C. We say that S is shattered by C, if for every one of the 2|S|
possible binary vectors b = (b1 , . . . , b|S| ) of length |S|, there
exists a concept c ∈ C such that b = (c(x1 ), . . . , c(x|S| )).
Notice in the above definition, that if X = {0, 1}n , the
VC-dimension of any concept class is at most 2n . On the
other hand, if there is no upper bound on the encoding length
of each element in X—as might be the case if X = R for
example—, the VC-dimension of the concept class could be
infinite. In both of the above two cases, efficient learning
cannot take place, and a concept is usually learnt by forming a lookup table of all the input-output pairs of the concept.
The lower the VC-dimension of a concept class is, the easier it is to learn an arbitrary concept from that concept class.
The VC-dimension of a concept class C is a factor in the
upper bound and lower bound of the minimum number of
examples that an oracle must provide, in order to PAC-learn
an arbitrary concept in C:
Theorem 1 (PAC-Learning of a Concept) Consider two
concept classes C, H such that C ⊆ H. Let 0 < , δ < 12 .
For any c ∈ C, assume noise-free oracle EX(D, c) returns
examples of the form x, c(x) where x ∈ D. Assume we are
also provided with an algorithm Λ such that for any set of
m examples provided as input to Λ by the oracle, Λ outputs
a concept h ∈ H that is consistent with the set of m examples. If the VC-dimension of concept class H is given by
d, then τ1 d ≤ m ≤ τ2 log( 1δ ) + τ2 d log( 1 ) must hold, where
τ1 , τ2 > 0 are constants, and where m corresponds to the
minimum number of examples that must be provided as input to algorithm Λ so that with confidence at least 1 − δ the
concept h will satisfy error(D, h, c) ≤ for any C ⊆ H and
any c ∈ C.
Proof This is a well known result from the literature on
computational learning theory (Kearns and Vazirani 1994),
according to which, if we have an algorithm Λ that can
output a concept that is consistent with any finite set of
examples provided by an oracle, then Λ is an algorithm
for PAC-learning C using hypothesis class H, where the
minimum necessary number of examples m, must satisfy
τ1 d
≤ m ≤ τ2 log( 1δ ) + τ2 d log( 1 ), where τ1 , τ2 > 0 are constants. Thus, we see that  τ2 log( 1δ ) + τ2 d log( 1 ) examples
suffice so that regardless of the distribution D, with confidence at least 1 − δ we have error(D, h, c) ≤ . Also, a
lower bound (but not necessarily a tight lower bound) on
the minimum necessary number of examples is  τ1 d . If Λ
also has a polynomial runtime complexity with respect to 1 ,
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δ,

the minimum representation length of c, and the encoding length of c’s inputs, we say that C is efficiently PAClearnable using H.

Definition 26 (Well-Defined Scene Representation) Given
1
a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,L , γ (|Pn2 | 3 L)), we
¯ Γ , R1 , R2 ) is well
say that a scene representation M(l,
defined if for all n1 , n2 , n3 , n4 ≥ 1, for all i ∈ {1, 2, 3, 4}
¯ Γ , R1 , R2 ) there exists an
and for all (μα , μ) ∈ M(l,


¯
(μα , μ ) ∈ M(l, Γi , R1 , R2 ) and a one-to-one function πi :
V → V(i) such that for all v ∈ V = Gn1 × Pn2 × Sn3 × V n4 ,
we have λ1 (v) = λ1 (πi (v)), λ3 (v) = λ3 (πi (v)), λ4 (v) =
λ4 (πi (v)), φn2 ,L (λ2 (v)) = fi (λ2 (πi (v))), and it is the case
that (μα (v), μ(λ(v))) = (μα (πi (v)), μ (λ(πi (v)))), where


1 
Γ1 = Gn1 +1 , Pn2 , Sn3 , V n4 , φn2 ,L , γ |Pn2 | 3 L ,


1 
Γ2 = Gn1 , Pn2 +1 , Sn3 , V n4 , φn2 +1,L , γ |Pn2 +1 | 3 L ,


1 
Γ3 = Gn1 , Pn2 , Sn3 +1 , V n4 , φn2 ,L , γ |Pn2 | 3 L ,


1 
Γ4 = Gn1 , Pn2 , Sn3 , V n4 +1 , φn2 ,L , γ |Pn2 | 3 L ,
V(1) = Gn1 +1 × Pn2 × Sn3 × V n4 ,
V(2) = Gn1 × Pn2 +1 × Sn3 × V n4 ,
V(3) = Gn1 × Pn2 × Sn3 +1 × V n4 ,
V(4) = Gn1 × Pn2 × Sn3 × V n4 +1 ,
f1 = f3 = f4 = φn2 ,L

and f2 = φn2 +1,L .

Intuitively, a well-defined scene representation guarantees feature continuity as n1 , n2 , n3 , n4 increase, in that the
sensor is capable of extracting more “complex” information
from the scene with increasing scene encoding lengths for
the sensor parameters, without losing any of the information
extractable for lower values of n1 , n2 , n3 , n4 . See Fig. 8
for a demonstration of some of the properties of a welldefined scene representation. For example, consider the case
of a powerful microscope: as we increase the range of resolutions and scales over which it is sensitive, we can observe more details in the scene, thus, also increasing the
VC-dimension of the concept class needed to encode this
information. Notice that an increasing l¯ trivially guarantees a more powerful scene representation, since for l¯ < l¯
we have M(l¯ , Γ , R1 , R2 ) ⊆ M(l¯ , Γ , R1 , R2 ). Since for
¯ Γ , R1 , R2 ), the pair of
any pair of concepts (μα , μ) ∈ M(l,
¯ Γi , R1 , R2 ) for all
concepts effectively also exists in M(l,
i ∈ {1, 2, 3, 4} (they are simply parameterized differently),
the corresponding visibility and feature binding representa¯ Γ , R1 , R )] and
tion classes’ VC-dimensions (VCD[M1 (l,
1

¯ Γ , R2 , R )] respectively) are non-decreasing
VCD[M2 (l,
2
¯ n1 , n2 , n3 , n4 . As we will see later in
with an increasing l,
¯ Γ , R1 , R )]
the paper, it is necessary that both VCD[M1 (l,
1

Int J Comput Vis (2013) 101:95–142

111

Fig. 8 Example of some of the properties of a well-defined scene rep¯ Γ , R1 , R2 ) as the values of l, n1 , n2 , n3 change (see
resentation M(l,
Definition 26). For ease of exposition, our discussion relies on the 2D
features of a 2D image, rather than on the features present in a 3D cellsearch-space. Each one of the above images corresponds to an element
extracted from a well-defined scene representation with different values for l, n1 , n2 , n3 . First row, right-to-left: In a well-defined scene
representation, as we increase the encoding length l, the feature-space
concepts (the image in this example) can be encoded/represented using
a larger number of bits, while the lower-bit-encoded feature spaces are
also contained in the higher bit-encoded scene representation (this inclusion property is denoted by the arrow directions in the diagram). Of
course the actual effect that a change in l has, depends on the representation schemes R1 , R2 we have chosen. Second row, left-image: A low
value for n1 constrains the number basis feature we use. In this case
we only have a number of oriented lines that can be used to encode
a line-based sketch. As n1 increases we can use more basis-features

such as hue. Second row, middle-image: As n2 increases in a welldefined representation, we increase the spatial extent over which we
can encode features. Notice that there is an easily discernible one-toone relationship since every pixel in the low-resolution image maps
to a unique pixel in the top-left image, as per the definition of a welldefined scene representation. Second row, right-image: Example of a
well-defined scene representation that is defined such that as the value
of n3 increases, a finer set of scales are available for encoding the basis
features. Natural scenes tend to have power spectral densities whose
magnitude decreases with an increasing frequency, implying that the
greater the number of high-frequency features present in an image
(compared to coarse-scale features), the more “unusual” and difficult
the scene is to interpret. If a smaller n3 did not correspond to a subset
of coarser scale features, the encoding would be extremely inefficient,
since most of the scene structure of natural scenes is described by the
lower-frequencies/coarse-scale features

¯ Γ , R2 , R )] are bounded by a polynomial
and VCD[M2 (l,
2
function of n1 , n2 , n3 , n4 and l¯ for the localization problem to be efficiently solvable. In practice, this means that
increasing the number of parameters in V n4 by which each
feature can be sensed (by increasing n4 ), increasing the
number of features (by increasing n1 , n2 , n3 ) and changing the compactness l¯ for the scene representation (by in¯ does not lead to wild fluctuations in the feacreasing l),
tures that are visible, nor does it increase very rapidly the
complexity or “density” of the features present in the scene
that we are trying to represent using our chosen representation schemes. We, henceforth, make the assumption that
these VC-dimensions are bounded by polynomial functions
¯ n1 , n2 , n3 , n4 . Notice that due to the finite number of
of l,
feature spaces that can correspond to any given sensor Γ ,

there exists an l¯c such that for l¯ ∈ [l¯c , ∞], it is the case that
¯ Γ , R1 , R )] and VCD[M2 (l,
¯ Γ , R2 , R )] no
VCD[M1 (l,
1
2
¯
longer increase as l increases. Furthermore, for any constant
l, there exist an upper limit on the values that n1 , n2 , n3 , n4
can assume, after which the respective VC-dimensions no
longer increase, since only a finite number of concepts can
be encoded with at most l bits.
3.4 Training an Object Detector Using Local Scene
Representations
We now provide our generalized definition of an object,
which is necessary for us to be able to define concretely what
it is we are searching for. We also discuss how the scene
representations discussed in previous subsections can train a
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cascade of object detectors that share certain independence
and reliability properties, which will in turn enable us to recognize the objects in a scene.
Definition 27 (Single-Template-Object) We define the
single-template-object t as an ordered octuple that is given
by O(t) = (F (t), D(t), (t), Go1 (t) , Po2 (t) , So3 (t) , Lt , θt ),
where F (t) ⊆ Go1 (t) × Po2 (t) × So3 (t) , where θt : F (t) →
{0, 1} assigns a truth value to each of the elements in F (t),
where o1 (t), o2 (t), o3 (t) ∈ N define the basis feature size,
resolution and scale range used by the encoding of object
t, where Lt > 0, 0 < (t) < 12 , where D(t) is a probability distribution for the elements in F (t) that assigns a
non-zero probability to all the elements in F (t) and where
|Po2 (t) | = (2k + 1)3 with k ∈ N assuming the maximum
value that satisfies (2k + 1)3 ≤ 2o2 (t) .
Notice that since |Po2 (t) | = (2k + 1)3 , where k ∈ N is
the maximum value satisfying (2k + 1)3 ≤ 2o2 (t) , we can
associate a unique compact feature localization function
1
φo2 (t),Lt : Po2 (t) → γ (|Po2 (t) | 3 Lt ) with each O(t). We assume t is a linguistic label uniquely identifying each distinct O(t), permitting us to use either t or O(t) to characterize each distinct single-template-object. The θt function
indicates that an object is identified both by the presence
and the absence of the features contained in F (t). A singletemplate-object is meant to model the features that identify
the presence of an object in the scene. This models the fact
that an object in the real world is typically identified by the
presence of any one of a prespecified set of views of the
object (i.e., objects in the real world are three-dimensional,
while in practice certain 2D projection of various views of
the object suffice to detect the presence of the object). For
example, in Andreopoulos et al. (2011) the recognition system used operates by detecting the presence of any one of a
preset set of views which define the object. As we will see
in this paper, this provides a sufficiently general mechanism
to model our definition of an object.
Definition 28 (The Bounding Cube of a Single-TemplateObject) Given an object t and its associated ordered set
O(t) = (F (t), D(t), (t), Go1 (t) , Po2 (t) , So3 (t) , Lt , θt )—as
per Definition 27—, the object’s bounding cube B(O(t)) =
γ (L) is determined by the minimum L > 0 that satisfies
L = (2k + 1)Lt for some k ∈ N, such that ∀f  ∈ F (t) we
have φo2 (t),Lt (λ2 (f  )) ∈ γ (L).
Let Γ = (Go1 (t) , Pn , So3 (t) , V n4 , ψ, Ψ ) denote the ex2

tended sensor of sensor Γ = (Go1 (t) , Pn2 , So3 (t) , V n4 , φn2 ,Lt ,
1
γ (|Pn2 | 3 Lt )) as per Definition 11, where n2 ≥ o2 (t). Given
B(O(t)) = γ (L) and any p  ∈ Pn2 , we use the notation
B(O(t), Γ, p  ) to denote the 3D region γ (L, ψ(p  )). Similarly, if Lc denotes the length of each side of a target

map cell, we use the notation B(O(t), Γ, Lc , j ) to denote

p B(O(t), Γ, p), where the union is taken over all p ∈ Pn2
that lie inside cell j . Notice that B(O(t), Γ, Lc , j ) defines
the search space of cell j (see Definition 2), corresponding
to object O(t).
Definition 29 (Centroid of a Single-Template-Object) The
centroid of a single-template-object O(t) = (F (t), D(t),
(t), Go1 (t) , Po2 (t) , So3 (t) , Lt , θt ) is given by the feature position in Po2 (t) that is coincident with the centroid of the
object’s bounding cube. Namely, the p ∈ Po2 (t) such that
φo2 (t),Lt (p) = (0, 0, 0) is the object’s centroid.
Definition 30 (Detection Concept of a Single-TemplateObject) Let Lc ∈ Q denote the length of each side of a target
map cell, where Lc ≥ Lt > 0. Assume an object t is defined
by O(t) = (F (t), D(t), (t), Go1 (t) , Po2 (t) , So3 (t) , Lt , θt ),
and we are given a sensor Γ = (Go1 (t) , Pn2 , So3 (t) , V n4 ,
+Lt
 + 1) and
φn2 ,Lt , γ (|Pn2 | 3 Lt )), where n2 = 3 lg(2 Lc2L
t
1

1

Lt = (|Po2 (t) | 3 − 1)Lt . Notice that n2 denotes the minimum
encoding length needed to maximize the number feature positions in the range of φn2 ,Lt that could possibly lie in the
search space of cell γ (Lc ) (see Definitions 2, 28 and 29). We
leave the proof as an exercise to the reader. Furthermore, as¯ Γ , R1 , R2 )
sume there exists a scene representation M(l,
and we have at our disposal an appropriate feature bind¯ Γ , R2 , R ) ⊆ {0, 1}l . We
ing representation class M2 (l,
2
say that ct : {0, 1}l → {0, 1} is a single-template object detection concept for object t, that is defined with respect
¯ Γ , R2 , R ), if for
to sensor Γ and representation M2 (l,
2
l
any σ ∈ {0, 1} representing a concept R2 (σ ) = h, we
have that ct (σ ) = 1 iff ∃p ∈ Pn2 such that φn2 ,Lt (p) ∈
γ (Lc ), and Pf ∈D(t) [θt (f ) = h(ξ(f ))] ≤ (t) where ξ(f ) =
(λ1 (f ), φn−1
(φo2 (t),Lt (λ2 (f )) + φn2 ,Lt (p)), λ3 (f )).
2 ,Lt
In other words, if any sufficiently accurate translated instance of the single-template object described by O(t) has its
centroid inside γ (Lc ), then ct (σ ) = 1, where σ is a repre1
sentation of the visible features in γ (|Pn2 | 3 Lt ). This is easiest to see for the case Lc = Lt where we are simply searching whether an appropriate subset of the features in F (t)
are present and absent (i.e., they satisfy Pf ∈D(t) [θt (f ) =
h(f )] ≤ (t)). See Fig. 9 for a related example.
Definition 31 (Object Detection Concept) Assume we are
given k single-template-objects {O(t1 ), . . . , O(tk )} satisfying n1  o1 (t1 ) = · · · = o1 (tk ), o2 (t1 ) = · · · = o2 (tk ),
n3  o3 (t1 ) = · · · = o3 (tk ) and Lt  Lt1 = · · · = Ltk .
Let Lc ∈ Q denote the length of each side of a target map cell, where Lc ≥ Lt > 0. Also, assume n2 =
1
+Lt
 + 1) where Lt = (|Po2 (t1 ) | 3 − 1)Lt as
3 lg(2 Lc2L
t
per Definition 30. Furthermore, assume we are given a
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Fig. 9 Consider a single-template-object O(t) = (F (t), D(t), (t),
Go1 (t) , Po2 (t) , So3 (t) , Lt , θt ) representing a single view of the vase
shown in the top-left image (see Definitions 27, 30). The rest of these
images show instances of this ideal vase, where various subsets of the
ideal vase’s features are missing. The representation of any one of these
instances could be accepted as a true instance of the object by the object
detection concept of O(t) (see Definition 30). For ease of exposition,
we present the case of a 2D image rather than a 3D volume. Without
loss of generality, this can be thought of as the 2D projection of a 3D
cell-search space. (the arguments trivially generalize to the case of 3D
cell search space). Assume F (t) only encodes features (such as edges,
lines and localized hue) whose positions lie inside the blue contour
region shown in the top-left image (“ideal” image/template). The absence from F (t) of any features lying in the grey coloured region of
the top-left image implies that we do not care about these features (i.e.,
whether any features are present or absent from that region should not
affect the corresponding detection concept). Notice that the function θt
is used to denote which of the features in F (t) are present or absent.
For example θt can be used to indicate that ideally no features must
be present in the two white regions lying between the two handles and

1

sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )) and
¯ Γ , R1 , R2 ). If ct1 , . . . , ctk
a scene representation M(l,
are single-template object detection concepts of singletemplate-objects O(t1 ), . . . , O(tk ) respectively, where the
concepts are defined with respect to sensor Γ and the corre¯ Γ , R2 , R )
sponding feature binding representation M2 (l,
2
(see Definition 30), we define the object detection concept
by cunion = ct1 ∨ · · · ∨ ctk . Furthermore, let F denote the
positions in R3 of all features in F (t1 ) ∪ · · · ∪ F (tk ). Also let
Fd denote the set of positions in F after being translated by
vector d = (xLt , yLt , zLt ), where x, y, z ∈ Z. We assume
that the set of positions F corresponding to any set of k
single-template-objects used to define an object detection
concept, satisfy maxx∈F {x2 } = mind maxx∈Fd {x2 }.
This provides a canonical (translation invariant) and com-

that certain features must be present on the surface of the vase. The use
of an error threshold (t) gives some leeway as to which of these features’ inferred labels (extracted from an input image) must agree with
their corresponding label in θt . This can provide a “looser” interpretation of what a vase object is and can compensate for artifacts caused
by occlusions or shadows for example. The images above show structures which are perceived as instances of single-template-object O(t).
For each of the above images, the regions lying inside the blue curves
correspond to regions containing features that also lie in F (t), where
these regions could be interpreted as having a reconstruction error not
greater than (t) if the labels of these features agree with the labels
of the corresponding features according to θt . For example, in the first
row, middle image, we did not detect labels for the features corresponding to the left handle of the vase (due to occlusion perhaps). However,
since the resulting error in the detected feature labels still lies below
(t), it is still recognized as an instance of single-template-object O(t).
As demonstrated in the bottom-right image, the image features whose
labels match those of θt do not necessarily have to form a single connected component in order for them to induce a reconstruction error
that is not greater than (t) (Color figure online)

pact representation of the features’ positions, by minimizing their maximum distance from their bounding cubes’
centroids, and thus minimizing the encoding length that is
needed for the corresponding feature positions.
Thus, an object is defined as a collection of k singletemplates. Notice that by definition, the centroids of all the k
single-template-objects are coincident. Without any loss of
generality, we assume that the resolutions o2 (t1 ), . . . , o2 (tk )
used for the single-template objects, are the smallest needed
to encode the positions of all the k single-template objects’ features contained in F (t1 ), . . . , F (tk ), under the constraint o2 (t1 ) = · · · = o2 (tk ). Notice that this assumption is
needed because otherwise o2 (t1 ), . . . , o2 (tk ) could be arbitrarily large.
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Definition 32 (Object Detection Concept Class) Assume
we are given a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt ,
1
¯ Γ , R1 , R2 ).
γ (|Pn2 | 3 Lt )) and a scene representation M(l,
¯ Γ , R1 , R2 ))
An object detection concept class C(Γ , M(l,
over {0, 1}l , is a set of object detection concepts defined with
¯ Γ , R1 , R2 ), as per Definition 31,
respect to Γ and M(l,
whose domain is {0, 1}l . As previously discussed, the feature binding representations are binary strings of length
¯ ∈ Θ(l).
¯
l = l¯ + lg(l)
Notice that the VC-dimension of a concept class of object detection concepts can potentially vary drastically as
we change the error threshold (ti ) defining each singletemplate-object ti , since we weigh the features in F (ti ) with
respect to D(ti ), and thus any subset of F (ti ) that includes
at least 1 − (ti ) of the total feature weights, is necessary to
define the presence of the object. A recognition algorithm
that does not explicitly take into account the possibility that
an arbitrary subset of the features might be missing (or are
not visible from any of the sensor states), would most likely
demonstrate extreme fragility under slightly different scene
conditions (e.g., illumination changes), since a certain number of low-level features could disappear.
Definition 33 (Object Detection Learning Algorithm) Con¯ Γ , R1 ,
sider an object detection concept class C(Γ , M(l,
R2 )) that is defined with respect to a sensor Γ = (Gn1 , Pn2 ,
1
Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )) and a scene representation
¯ Γ , R1 , R2 ). Let Rclassifier denote a representaM(l,
tion scheme for some concept class Cclassifier ⊇ C(Γ ,
¯ Γ , R1 , R2 )) that is defined over {0, 1}l , where l =
M(l,
¯ ∈ Θ(l).
¯ Let Hg(l;p) ⊆ {0, 1}∗ denote a represental¯ + lg(l)
tion class over {0, 1}l defined with respect to Rclassifier ,
such that for all σ ∈ Hg(l;p) , we have |σ | ≤ g(l; p) (as per
Definition 6), where p denotes a set of representation class
parameters, and g(l; p) specifies how the input size l affects
the maximum encoding length. We assume Hg(l;p) is large
¯ Γ , R1 , R2 )) there exenough so that for all c ∈ C(Γ , M(l,
ists a σ ∈ Hg(l;p) such that Rclassifier (σ ) = c, where
Rclassifier (σ ) is a concept with domain {0, 1}l . For any
¯ Γ , R1 , R2 )),
object detection concept cunion ∈ C(Γ , M(l,
an object detection learning algorithm Λlearn (S, Hg(l;p) )
takes as its input a set of examples S = {s1 , a1 , . . . ,
sm , am },—where for 1 ≤ i ≤ m we have si ∈ {0, 1}l ,
ai = cunion (si )—and outputs a binary string σ ∈ Hg(l;p) ,
such that Rclassifier (σ ) is a concept with domain {0, 1}l
that is consistent with S.
The algorithm Λlearn , which effectively learns disjunctions of single-template-object detection concepts using representation class Hg(l;p) , models the union of singletemplate-objects, which is a learning-wise convenient
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methodology of representing the multiple viewpoints or orientations one or more objects can assume in a given scene,
and, thus, make our following detection algorithm (Theorem 2) invariant to such transformations. We now present a
well known result from the probability literature, on the independence of functions of independent random variables.
This result is subsequently used to prove a number of results
related to the recognition problem.
Lemma 1 Let f (x1 , . . . , xm ), g(y1 , . . . , ym ) be arbitrary
functions. Assume we have two sets of random variables
S1 = {X1 , . . . , Xm } and S2 = {Y1 , . . . , Ym } such that for
any two sets of values {x1 , . . . , xm }, {y1 , . . . , ym }, we
m
 m
 
have P [ m
i=1 {Xi ≤ xi }, j =1 {Yj ≤ yj }] = P [ i=1 {Xi ≤
 
xi }]P [ m
j =1 {Yj ≤ yj }]. Then X = f (X1 , . . . , Xm ) and
Y = g(Y1 , . . . , Ym ) are independent random variables.
Proof Define Ax  {(x1 , . . . , xm ) : f (x1 , . . . , xm ) ≤ x}
and By  {(y1 , . . . , ym ) : g(y1 , . . . , ym ) ≤ y}. Then we
have that P [X ≤ x, Y ≤ y] = P [f (X1 , . . . , Xm ) ≤ x, g(Y1 ,
. . . , Ym ) ≤ y] = P [(X1 , . . . , Xm ) ∈ Ax , (Y1 , . . . , Ym ) ∈
By ] = P [(X1 , . . . , Xm ) ∈ Ax ]P [(Y1 , . . . , Ym ) ∈ By ] =
P [f (X1 , . . . , Xm ) ≤ x]P [g(Y1 , . . . , Ym ) ≤ y] = P [X ≤
x]P [Y ≤ y].

Theorem 2 (Object Detection Learning Algorithm with Independent Errors) Consider a representation class Hg(l;p)
over {0, 1}l that is defined with respect to Rclassifier , as
per Definition 33. Consider an object detection learning algorithm Λlearn (·, Hg(l;p) ) that is defined with respect to a
1

sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )), and
¯ Γ , R1 , R2 ) as per Defisome scene representation M(l,
nition 33. Consider m sets of independent and identically
distributed random variables 1 = {s11 , . . . , s1ω1 }, . . . , m =
m


{sm
1 , . . . , sωm } where for any 1 ≤ i ≤ m, 1 ≤ j ≤ ωi 

we have sij  ∈ {0, 1}l . Thus, for all 1 ≤ i < j ≤ m we
⊥ j (i.e., the two sets of random variables
have i ⊥
are statistically independent). Finally, let us assume S1 =
{s11 , cunion (s11 ), . . . , s1ω1 , cunion (s1ω1 )}, . . . , Sm = {sm
1,
m
m
m
cunion (s1 ), . . . , sωm , cunion (sωm )} for some cunion ∈
¯ Γ , R1 , R2 )). Then if σ1 = Λlearn (S1 , Hg(l;p) ),
C(Γ , M(l,
. . . , σm = Λlearn (Sm , Hg(l;p) ) and we have that c1 =
Rclassifier (σ1 ), . . . , cm = Rclassifier (σm ), it must be
the case that for any 1 ≤ i < j ≤ m, and any σ  , σ  ∈ {0, 1}l
(including the case σ  = σ  ) we have ci (σ  ) ⊥
⊥ cj (σ  ).
Equivalently, for any 1 ≤ i < j ≤ m, and any σ  , σ  ∈
{0, 1}l , the two events {ci (σ  ) = cunion (σ  )} and {cj (σ  ) =
cunion (σ  )} are independent.
Proof By Lemma 1, and since we have assumed that for all
⊥ j , we see that for any 1 ≤
1 ≤ i < j ≤ m we have i ⊥
i  ≤ ωi and any 1 ≤ j  ≤ ωj it is the case that cunion (sii  ) ⊥
⊥
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j

cunion (sj  ). Thus, it must be the case that Si ⊥
⊥ Sj as well
(i.e., any two input-strings or input-labels from Si and Sj ,
are independent). Again, by Lemma 1 and since for all 1 ≤
i < j ≤ m, Si ⊥
⊥ Sj , we can view σi = Λlearn (Si , Hg(l;p) )
and σj = Λlearn (Sj , Hg(l;p) ) as random variables over
the set Hg(l;p) , that are also independent (i.e., σi ⊥
⊥ σj ).
But then, for any given σ  , σ  ∈ {0, 1}l the outputs ci (σ  )
and cj (σ  ) can also be expressed as fσ  (σi ) = ci (σ  ) and
fσ  (σj ) = cj (σ  ) respectively. In other words, there exist
functions fσ  and fσ  that take as input the representation
strings of ci and cj respectively and output the values of
these concepts on inputs σ  and σ  respectively. Thus, by
Lemma 1, we have that fσ  (σi ) ⊥
⊥ fσ  (σj ) (since for i = j ,
σi and σj , are effectively independent random variables) and
thus ci (σ  ) ⊥
⊥ cj (σ  ) as wanted.

3.5 The Object Localization Problem
We proceed by defining purposive and passive sampling
strategies which progressively offer the sensor state selection algorithm a smaller degree of intelligent control with
regards to the states that the sensor can assume. We refer
to the sampling strategy which provides the sensor state selection algorithm with the greatest control and least degree
of randomness over the feature being sampled, a purposive
sampling strategy. This in turn will enable us to define the
object localization problem (Theorem 3), as well as the object recognition problem (Theorem 6) further along in the
text.
Definition 34 (Purposive Sampling Strategy) Let Γ =
(Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) denote the extended sensor of
1

sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )) as per
Definition 11. Also let Vn = Gn1 × Pn2 × Sn3 × V n4 . In a
purposive sampling strategy we have access to active sensors (Definition 12) of the form Γ  (Γ, Γ , D(Vn ), i) for all
i ∈ {1, . . . , |T |} (all target map cells) and all sensor state
distributions D(Vn ).
In other words, in a purposive sampling strategy we can
sample with any distribution D(Vn ) we wish and for any
1
target map cell i, the sub-volume γ (|Pn2 | 3 Lt , tm(i)) using active sensor Γ  (Γ, Γ , D(Vn ), i). In Andreopoulos et al.
(2011) and Andreopoulos and Tsotsos (2008) for example,
we define next-view-planners for choosing the next viewpoints from which to sense the scene using the stereo camera. Within this context, these next-view-planners can be
thought to specify how to choose the next cell i to view under a purposive sampling strategy.
Definition 35 (Passive Sampling Strategy) Let Γ = (Gn1 ,
Pn2 , Sn3 , V n4 , ψ, Ψ ) denote the extended sensor of some

1

sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )) as per
Definition 11. In a passive sampling strategy we only have
access to a single active sensor Γ  (Γ, Γ , D(Vn ), P  ), where
P  is a random variable with a uniform probability distribution over {1, . . . , |T |} (the |T | target map cells) and D(Vn )
assigns a uniform probability distribution to all the sensor
states in Vn = Gn1 × Pn2 × Sn3 × V n4 .
Notice that the last sampling strategy described above is
referred to as a passive strategy due to the limited purposive control that the algorithm exerts over the sensor states,
as compared to the purposive strategy, which permits the algorithm to select the target map cells that will be sampled
and the distribution with which to sample those scene regions. It is worth keeping in mind that a passive sampling
strategy does not necessarily only refer to the existence of
limited control over the viewpoint with respect to which the
features are sensed. It might also refer to poor control over
intrinsic algorithm parameters which affect how the scene
is sensed (e.g., the values for various thresholds) as well as
other sensor parameters, such as the zoom settings, the sensor gain and the shutter speed for example (Andreopoulos
and Tsotsos 2012).
Given a sensor Γ , a target scene (μα , μ) is any feature
space of this sensor. This in turn leads us to the definition of
a target scene generator:
Definition 36 (Target Scene Generator) Let Γ = (Gn1 , Pn ,
2

Sn3 , V n4 , ψ, Ψ ) denote the extended sensor of sensor Γ =
1
(Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )) as per Definition 11. Also, assume Vn = Gn1 × Pn2 × Sn3 × V n4 denotes the sensor states of Γ . Also, assume pi ∈ Pn2 , where
i ∈ {1, . . . , |T |}, denotes the centroid of target map cell i.
Finally, assume (μα , μ ) denotes a target scene of sensor Γ .
¯ Γ , R1 , R2 ) generWe say that a scene representation M(l,


ates target scene (μα , μ ), if ∀i ∈ {1, . . . , |T |}, ∃(μα , μ) ∈
¯ Γ , R1 , R2 ) such that ∀v ∈ Vn we have μα (λ1 (v), p,
M(l,
λ3 (v), λ4 (v)) = μα (v) and μ (λ1 (v), p, λ3 (v)) = μ(λ(v)),
where we assume p = ψ −1 (φn2 ,Lt (λ2 (v)) + ψ(pi )).
Definition 37 (Camouflaged Objects) Assume we are given
k single-template-objects {O(t1 ), . . . , O(tk )}, and a scene
¯ Γ , R1 , R2 ), as specified in Definirepresentation M(l,
tion 31. Also assume Lc denotes the length of each side
of a target map cell, as per Definition 31. The k singletemplate objects are ccam -camouflaged (where 0 < ccam <
1
¯
2 ), if ∀(μα , μ) ∈ M(l, Γ , R1 , R2 ), the presence of one
of these objects in (μα , μ) according to the corresponding object detection concept (see Definition 31), implies
that ∃i ∈ {1, . . . , k} and ∃p ∈ Pn2 such that φn2 ,Lti (p) ∈
γ (Lc ), and Pf ∈D(ti ) [θti (f ) = μ(ξ(f ))] ≤ (1 − ccam ) (ti ),
(φn2 ,Lti (λ2 (f )) + φn2 ,Lti (p)),
where ξ(f ) = (λ1 (f ), φn−1
2 ,Lti
λ3 (f )).
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Fig. 10 Examples of random
3D target scenes that could be
generated by D(F, r), as per
Definition 39. The present
features and visibility
characteristics of each of these
target scenes are defined by
some feature space (μα , μ )
(see Definition 13)

Definition 37 assigns a level of difficulty for detecting
the visible features that define an object, where as ccam decreases, the level of difficulty increases. In other words, the
above definition places some limits on how “corrupted” the
features of the target object might be, if the object is present
anywhere in the scene. By Definitions 30, 37, we see that in
order to detect a single-template-object ti , we need to determine the feature binding representation of the scene’s features, with an error of at most ccam (ti ).
Definition 38 (Distribution of a Scene Representation) As¯ Γ , R1 , R2 ).
sume we are given a scene representation M(l,
¯
We use the notation D(M(l, Γ , R1 , R2 )) to denote a
distribution over the concept pairs that are contained in
¯ Γ , R1 , R2 ).
M(l,
As we will see next, in practice we use such distributions to define how random scenes are generated (also see
Fig. 10).
Definition 39 (Polynomially Related Scene Distributions)
Let Γ = (Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) denote the extended

sensor of sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt ,
1
γ (|Pn2 | 3 Lt )) as per Definition 11. For any 0 < , δ < 12 ,
let r( , δ, |T |, n1 , n2 , n3 , n4 ) denote a polynomial function
of 1 , 1δ , |T |, n1 , n2 , n3 , n4 , where as usual |T | denotes the
number of cells in the target map. Let F denote the set
of all target scenes of sensor Γ that are generated by a
¯ Γ , R1 , R2 ) (Definition 36). Let
scene representation M(l,
¯ Γ , R1 , R2 )) and D(F, r) denote distributions for
D(M(l,
¯ Γ , R1 , R2 ) and F respecthe scene representations M(l,
tively. Also, for all i ∈ {1, . . . , |T |}, assume pi ∈ Pn2 , denotes the centroid of target map cell i. We say that D(F, r)
¯ Γ , R1 , R2 )) if for all
is polynomially related to D(M(l,
¯ Γ , R1 , R2 ) and for all i ∈ T , the proba(μα , μ) ∈ M(l,
bility of sampling some scene (μα , μ ) ∈ D(F, r) such that
for all (g, p, s) ∈ Gn1 × Pn2 × Sn3 we have μ(g, p, s) =

μ (g, p  , s) (where p  = ψ −1 (φn2 ,Lt (p) + ψ(pi ))), is not
greater than r( , δ, |T |, n1 , n2 , n3 , n4 ) times the probabil¯ Γ , R1 , R2 )) some scene
ity of sampling from D(M(l,



(μα , μ ) for which μ = μ.
As we will see, polynomially related distributions allow
us to reliably search target scenes that are different than
the scene representations on which the object detector was
trained, thus making our algorithm generalizable to a large
variety of scenes. In Andreopoulos and Tsotsos (2012) for
example, we discuss the significant effects that different sensor parameters have on the distribution of the features detected in the scene. This fact, and the need for our system to
generalize under distributions different from the ones with
which we trained our object detector, precipitates the need
to define polynomially related scene distributions in order
to model such effects. Figure 10 presents examples of random target scenes that could in theory be generated by some
distribution D(F, r). We are now in a position to define the
object localization problem. We first state certain assumptions upon which our theorem relies, and then we will use
these assumptions to state the object localization problem in
Theorem 3 (see Fig. 11 for an overview).
Assumption 1 (Target Map Assumption) The Target Map
Assumption defines the target map used. In other words it
states that we are provided with a target map (Lc , tm(·))
consisting of |T | cells, where the length of each side of a
target map cell satisfies Lc ≥ Lt > 0 for some Lt . It also
defines a target map distribution D(|T |).
Assumption 2 (Sensor Assumption) If Assumption 1 holds,
the Sensor Assumption defines the sensors used. In other
words it states that we have at our disposal a sensor
1
Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt , γ (|Pn2 | 3 Lt )). It also states
that we have at our disposal an extended sensor Γ =
(Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) of sensor Γ as per Definition 11,
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Fig. 11 The assumptions under
which the object localization
problem (as formalized in
Theorem 3) and the object
recognition problem (as
formalized in Theorem 6,
Sect. A.3) are well-behaved
problems that are efficiently
solvable. Arrows in the above
graph denote dependencies
between the different modules
upon which the presented
problem solutions rely

where n2 = O(n2 + lg(|T |)). As we will see in Theorem 3,
n2 denotes the encoding length necessary to encode the feature positions of any translated instance of the object that we
will be searching for. Finally, the Sensor Assumption states
that we have at our disposal a purposive sampling strategy
(Definition 34) defined by a sequence of active sensors, with
each active sensor being of the form Γ  (Γ, Γ , D(Vn ), j ),
with j ∈ {1, . . . , |T |} and the distribution D(Vn ) being a
variable/controllable parameter whose exact distribution we
will define in Appendix A.
Assumption 3 (Scene Representation Assumption) If Assumptions 1, 2 hold, the Scene Representation assumption
defines the scene representation that generates our scene.
¯ Γ , R1 , R2 ) is an 0 In other words it states that M(l,
occluded well-defined scene representation, where 0 < 0 <
1
2 . It also defines the corresponding visibility representa¯ Γ , R1 , R ) and the corresponding feature
tion class M1 (l,
1
¯ Γ , R2 , R ).
binding representation class M2 (l,
2
Assumption 4 (Object Class Assumption) If Assumptions 1,
2, 3 hold, the Object Class Assumption defines the class
of objects that might be present somewhere in the scene.
¯ Γ , R1 , R2 )) is an
In other words, it states that C(Γ , M(l,
object detection concept class. It also states that cunion ∈
¯ Γ , R1 , R2 )) denotes the target object whose inC(Γ , M(l,
stances we wish to localize, where cunion = ct1 ∨ · · · ∨ ctk ,
with cti (i ∈ {1, . . . , k}) denoting the single-template-object
detection concept of some O(ti ) = (F (ti ), D(ti ), (ti ),
¯ Γ,
Go1 (ti ) , Po2 (ti ) , So3 (ti ) , Lti , θti ). It also states that M(l,
R1 , R2 ) only contains ccam camouflaged instances of these
objects (see Definition 37). As always we are assuming
that the single-template-objects we wish to localize are
defined so that for all i ∈ {1, . . . , k}, n1 = o1 (ti ), n2 =

+Lt
 + 1) (where Lt = (|Po2 (ti ) | 3 − 1)Lt ), n3 =
3 lg(2 Lc2L
t
o3 (ti ) and Lt = Lti . The Object Class Assumption also
states that c ∈ C|T | (Definition 3) is a |T | − CNF formula
denoting the target map cells containing the centroids of
any instances of the k single-template-objects that exist in
the target scene.
1

Assumption 5 (Basic Algorithms Assumption) The Basic Algorithms Assumption defines the algorithms we have
at our disposal for efficiently learning from examples the
visibility and feature binding representations. In other
words, if Assumptions 1–4 hold, then under the Basic Algorithms Assumption we have access to an efficient visi¯ Γ , R1 , R )) which outputs
bility algorithm Λvis (·, M1 (l,
1
invertible and polynomially evaluable representations, and
we have access to an efficient feature binding algorithm
¯ Γ , R2 , R )) which also outputs polynomially
Λfb (·, M2 (l,
2
evaluable representations.
Assumption 6 (Feature Detection Oracle Assumption) Let
Assumptions 1–5 hold. Then under the Feature Detection
Oracle Assumption, for any feature space (μα , μ ) of extended sensor Γ , and for the corresponding active sensor Γ 
from Assumption 2, we have at our disposal the correspond
ing corrupt feature detection oracle EX(Γ  , μα , μ , ηs ),


where 0 ≤ ηs < 12 denotes the oracle’s unknown noise-rate,
s ≥ 1 and 0 ≤ η < 12 .
Assumption 7 (Object Detection Algorithms Assumption)
The Object Detection Algorithms Assumption, defines a sequence of object detection algorithms, as well as the algorithm used to learn these detectors. It also defines the distributions that generated the corresponding training examples, and it also defines the scene representation’s distribu-
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tion (Definition 38). In Theorem 3 we will use these algorithms to detect objects from the scene. In other words, let
Assumptions 1–6 hold. Then under the Object Detection Algorithms Assumption, we are given a cascade of m independent and polynomially evaluable object detection algorithms with independent errors (Definition 33, Theorem 2),
that are the result of learning cunion from examples as
per Definition 33, Theorem 2, and are represented by the
strings σ1 , . . . , σm . Each of the detectors σ1 , . . . , σm was
trained using the representations of the feature binding concepts contained in independent samples acquired from some
¯ Γ , R1 , R2 )) as per Definition 38 (we
distribution D(M(l,
will describe their training in more detail in the next section, so for now let us assume without any loss of generality that each detector was trained to have an error of at
most 0 < η2 < 12 on any target scene). Under this assumption, the object detection algorithms were learned using an
object detection learning algorithm Λlearn (·, Hg(l;p) ) and
thus σ1 , . . . , σm ∈ Hg(l;p) , where Hg(l;p) is capable of repre¯ Γ , R1 , R2 )). Finally unsenting all concepts in C(Γ , M(l,
der this assumption, distribution D(F, r) is polynomially re¯ Γ , R1 , R2 )), where F denotes all the target
lated to D(M(l,
¯ Γ , R1 , R2 ),
scenes of sensor Γ that are generated by M(l,
as per Definition 39.
We are now in a position to present our formalization of
the object localization problem in Theorem 3 below. This
constitutes one of the main results of the paper, since it
presents a sufficient set of conditions under which the problem is efficiently solvable. The theorem relies heavily on the
above described assumptions. After stating Theorem 3, we
discuss the role of these assumptions within the overall context of the problem.
Theorem 3 (The Object Localization Problem is Efficiently
Learnable) Let Assumptions 1–7 hold. Then, there exists an
algorithm Λol that depends on the target map, 0 < , δ <
1
1
2 , 0 < η0 < 2 , D(|T |), D(t1 ), . . . , D(tk ), (t1 ), . . . , (tk ),
¯ Γ , R1 , R ), M2 (l,
¯ Γ , R2 , R ), σ  , . . . , σ  ,
Γ , Γ , M1 (l,
1
2
1
m
Hg(l;p) , learning algorithms Λvis , Λfb , and the corrupt
feature detection oracles described in Assumption 6, and
has the following properties: For any 0 < , δ < 12 , there exists an s ≥ 1, such that if 0 < η1 < 12 is an upper bound


on η (recall that ηs is the noise-rate of the oracles and
η2 is the detectors’ error), and 0 < η0 < 12 is an upper
bound on |T |(η1 + η2 ), then, for a random target scene
{0,1}
(μα , μ ) ∈ D(F, r), Λol can output a concept h : X|T | →
|T |
{0, 1} (where h ∈ i=0 C i as per Definition 3) that with confidence at least 1 − δ satisfies error(D(|T |), h, c) ≤ , where
h and c are the partial concepts of h and c respectively
1
. Furand m is a polynomial function of |T |, 1 , 1δ , 1−2η
0
thermore, if we have that

1

0

,

1
1−2η0 ,

k,

1
ccam ,

|Gn1 |, |Pn2 |,

|Sn3 |,

1
1
(t1 ) , . . . , (tk ) ,

and l, are upper bounded by poly-

nomial functions of |T |, 1 , 1δ and n4 , then, there exists
a function s( , δ, |T |, n4 ) that is also polynomial with respect to 1 , 1δ , |T |, n4 such that for a random target scene
(μα , μ ) ∈ D(F, r), and any s ≥ s( , δ, |T |, n4 ), we have
that h can be calculated efficiently, so that with a confidence
of at least 1 − δ it satisfies error(D(|T |), h, c) ≤ .
Proof See Appendix A for a description and proof of correctness of such an algorithm Λol . In accordance with the
nomenclature in computational learning theory, we say that
the algorithm Λol is efficient if it can find such a concept h
within time polynomial in terms of |T |, 1 , 1δ , the representation length of concept c (which is bounded by Θ(|T |)), and
the length of each one of the examples returned by the corrupt feature detection oracles—the encoding length of each
example is Θ(lg(|T |) + n1 + n2 + n3 + n4 ). Otherwise, it
is called inefficient. Notice that the polynomial upper bound
on l underscores the need for compact representations for
describing a scene, using representations of length l = Θ(l)
(e.g., geons and superquadrics, amongst others, are examples of compact parts-based representations that have been
proposed over the years). In Sect. 4 we present further arguments in support of compact representations in vision. We
demonstrate in Appendix A, the existence of an algorithm
Λol satisfying Theorem 3, where h belongs to the concept
|T |
class i=0 C i , a slight generalization of concept class C|T |
(see Definition 3). As we will see later, if all features are always visible (i.e., the feature detection oracle never returns
a label of α) then h can be calculated efficiently without the
constraint that |Gn1 |, |Pn2 | and |Sn3 | are upper bounded by

a polynomial function of |T |, 1 , 1δ , n4 .
Notice that the above theorem relies on Assumptions 1–7.
It is worth pointing out that if many of these assumptions do
not hold, the model of the vision problem as presented in
this paper, is not as well behaved, and the error/confidence
bounds described in the above theorem are not necessarily
achievable anymore. This will become evident in subsequent
sections, after presenting the theorem’s proof, and as the respective assumptions are invoked in our proofs. It is worth
pointing out however a number of scenarios under which
the theorem breaks down. For instance, in Assumption 7 we
made an assumption that D(F, r) is polynomially related to
¯ Γ , R1 , R2 )). As we will see, if this polynomial reD(M(l,
lation does not hold, it is not possible to efficiently train the
learning algorithms in order to obtain good enough generalization ability in a randomly generated scene. Similarly, in
Assumption 7 we discuss the need for independently generated object detectors. As we will see this is necessary in
order to obtain error bounds that are independent of the error bound η0 .
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Similarly, in Assumption 6 we placed some bounds on
the corrupt feature detection oracle’s noise rate. As expected, this bound is necessary to obtain error bounds that
are independent of η0 . Another interesting point which will
become evident later in the proof is that in Assumption 6
it suffices for s to be a polynomial function of the problem
parameters. This is important to point out since if s had to
be at least an exponential function it would become a much
less realistic assumption that we could obtain such a feature

detection oracle, since the noise rate ηs would become extremely small (the lower the noise rate the more difficult it
becomes to simulate such an oracle).
The need for Assumption 5 is rather self evident as it provides the much needed ability to build representations of the
scene features that are evaluable efficiently. Of course it is
trivial to come up with representations which have poor running times, and the difficulty lies in building powerful and
efficient object representations. Similarly, the Object Class
Assumption (Assumption 4) provides the necessary formulation of what constitutes the object we are searching for. As
it will become evident, without a definition of what an object is, it would have been impossible to model the problem.
The Scene Representation Assumption (Assumption 3) provides us with a parameter 0 for the degree of occlusion in
the scene. Similarly the visibility and feature binding representation classes implicitly define the level of complexity of
the learnt scenes. Without such an assumption on the degree
of occlusion and overall difficulty in learning the scene, it
would have been possible, in theory, to have intractably difficult scenes. This will point to the necessity of having a certain degree of “well-structuredness” in the scene features, if
we wish the vision problem to be solvable.
As we will prove in the following sections, the degree
of purposiveness in the sampling strategy can have a significant effect on the efficiency of the localization problem,
which motivates the use of Assumption 2, where we specify how the scene’s features are sampled. Finally, Assumption 1 provides a measure on the number of cells |T | in the
scene, which makes it possible to parameterize the size of
the search space. As we will see in the subsequent section,
as the number of cells in the scene increases, so does the
complexity/VC-dimension of the scene and the necessary
bounds on the error rates become more stringent. Thus the
use of a target map is fundamental in our analysis on the efficiency of the localization problem. Without a measure of
the search space size, it would be meaningless to attempt to
model the recognition problem.
Theorem 4 (Inefficiency of a Passive Sampling Strategy)
Assume the object localization problem is defined as per
Theorem 3 except that we use a passive sampling strategy
(Definition 35) rather than an purposive sampling strategy.
In other words, if Γ = (Gn1 , Pn2 , Sn3 , V n4 , ψ, Ψ ) denotes
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the extended sensor of sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 ,
1
φn2 ,Lt , γ (|Pn2 | 3 Lt )) as per Definition 11, then we have access to a single active sensor Γ  (Γ, Γ , D(Vn ), P  ), where
P  is a uniformly distributed random variable over
{1, . . . , |T |}, and D(Vn ) assigns a uniform distribution to
the sensor states in Vn = Gn1 × Pn2 × Sn3 × V n4 . Then,
the object localization problem is not necessarily efficiently
learnable.
Proof See Appendix B.



Notice that the effects of a random next-view-planner
(which is very similar to what is referred to as a passive sampling strategy in this paper) are investigated in Andreopoulos et al. (2011), where we quantitatively test a search algorithm when the next viewpoint from which the humanoid
robot should search the scene is randomly chosen. The results in Andreopoulos et al. (2011) support the results of this
paper on the significant decrease in the speed with which an
object is localized, if we use a passive sampling strategy. The
results in Andreopoulos et al. (2011) also support the results
of this paper on the significantly decreased system reliability
in terms of correctly localizing the object, demonstrating the
usefulness of task-directed knowledge in the search problem. In Andreopoulos and Tsotsos (2012) it is demonstrated
how various sensor parameters, such as the auto-gain and
auto-exposure mechanisms typically present in CCD/CMOS
cameras, can often behave as latent confounding variables
hindering the performance of vision systems, thus further
strengthening the arguments in this paper on the benefits of
a purposive approach to vision. In Sect. 4 we will further extend the results of Theorems 3 and 4, by discussing how the
length l of a representation string that is output by a feature
binding algorithm, in conjunction with the system’s noiserate, affects the complexity of the objects and scenes that
can be reliably and efficiently detected and analyzed.
For example, let us consider the problem of object search
using a humanoid robot, such as the ASIMO robot used
in Andreopoulos et al. (2011). Assume that the robot is
equipped with a camera/sensor such as the one described in
this paper, which makes it possible for the robot to sense any
feature in Gn1 × Pn2 × Sn3 , and under a set of pre-specified
“viewpoints” V n4 permitted by the sensor for each such feature. The set V n4 might define a set of coordinate frames
from which the feature can be sensed (i.e., the robot’s position and viewpoint with respect to the feature), but it can
also include a set of internal algorithm parameters which affect how the feature is sensed (e.g., V n4 might also specify
some threshold used to determine if the particular feature is
present or absent). Notice that for many of the “viewpoints”
from which a particular feature can be sensed, it might be
impossible to make a decision as to the presence or absence
of a particular feature (this is modelled in our analysis by a
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label of ‘α’ being returned by the feature detection oracle).
We might wish to make the robot capable of localizing the
positions in the target map, of a certain set of pre-specified
objects. Assume that for any 0 < δ, < 12 , we wish to efficiently find with a confidence of at least 1 − δ the locations of all the target objects, so that the object localization
error metric described in this section is not greater than .
What the results in this section show, is that under a set of
pre-specified conditions (see Fig. 11) the problem is efficiently solvable under a purposive search strategy. As it is
experimentally demonstrated in Andreopoulos et al. (2011),
and Andreopoulos and Tsotsos (2012), a random next-viewplanner or an algorithm with poor purposive control over
the internal sensor parameters, can lead to significantly suboptimal results, further strengthening the arguments in this
paper. The robot could be instructed, for example, to search
for one of the objects in the object detection concept class.
At that point the robot would need to access the set of independently trained object detectors and start applying them
on the scene representations built, as described in this paper.
Figure 11 provides a set of general guidelines that would
lead to a provably reliable object localization/recognition
system. A significant implementation challenge is that of

making sure that the error rates ηs of the feature detection
oracle lie sufficiently below 12 , so that an efficient solution
to the problem is possible. As discussed in Andreopoulos
and Tsotsos (2009), the effects of dead-reckoning and correspondence errors add another layer of complexity to the
problem, precipitating the need to incorporate complementary tools that can address these problems.

4 On Learning Object Representations
We now discuss the relationship between the representation
length l of the string output by a feature binding algorithm
(Definition 21), and the complexity of the object detec¯ Γ , R1 , R2 )) (Definition 32).
tion concept class C(Γ , M(l,
¯ Γ , R1 , R2 ))
We wish to detect the objects of C(Γ , M(l,
using a representation class Hg(l;p) over {0, 1}l (Definition 6) that is defined with respect to representation scheme
Rclassifier (Definitions 4, 33) and representation parameters p. We, henceforth, refer to Hg(l;p) as the object representation class. While previous sections focused mostly
on the high-level problem of recognition and localization,
this section takes a closer look at the problem of creating a
robust object detector that can be trained within a reasonable amount of time. By “reasonable” we mean a training
time that is not too different than the optimal training time
for the problem at hand. The material in this section also
complements Andreopoulos and Tsotsos (2012), since they
both address fundamental problems related to the efficient
training of object detectors. In most papers on active object
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recognition the problem of efficiently training the detector
used is considered to be of secondary importance. What the
material in this section shows is that the training of such detectors forms an integral part of any active vision system,
and attentive mechanisms are needed to guarantee good performance. This provides some insights into the problem of
efficient object representation learning.
A number of questions drive the discussion in this section: Given finite computational resources, a finite learning
time, and perhaps, a non-deterministic scheme for learning
an object representation, what constraints does this place on
the set of learnable objects? Given a certain class of objects, how can the generality of the representations used to
learn objects from that class, affect the system performance?
What role, if any, can attentive approaches play on the training and online performance of such models? Can selective
attention through task-directed inhibition of edges in a neural network play a significant role in learning, especially
in noisy environments? How does the scene representation
length and the object representation length affect the complexity of the useful object representation classes? We devote this section to providing some answers to these questions within the overall context of the localization problem
as it was previously formulated. We demonstrate the existence of upper and lower bounds on the object detection
errors achievable using a representation class, questioning
the ability of real-time vision systems to successfully recognize an arbitrary set of objects. The results highlight the
advantages of visual attention as a noise-suppression mechanism, and as a mechanism for efficient and robust learning
of object representations, complementing the previous sections which focused on the advantages of active perception.
As previously discussed, any algorithm used to construct such object representations is challenged by cost constraints that can hinder the amount of data acquired and the
amount of information extracted from this data within the
time available to construct the representations. In practice,
cost factors that can affect the total time needed during the
data acquisition and analysis process include (Tsotsos 1992;
Findlay and Gilchrist 2003): (i) The cost of deciding the sequence of actions to execute during the data acquisition and
analysis process. (ii) The cost of executing the actions that
bring the actuators, sensors or any other related algorithmic
parameters to the desired state. (iii) The time to adapt the
system to new sensor inputs, find the correspondences between the old and new data, and deal with sensor ambiguities.
A characteristic of useful vision systems (such as visionbased embodied agents) is their requirement for near realtime processing capabilities when performing many tasks, a
requirement that does apply to the more high level reasoning faculties of humans. For example, consider the two simple psychophysics experiments related to an object detection
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Fig. 12 Consider two simple psychophysics experiments. In Experiment 1 ((a), (b)) the subject is requested to constantly fixate on the
cross at the center of a screen (the screen is represented by the square
region in each of the four figures above). Then, an image with either
1 or 4 randomly placed black circles is presented to the subject for a
fraction of a second, while the subject’s eyes are constantly fixated at
the center of the screen. The subject is requested to decide if 1 or 4
black circles were in the presented image. See (a), (b) for examples
of the types of patterns that could be presented to the subject in Ex-

periment 1. Experiment 2 is similar, but with the exception that either
15 or 16 black circles are randomly flashed in front of the subject for
the same fraction of a second as in Experiment 1. See (c), (d) for examples of the types of patterns that could be presented to the subject.
The subject has to decide if 15 or 16 black circles were present in the
flashed image. Experiment 2 is significantly more difficult than Experiment 1. If the patterns are sufficiently similar and of sufficiently
high complexity, the problem becomes almost impossible for humans
to solve reliably within a fixed amount of time

task, as described in Fig. 12. In each of the two experiments
a subject has to solve the task of deciding which of two object classes is present in the screen, subject to a time constraint on the decision time. The task in Experiment 2 is significantly more difficult due to the larger amount of information present in the respective images, and due to the greater
difficulty in disambiguating between the two similar classes
of objects (15 vs. 16 black circles). The requirement that the
detection takes place within a limited amount of time is what
makes the problem quite difficult. A somewhat similar problem is investigated by Thorpe et al. (1996). If we remove the
time constraint and the requirement that we fixate on the
center of the screen in these experiments, we notice that the
problem has a simple algorithmic solution, which involves
sequentially focusing on each of the black circles in order to
count them and make a decision. However, the time necessary to complete this simple algorithm must increase as the
object complexity (the number of presented black circles)
increases. The above arguments bring up certain interesting
questions related to the limits of an object detector and its
training algorithm, when operating under a time constraint,

finite computational resources, input noise, and increasing
object and representation class complexities. We formalize
the problem and derive a number of strict bounds on the
error rates of object detectors. Based on these bounds we
make certain recommendations related to the design of efficient and robust object detectors. An interesting observation
of the model that we will construct for the object detection
problem, is that this model is capable of predicting many
of the observations made with regards to the experiment of
Fig. 12.
¯ Γ , R1 , R2 ))]
In more detail, assume VCD[C(Γ , M(l,
and VCD[Hg(l;p) ] denote the VC-dimensions of the con¯ Γ , R1 , R2 )) and the concepts repcept class C(Γ , M(l,
resented by representation class Hg(l;p) under representation scheme Rclassifier respectively. Assume we want
to select from Hg(l;p) , a good representation for some un¯ Γ , R1 , R2 )). Given fiknown concept cunion ∈ C(Γ , M(l,
nite computational resources, finite learning time, and upper
or lower bounds on the noise rate the classification representation has to deal with, we investigate the constraints that

122

Fig. 13 A layered directed acyclic graph with five input nodes (l = 5),
and seven internal nodes (s = 7), one of which also serves as the output
node. The fan-in of each internal node is equal to two (r = 2). The
output node returns a value of zero or one. We assume that all nodes’
inputs and outputs are binary valued as well. With the exception of the
output node, each node’s output is used as part of the input for a node
in a layer above it

this places on the optimal models h ∈ Hg(l;p) that are learnable.
For illustration purposes, consider a neural network with
binary valued inputs and outputs for its nodes, that is modelled as a layered directed acyclic graph with a single output
node, consisting of l input nodes, and s ≥ 2 internal nodes,
with each internal node having in-degree r (see Fig. 13).
Assume each internal node is chosen from a representation
class Hf (r) over {0, 1}r (Definition 6) that is defined with respect to a representation scheme Rclassifier : {0, 1}∗ →

. That is, Hf (r) corresponds to the represenCclassifier

tations of the concepts in concept class Cclassifier
, out
of which the neural network’s internal nodes can be constructed. Assume Hg(l;r,s) ⊆ {0, 1}∗ denotes the representation class of all layered acyclic graphs with l input nodes,
s ≥ 2 internal nodes, and r inputs for each internal node,
where g(l; r, s) denotes a tight upper bound for the representation length of all such graphs, and where every internal node in Hg(l;r,s) must correspond to a concept from

. Notice that often the internal nodes of an
Cclassifier
artificial neural network are represented as weighted linear threshold functions, which are known to have a VCdimension of r + 1 given r inputs. In our analysis however, we place no restrictions on the types of nodes used.
Some early and influential applications of hierarchical and
neuromorphic representations to the vision and classification problems include Rosenblatt (1958), Minsky and Papert
(1969), Grossberg (1973), Hinton (1978), and Fukushima
(1980).
Thermal noise and synaptic transmission failures constitute a confounding factor in any biological neural network (Gerstner and Kistler 2002). In an artificial neural
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network, similar types of errors can arise due to floating
point errors, round-off errors or due to memory corruption in high radiation environments. This suggests that a
non-zero noise rate may place certain limits on the maximum total size of the neural circuitry. To this extent, we
model the effects of noise on the above described neural
network model, by assigning a total noise rate that is proportional to the total number of edges and nodes that make
up the model. For each one of the sr + s + l nodes and
edges, let ei ∈ {0, 1} (where i ∈ {1, . . . , sr + s + l}) denote a Bernoulli random variable, where {ei = 1} corresponds to the event that the ith component of the neural network (a node or an edge) corrupts/flips its binary output. Let
ηnn = maxi∈{1,...,sr+s+l} {p({ei = 1})} < 12 denote the maximum probability of a node or edge corrupting its output.
Then, by the union bound, the total noise rate of the network’s binary output classification label is upper bounded
by ηnn (sr + s + l) (assuming that a zero noise-rate for all
nodes and edges leads to a correct output label). Notice that
this is a tight upper bound, which is achievable in the worst
case, if any two or more events {ei = 1} are disjoint events,
if p({ei = 1}) = ηnn for all i, and if we have a sensitive detection algorithm, so that any random error in a node’s or
an edge’s output, produces an incorrect final output in the
layered graph.
¯ Γ , R1 , R2 ))]. By Theorem 1
Let d3 = VCD[C(Γ , M(l,
we know that there exist constants τ1 , τ2 > 0 such that for
any 0 < ˆ , δ̂ < 12 and any d3 , if we want to be in a position to PAC-learn any concept in C(Γ, M(l, Γ, R1 , R2 ))
with a confidence of at least 1 − δ̂ and an error of at most
ˆ , the minimum number of examples that we must obtain,
lies in the range I1  [ τ1ˆd3 , τˆ2 log( 1 ) + τ2ˆd3 log( 1ˆ )], where
τ1 d3
ˆ

δ̂

≤ τˆ2 log( 1 ) + τ2ˆd3 log( 1ˆ ). Notice that while the above
δ̂
interval contains the minimum number of examples neces¯ Γ , R1 , R2 )),
sary to PAC-learn any concept in C(Γ , M(l,
it only holds when we use an optimal representation class,
whose VC-dimension corresponds to the VC-dimension of
¯ Γ , R1 , R2 )). In practice, rarely do we know a
C(Γ , M(l,
priori what the optimal representation class is. Assume we
use Hg(l;r,s) , as the representation class for learning any
¯ Γ , R1 , R2 )). The question arises:
concept in C(Γ , M(l,
what cost does the use of Hg(l;r,s) place on our detection algorithm? In other words, we wish to use Hg(l;r,s) to
¯ Γ , R1 , R2 )) with the same
learn any object in C(Γ , M(l,
confidence and error bounds as would be achievable if
we knew the optimal representations for the concepts in
¯ Γ , R1 , R2 )). We wish to see under what conC(Γ , M(l,
ditions this can be achieved without significantly sacrificing
the learning speed of an object representation, in terms of
the number of training examples needed. Furthermore, if we
assume that we are dealing with a non-zero noise rate that
corrupts our neural network, how does the structure of the
representation scheme affect the learning process and the
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bounds on ˆ ? Can an attention mechanism, which selectively inhibits edges in the layered directed acyclic graph,
also inhibit the effects of noise on these bounds? Do such
errors put a limit on the complexity of the object representation classes that are learnable?
Let d4 = VCD[Hg(l;r,s) ] and d5 (r) = VCD[Hf (r) ]. By
Theorem 1, there exist constants τ3 , τ4 > 0 such that for
any 0 < ˆ , δ̂ < 12 and any d4 , in order to PAC-learn any
concept in Hg(l;r,s) with a confidence of at least 1 − δ̂
and an error of at most ˆ , the minimum number of examples that we must obtain, lies in the interval I2 
[ τ3ˆd4 , τˆ4 log( 1 ) + τ4ˆd4 log( 1ˆ )], where τ3ˆd4 ≤ τˆ4 log( 1 ) +

δ̂
τ4 d4
1
log(
).
In
Baum
ˆ
ˆ
d4 ≤ 2s log(es)d5 (r).

δ̂

and Haussler (1989) it is shown that
In other words, given the representation class of a feedforward layered directed acyclic graphs

with l input nodes, s ≥ 2 internal nodes from Cclassifier
,
and fan-in factor r for each internal node, an upper bound
on the minimum number of examples necessary to learn
¯ Γ , R1 , R2 )) using a representaany concept in C(Γ , M(l,
tion in Hg(l;r,s) , lies somewhere inside the interval given by
5 (r) τ4
5 (r)
, ˆ log( 1 ) + 2τ4 s log(es)d
log( 1ˆ )].
[ 2τ3 s log(es)d
ˆ
ˆ
δ̂
Notice that d4 ≥ d3 does not necessarily guarantee that
¯ Γ , R1 , R2 )) ⊆ Rclassifier (Hg(l;r,s) ). In genC(Γ , M(l,
eral, however, a higher VC-dimension for Hg(l;r,s) makes
it more likely that there exists a good enough approximation in Hg(l;r,s) . For example, if we wish to construct an
online learning system, where we have no prior knowl¯ Γ , R1 , R2 )) (the objects that the system
edge of C(Γ , M(l,
will be learning) it becomes even more difficult to guarantee a proper choice for a representation scheme, since we
do not have any prior knowledge for constructing a compact representation class Hg(l;r,s) . That is, since the learning algorithm has no prior knowledge on the set of objects
¯ Γ , R1 , R2 )) it will have to learn, it becomes difC(Γ , M(l,
ficult to determine a sufficient number of samples to guarantee that any object in the object detection concept class is
properly learnt. Given a representation scheme with respect
to which we wish to learn an object, what constraints are
there that guarantee that if we fail to learn the target concept
quickly enough (we discuss below what “quickly enough”
means in the context of this paper) it was not due to system
noise (e.g., ηnn ), or due to an insufficient number of examples acquired from the scene, or due to Hg(l;r,s) having an
inappropriate VC-dimension?
From the above discussion we see that if I1 ∩ I2 = ∅, then
for the given values of ˆ , δ̂, d3 , d4 , we cannot use Hg(l;r,s) to
¯ Γ , R1 , R2 )),
approximate an arbitrary object in C(Γ , M(l,
without also making some sacrifices with respect to the
number of examples needed to learn the object (i.e., without affecting the learning speed). The condition I1 ∩ I2 = ∅
may either occur due to a high VC-dimension for Hg(l;r,s) ,
thus, requiring a far greater number of examples to learn
¯ Γ,
an unknown concept from some unknown C(Γ , M(l,

R1 , R2 )) and, thus, failing to adhere to our learning speed
constraint. Alternatively, the condition I1 ∩ I2 = ∅ may occur because of a small VC-dimension for Hg(l;r,s) , making
¯ Γ,
it possible to approximate certain objects in C(Γ , M(l,
R1 , R2 )) with the same confidence and error, and at a faster
speed (using fewer examples), but without any guarantees
¯ Γ , R1 , R2 )) can be approxithat all objects in C(Γ , M(l,
mated with the desired error and confidence bounds. This
leads to the following theorem:
Theorem 5 (Error Constraints For Object Detection) Assume we are given a 0 < δ̂ < 12 , an object detection class
¯ Γ , R1 , R2 )), and an object representation class
C(Γ , M(l,
Hg(l;r,s) with VC-dimensions of d3 and d4 respectively, as
described above. The necessary conditions on the error
bound ˆ , for ensuring with confidence at least 1 − δ̂ that any
¯ Γ , R1 , R2 )) is efficiently learnable usobject in C(Γ , M(l,
ing Hg(l;r,s) , are:
– Case 1: If

τ3 2
τ2 d4

−

τ1 2
τ4 d3

≤ (d4 − d3 ) log( 1 ) then it is necδ̂

essary that ˆ ≤ exp(−( ττ14 d3 − log( 1 ))/d4 ).
– Case 2: If

τ3 2
τ2 d4

−

τ1 2
τ4 d3

δ̂

> (d4 − d3 ) log( 1 ) then it is necδ̂

essary that ˆ ≤ exp(−( ττ32 d4 − log( 1 ))/d3 ).
δ̂

Proof We have seen that a necessary condition when using
a representation class Hg(l;r,s) to efficiently learn any ob¯ Γ , R1 , R2 )), is that I1 ∩ I2 = ∅. Equivject in C(Γ , M(l,
alently, based on the definitions of the intervals I1 and I2
given above, two inequalities must simultaneously hold:
τ 1 d3 τ 4
1
1
τ 4 d4
≤ log
log
,
+
ˆ
ˆ
ˆ
ˆ
δ̂

(1)

1
1
τ3 d4 τ 2
τ 2 d3
≤ log
log
.
+
ˆ
ˆ
ˆ
ˆ
δ̂

(2)

By some basic algebraic manipulation, we derive that
the two inequalities above hold simultaneously iff ˆ ≤
min{exp(−( ττ14 d3 −log( 1 ))/d4 ), exp(−( ττ32 d4 −log( 1 ))/d3 )}.
δ̂

δ̂

We notice that exp(−( ττ14 d3 − log( 1 ))/d4 ) ≤ exp(−( ττ32 d4 −
δ̂

log( 1 ))/d3 ) is logically equivalent to
δ̂

d3 ) log( 1 ),
δ̂

τ3 2
τ2 d4

−

τ1 2
τ4 d3

≤ (d4 −

thus proving Case 1 of Theorem 5. We simi-

larly notice that exp(−( ττ14 d3 − log( 1 ))/d4 ) > exp(−( ττ32 d4 −
δ̂

log( 1 ))/d3 ) is logically equivalent to
δ̂

d3 ) log( 1 ),
δ̂

thus, also proving Case 2.

τ3 2
τ2 d4

−

τ1 2
τ4 d3

> (d4 −


On examining the asymptotic behaviour of Theorem 5,
we reach some conclusions on how the choice of the representation class Hg(l;r,s) affects the ease with which the
¯ Γ , R1 , R2 )) can be learnt. We notice
objects in C(Γ , M(l,
that for any d3 , δ̂, τ1 , τ2 , τ3 , τ4 , there exists some constant
d  > 0 such that for all d4 > d  , Case 2 of Theorem 5 is applicable, since d42 grows faster than d4 does. Since for suf-
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ficiently large d4 we are guaranteed that ττ32 d4 − log( 1 ) > 0,
δ̂
we see that for too high a value of d4 (i.e., if our representation class Hg(l;r,s) is too expressive) the upper bound
on the necessary range of values for ˆ rapidly decreases,
with an inverse exponential upper bound of exp(−( ττ32 d4 −

log( 1 ))/d3 ). In other words, by choosing a very expressive
δ̂
representation class Hg(l;r,s) , we end up with the problem
of having to deal with very tight constraints on the error
bounds. Given that vision sensors are especially noisy, and
given the effects of other sources of noise (e.g., thermal
noise) in biological neural networks, it is questionable that
arbitrarily small ˆ values are achievable in practice. Thus,
a very expressive representation class can lead to a fragile
vision system that learns its target object/concept at a significantly suboptimal speed.
Similarly, for any d4 , δ̂, τ1 , τ2 , τ3 , τ4 , there exists a constant d  > 0 such that for all d3 > d  , Case 1 of Theorem 5
is applicable, since −d32 decreases faster than −d3 does as
d3 increases. Since for sufficiently large d3 we are guaranteed that ττ14 d3 − log( 1 ) > 0, the upper bound on the necesδ̂
sary range of values for ˆ in Case 1 rapidly decreases for
large values of d3 , with an inverse exponentially decreasing
upper bound of exp(−( ττ14 d3 − log( 1 ))/d4 ). We, thus, see
δ̂
that if the expressive power of Hg(l;r,s) is small compared
¯ Γ , R1 , R2 ))
to the complexity of the objects in C(Γ , M(l,
that we wish to learn, we quickly end up with a very small
range of values for ˆ that are close to zero, for which the
learning speed does not diverge “too much” from the optimal learning speed. As we will see next, a non-zero noise
rate ηnn constrains the complexity of the objects that are reliably learnable, regardless of the computational power that
we might have at our disposal. This complements previous
related work on the complexity of the vision problem (see
Sect. 1), which identified computational complexity constraints as a stumbling block in solving the generic vision
problem.
In our discussion so far, we have only used the VCdimension of the representation class Hg(l;r,s) , without any
recourse to the actual representation scheme of the elements
lying in the representation class. As previously discussed, let
us assume that the actual representation scheme of the class
Hg(l;r,s) consists of the set of layered directed acyclic graphs
with l input nodes, s ≥ 2 internal nodes and r binary inputs
for each internal node, resulting in the VC-dimension bound
d4 ≤ 2s log(es)d5 (r). We previously indicated that such a
model has an upper bound of ηnn (sr + s + l) on the noise
rate for its resultant output label. Assume we are assigned
the task of constructing an object detection algorithm, which
uses scene representations of encoding length l bits. For argument’s sake, let us assume the ideal case, where training
is done in a noise free environment, but the actual object
detection using the constructed model, operates in a noisy
environment.
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What do the above results tell us with regards to the
problem of constructing an object detection algorithm? Assume Case 1 of Theorem 5 is applicable. We see that
whenever exp(−( ττ14 d3 − log( 1 ))/d4 ) ∈ (0, 12 ) (i.e., whenδ̂
ever the Case 1 upper bound is useful), then it is the case
that exp(−( ττ14 d3 − log( 1 ))/d4 ) ≤ exp(−( ττ14 d3 − log( 1 ))/
δ̂
δ̂
(2s log(es)d5 (r))) and we must have that ˆ ≤ exp(−( ττ14 d3 −

log( 1 ))/d4 ) during training to guarantee that I1 ∩ I2 = ∅
δ̂
(recall, by assumption ηnn = 0 during training). At the same
time, and with a confidence of at least 1 − δ̂, a worst case detection error of ηnn (sr +s +l)+ ˆ will be achieved on an online test run, even if ηnn = 0. Thus, a necessary condition on
the noise rate ηnn so that the condition I1 ∩ I2 = ∅ is guaranteed to hold for any applicable ˆ of Case 1 used during training/learning, and so that with confidence at least 1 − δ̂, an
on-line worst case detection error of exactly 0 < ˆtarget <
1
2 is achieved for all joint distributions of the random variables e1 , . . . , esr+s+l that can corrupt the neural network’s
output, is given by
ηnn ≥

1
ˆtarget
sr + r + l
− exp −

log( 1 )
τ1 d3
δ̂
−
2τ4 s log(es)d5 (r) 2s log(es)d5 (r)

.
(3)

In general, given an ˆtarget , and the larger the ˆ with which
the detector was trained is, the smaller ηnn has to become to
compensate. As the number of internal nodes s in the neural network decreases—thus decreasing the VC-dimension
of Hg(l;r,s) —the higher the lower bound on ηnn becomes,
posing fewer restrictions on how low the noise rate might
have to be to achieve the desired result of an on-line worst
case detection error of exactly ˆtarget . But this happens
at the expense of not all object detectors being learnable
by our representation class Hg(l;r,s) since a decreasing s,
r, also decreases VCD[Hg(l;r,s) ]. Notice that an increase in
the representation length l, while simultaneously keeping
the other terms in Eq. (3) constant, also decreases the necessary lower bound on ηnn . This is consistent with the intuitive
idea that the more features that are extracted and used from
an image, the stricter the requirements on the noise have to
be. This provides motivation on the need for feature suppression/attention in spatial regions through the use of topdown priming due to target knowledge (Tsotsos et al. 1995;
Navalpakkam and Itti 2005), so that we limit processing
throughout the neural network to a subset of the most important spatial regions, thus, implicitly also reducing the value
of l. Notice, that, if we assume that only the input nodes get
corrupted (which may be a reasonable assumption in an artificial neural network if no floating point calculations/errors
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τ1 d3
occur) we have ηnn ≥ 1l (ˆtarget − exp(− 2τ4 s log(es)d
−
5 (r)
log( 1 )
δ̂

2s log(es)d5 (r) )).

A similar argument can be made with respect to Case
2 of Theorem 5. We see that when Case 2 applies, then
ˆ > exp(−( ττ32 d4 − log( 1 ))/d3 ) guarantees that I1 ∩ I2 = ∅.
δ̂
As previously discussed, we know that with a confidence
of at least 1 − δ̂, an online detection error occurs at a rate
of at most ηnn (sr + s + l) + ˆ on a random sample acquired from the same input distribution as the one used during training. Then, under Case 2 (i.e., assuming the condition ττ32 d42 − ττ14 d32 > (d4 − d3 ) log( 1 ) holds), and assuming
δ̂
the detector was trained on an arbitrary value of ˆ for which
I1 ∩ I2 = ∅ occurs (i.e., ˆ ≤ exp(−( ττ32 d4 − log( 1 ))/d3 )),
δ̂
a necessary condition on ηnn to guarantee that with confidence at least 1 − δ̂ we have a worst case online detection
error of at most 0 < ˆtarget < 12 for all joint distributions
of the random variables e1 , . . . , esr+s+l that can corrupt the
neural network, is given by
1
1
τ3 d4 log( δ̂ )
ηnn ≤
ˆtarget − exp −
−
sr + r + l
τ 2 d3
d3

.
(4)

Notice that if Hg(l;r,s) is a representation class of neural
networks, the VC-dimension d4 is a non-decreasing function of l, r, s, since a sufficient increase in the values that
any of these parameters assume, leads to an increase in
the number of representations in Hg(l;r,s) . Recall also that
d4 = VCD[Hg(l;r,s) ] ≤ 2s log(es)d5 (r). Therefore, if d5 (r)
is a polynomial function of r, then d4 is bounded by a
polynomially increasing function of l, r, s. When we have
ηnn < 0 in Eq. (4), we cannot satisfy with confidence at
least 1 − δ̂ and for all ˆ ≤ exp(−( ττ32 d4 − log( 1 ))/d3 ) (which
δ̂
cause event I1 ∩ I2 = ∅ to occur) the online error bound of at
most ˆtarget for all joint distributions of the random variables e1 , . . . , esr+s+l that can corrupt the neural network’s
output. Similarly, if for some given ηnn it is the case that
Eq. (4) does not hold, then it is not guaranteed that we can
achieve the desired error and confidence bounds. Notice that
in contrast to Case 1, in Case 2 of Theorem 5 there exist s0 ,
r0 , l0 so that for all s > s0 , r > r0 , l > l0 , Case 2 of Theorem 5 continues to be applicable, since as we previously
indicated, d4 increases if s, r, l are increased sufficiently.
This allows us to study the asymptotic behaviour of Eq. (4)
as s → ∞, r → ∞, l → ∞. We see from Eq. (4), that as
s grows, ηnn can assume a smaller range of values, since
its upper bound decreases. This implies that as s, r, l grow,
extremely stringent conditions on ηnn and ˆ are needed to
satisfy I1 ∩ I2 = ∅, that may not be achievable easily. In
other words, if ηnn is constant, Eq. (4) places a limit on how
large s, r, l, d4 could be, thus implicitly placing limits on
the expressive power of Hg(l;r,s) —the set of valid represen¯ Γ , R1 , R2 )).
tations for learning the objects in C(Γ , M(l,

Finally, as with Eq. (3), a smaller l increases the bound,
demonstrating once again the benefits of low-level feature
suppression at the earliest stage of the representation architecture. Notice that a purposive decrease in the value of r,
through the use of task-directed knowledge to selectively
suppress edges (as first argued in Tsotsos (1990) and similarly to what an attention beam in Tsotsos et al. (1995)
does for example) can lead to a decrease of the nodes’ VCdimension d5 (r). For example, as we previously indicated,
weighted linear threshold functions for the nodes are known
to have a VC-dimension of r + 1. This would result in more
robust detection under situations with high noise rates, since,
as we have proven, this would increase the bound for ηnn
in Eq. (4) and make the detection algorithm more reliable.
Notice that if we assume that only the input nodes get corrupted (which as previously indicated, may be a reasonable
assumption in certain artificial neural networks) we have
log( 1 )

ηnn ≤ 1l (ˆtarget − exp(− ττ32 dd43 − d3δ̂ )). We see that as
compared to Eq. (4), this places less stringent constraints
1
. This demonon the upper bound for ηnn , since 1l ≥ sr+r+l
strates the importance of limiting the effects of corrupting
variables e1 , . . . , esr+s+l on the neural network’s output.
Within the context of the requirements on the confidence
and error levels for the detection algorithm that were specified in the previous sections, we see that the respective
bounds on ηnn given in Eqs. (3)–(4), also depend on |T |,
1
1−2η0 (since δ̂ in Eqs. (3)–(4) and ˆ which specifies the intervals I1 , I2 and the object detector’s training speed, de1
). Notice that appropriate changes
pend on |T | and 1−2η
0
to the number of cells |T | and to the noise rate η0 of the
corrupt target map oracle, can make the bounds on ηnn in
Eqs. (3)–(4) less demanding, since then δ̂ can decrease. This
is intuitively clear since as δ̂ decreases, it implies that we
must have trained a more reliable detection algorithm when
there is no noise in the algorithm’s input values, thus, giving us greater flexibility as to how high the noise rate ηnn
could be during an on-line run. Recall that in Theorem 3
we placed on n1 , n2 , n3 a polynomial upper bound that depends on |T |, 1 , 1δ , and n4 . An implication of the material
presented in this section, is that as |T | increases, and for a
non-zero noise rate ηnn , there is no reason to let n1 , n2 , n3
grow arbitrarily large, since otherwise the scene representation length l would have to increase if we wished to encode
the richer set of features that are sensed with the more “powerful” sensor. By the material presented in this section, we
see that high l values would result in an unreliable object
detector. Within the context of object search algorithms, this
again motivates the use of finite-length and localized scene
representations, which remain of constant encoding length
as the search space size increases, precipitating the need for
divide-and-conquer or active/attentive approaches in solving
related vision problems. We also note that in addition to satisfying Eqs. (3)–(4), ηnn must obviously always be less than
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η0 (Theorem 3), since otherwise, the upper bound of η0 in
the corrupt target map oracle’s noise rate cannot be achieved
for all object detection architectures.
It is important to point out that given a representation class Hg(l;r,s) that represents concepts of input length
¯ then VCD[Hg(l;p) ] ≤ 2l . In practice, the VCl ∈ Θ(l),
dimension could obviously be smaller than 2l , depending
on the representation class’ architecture, fan-in factor r as a
function of each layer’s number of nodes, as well as the complexity of the class for the internal nodes. Thus, in general,
as the VC-dimension of the object detection concept class
increases, l has to increase as well. This demonstrates an additional constraint on the noise-rate of each input node: If l
increases too fast as d3 , d4 increase, we would have a fragile
vision system, since the total input noise could increase, potentially affecting the vision system’s reliability. This again
underscores the importance of compact representations in
vision.
We see that for the detection algorithm to have an efficient run-time behaviour, the total number of nodes and
edges in the layered directed acyclic graph must be functions
of l and be upper bounded by some polynomial function of
l. In such a case, we see that the total number of nodes and
edges in the graph have to increase as l increases, implying
that the upper bound on the representation’s VC-dimension
increases, and by the results described in this section, we
see that it becomes more likely that learning of an object will
take much longer to complete. Furthermore, given a constant
object class, we see that ηnn will have to become smaller as
l increases, and detection will, thus, be more fragile. Since
real-world sensors are always corrupted by noise, after a certain l value, it becomes impossible to achieve the necessary
bound on ηnn , and reliable detection is no longer guaranteed. One interpretation, is that one-shot detection (where
we build a single representation for the entire search space
and feed this representation to a detector) does not scale well
as the size of the search space increases, since the necessary l to describe the larger scene would also increase. This
complements Lemma 6 and justifies a divide-and-conquer
type of an approach to detection and localization, where we
sequentially build representations for subsets of the search
space and feed these smaller representations to the detector,
which in turn is used to localize the object. In Andreopoulos and Tsotsos (2009) we discuss certain problems with
divide-and-conquer/multi-view approaches to object search,
and suggest ways to limit the effects of the emergent errors.
Consider the example described towards the end of
Sect. 3, where we discussed the use of an ASIMO humanoid
robot during object search (Andreopoulos et al. 2011). Recall that as part of that example we trained a set of independent object detectors, which the robot had access to during online object search. Assume that for the purposes of a
demo, we wish to make the humanoid robot learn in realtime a certain object that is shown to it from multiple views.
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Then, the robot’s task is to search for this learnt object in
the search region. An implication is that ideally we wish
to learn the object representation as quickly as possible, so
that the demo’s execution is also completed as quickly as
possible. Such hard real-time constraints are often necessary for the related vision system to be considered of practical use. The results in this section demonstrate the existence of certain fundamental limits on an object detector’s
error rate when such learning constraints are applicable. Intuitively, the more “different” the object representation class
gets from the actual object detection class, the more difficult
the problem of efficient object learning gets. This implies
that without top-down control of the size of the representation class and the objects it represents, it becomes difficult to guarantee that such a system can be constructed for
an arbitrary object that someone might decide to train the
robot with. At the same time, various sources of input noise
in the object classifier imply that the classifier’s error rate
ˆ cannot be arbitrarily low, nor arbitrarily large. In practice,
this means that such hard-real-time constraints make it more
likely that similar objects cannot be distinguished, which is
something worth keeping in mind when constructing such
vision systems. This was also illustrated in Fig. 12.

5 Discussion
We have proposed a formalization of certain aspects of
the recognition problem, making the problem amenable to
a computational-learning-based analysis. We have derived
conditions under which efficient object localization is feasible. We have demonstrated the existence of a number of
relationships between the noise rate of a corrupt feature detection oracle, the target object’s VC-dimension, the VCdimension of the scene representation, the VC-dimension of
feature visibility, the minimum encoding length of the scene
representations, the encoding length of each scene sample
and the size and number of target map cells—i.e., the level
of uncertainty in the position of the localized objects. These
relationships affect the computational resources needed for
localization. We have demonstrated that regardless of the
computational resources available, the object representation
class used, and extraneous sources of noise, place limits on
the complexity of the objects for which detection, localization and recognition algorithms are optimally reliable. This
highlights an important stumbling block in computer vision
which, in general, is not satisfactorily addressed by current
vision algorithms.
We have proven under a probabilistic framework that task
directed knowledge permits efficient object recognition to
occur, thus confirming—under a significantly different formulation of the problem—previous work overviewed in the
introduction, according to which task directed search is significantly easier than bottom-up search. This formulation
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also addresses a criticism of previous results on the NPHardness of object search, for dealing with the worst case
run-time scenarios, and for not incorporating a probabilistic
component in the derivation of the relevant results in order
to provide a more representative view of expected running
times. We view the recognition problem as a problem of
limited capacity information processing, as first argued by
Broadbent (1958). Our results lead to the natural conclusion
that information reduction and attentive techniques should
not be simply viewed as providing the means to speed up
processing in vision systems, but should be viewed as necessary to guarantee the robustness of a vision system in challenging and realistic scenarios. Examples of such scenarios
include having to deal with target scenes generated by scene
representations with different VC-dimensions than the VCdimension of the scenes used to train the object detector, using a feature binding algorithm with representation schemes
that are different than the optimal representation scheme for
describing a given target scene and for suppressing noise.
Verghese and Pelli (1992), for example, provide some evidence in support of the view of the human visual system
as a limited capacity information processing device, by experimentally demonstrating that visual attention in humans
processes about 30–60 bits of information. The presented
arguments show that given an upper bound on the maximum representation length l processed by a vision system
(perhaps l ≈ 30–60 bits for example), a lower bound on the
noise-rate ηnn for the layered-directed-graph representation
used by the object detector (due to shot noise, thermal noise
or floating point arithmetic errors for example), and an upper bound on the nodes and edges used by the representation (e.g., the human brain possesses about 1012 neurons and
1014 –1015 synaptic connections), there is an upper bound on
the VC-dimension of the object detection concept class that
can be learnt by the representation without imposing a significant burden on the speed with which an object can be
learnt.
If we assume a sensor with an infinite resolution in its
field of view, or an infinite dynamic range, then in theory
we could end up with an infinite VC-dimension for many
vision processing tasks. Since we have modelled a sensor
and a scene representation, this effectively places an upper
bound on the VC-dimension of the sensed scene, where this
VC-dimension depends on parameters l, n1 , n2 , n3 , n4 . An
analogy is the human eye: There is potentially a vast/infinite
amount of information present in any scene since if we keep
“zooming in”, we go from a macroscopic scale, to a microscopic scale, ad infinitum. However our visual system is
only able to process a tiny subset of the information present
in the scene/field-of-view. Thus in the worst case the VCdimension of a sensed scene grows exponentially. While it
is true that many processing tasks in computer vision have
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VC-dimensions which do not scale well, it is also important to recognize that the human visual system is not actually capable of solving many vision tasks (see Fig. 12 for
example). It is thus also important to recognize that some
sort of an “information reduction” module is necessary in
any vision system. Thus in effect we are assuming that we
are processing the output of such an information reduction
module which limits the complexity of the scene that we are
processing, since otherwise the vision problem would not
be solvable with any degree of satisfactory confidence. This
may partially explain why there exist so many visual illusions (discussed extensively in the psychophysics literature)
under which the human visual system systematically fails. In
the manuscript we introduced a set of sufficient conditions
under which the recognition problem was efficiently PAClearnable, thus providing motivation for the construction of
computer vision modules that would satisfy these sufficient
conditions (e.g., an “information reduction” module early in
a vision system seems inevitable according to our analysis).
This is also one of the main tenets of the discussion in Sect. 4
of the paper. The study of a system that operates well in
finite VC-dimensions and degrades gracefully as the scene
complexity increases, provides a “milestone” that one could
aim at reaching in his/her study of the recognition problem.
Our results demonstrate that in general, object localization should be achieved through object detection. In other
words, a divide-and-conquer approach can help us deal with
the rapidly rising VC-dimension of the target scene as |T |
increases. The strategy of building one-shot representations
of the entire scene is guaranteed to have a significantly
higher overhead as |T | increases—in terms of the number of
scene samples that need to be acquired—than a divide and
conquer approach. At the same time, building a representation for the entire scene would vastly increase the length
of any such representation, implying that such an approach
would not generalize well for backgrounds/scenes which are
vastly different than the ones used during training, due to
the noise-rate related issues identified previously. In more
detail, we have demonstrated the following:
– Under certain conditions, the corresponding classes of object localization and recognition problems are efficiently
learnable in the presence of noise and under a purposive learning strategy, as there exists a polynomial upper
bound on the minimum number of examples necessary to
correctly localize the targets under the given models of
uncertainty. If these conditions are violated, the recognition problem becomes significantly more difficult.
– One-shot detection for scenes that are generated by a
given scene representation, will end up being too fragile.
Divide-and-conquer approaches, which sequentially apply a detection module on smaller subsets of the scene,
lead to more efficient results and better behaved algorithms.
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– The higher the VC-dimension of the object detection
concept class, of the object representation class, of the
visibility concept class, or of the feature binding concept class, the more stringent the requirements on the respective noise rates become. This implies that high VCdimensions, or VC-dimensions which grow very fast as a
function of the respective concepts’ input length, would
lead to fragile vision systems. This demonstrates the necessity of information-reduction techniques in computer
vision for constructing robust vision systems.
– We have proven the existence of a number of emergent relations between the object detection noise-rate, the object
class complexity, and the representation class’ complexity. These relations demonstrate that selective attention
is not only necessary due to computational complexity
constraints, but is also necessary as a noise-suppression
mechanism, and as a mechanism for constraining the object representation class complexity during training.
– We highlighted and quantified the importance of saliency
algorithms (e.g., Itti et al. 1998; Bruce and Tsotsos 2009)
which are known to have closely related counterparts in
the human visual system, as a means of estimating the
scene complexity and thus helping guide the training and
search process in an efficient manner (see Sect. 4 for example).
– Highly complex scenes, which are vastly different from
those used during training, form part of a hard reality that
any respectable vision system must be capable of handling. The high VC-dimension of complex scenes make
pure learning-based approaches inefficient, demonstrating the need for active and attentive processes in vision.
Monte-Carlo type of approaches were shown to be capable of handling in our model certain instances of such
problems. However, purposive and attentive approaches
also seem capable of addressing some of the related problems.
– Recognition systems must minimize systemic sources of
error. The corrupting noise models used in the paper, do
not prohibit efficient localization from taking place, but
they do place some bounds on the permissible errors and
confidence levels that are achievable. For example, the
need for a detection algorithm with independent errors,
exemplifies this point. It is not clear how easy it is to
build such a cascade of detection algorithms, partly because of the difficulty in finding sufficiently large training
sets that are independently sampled. The use of a cascade
of independent object detection algorithms, as stipulated
in Theorem 2 and used in the localization algorithm, fits
naturally as a necessary condition in our model. This provides motivation for the construction of detection, localization and recognition algorithms using cascades of independently trained detectors.
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– The model we have presented does not scale well if n1 ,
n2 , n3 in sensor Γ (Theorem 3) grow without bound, regardless of the VC-dimension of the corresponding scene
representations. This occurs because of the need to handle 0 -occluded scene representations (Sect. A.3). This
problem is circumvented when we are dealing with a
scene that has no occlusions (such as when we are analyzing a surface all of whose features are visible from
all states in V n4 ), in which case we just require that
¯ Γ , R2 , R )] grows polynomially with n1 ,
VCD[M2 (l,
2
n2 , n3 in order to efficiently obtain a sufficiently good representation of the features. However, as we demonstrated
in Sect. 4, non-zero noise rates place certain constraints
upon the maximum representation length l¯ (and consequently the maximum values for n1 , n2 , n3 ) that a detection algorithm could possibly analyze. The existence of
a lower bound on the detector’s noise-rate places an upper bound on the number of features that we can use to
characterize and detect an object reliably. That is, there
is a limit to how complex of an object a noisy vision
system can reliably detect during on-line search. Alternatively, object detectors should not be applied over arbitrarily large compact regions, as the detector would not
scale well as n1 , n2 , n3 grow.
5.1 An Ideal Observer?
There is a rich literature, mostly from the psychophysics
community, on the determination of an ideal observer or
an ideal searcher, on the use of this ideal behaviour as
a comparison benchmark in numerous vision-related psychophysics experiments, and as a guideline for the ideal
behaviour of a vision system. For example, Najemnik and
Geisler (2005) develop the theory of an ideal searcher and
demonstrate the rapidly diminishing returns of employing
more than a one-step look-ahead policy when determining
the next optimal eye fixation, thus, questioning the benefits
of devoting more computational resources than those needed
by a one-step look-ahead behaviour. Within the context of
the purposive sampling strategy described in the paper and
δ
the proof in Appendix A, we see that P [Ez (i, m3 )] < 2mp3 =
τ0 (1 − 2η0 )2 for some τ0 > 0 (since

1
(1−2η0 )2
1
1
2 , (1−2η0 )2

is a factor

of ζ1 ( , |T |, η0 )), and thus as η0 →
→ ∞, implying that the corrupt target map oracle would have to be
called an unbounded number of times in order to overcome
the effect of noise on the construction of the |T | − CNF formula. Conversely, a low noise rate of η0 → 0 improves the
situation by decreasing the number of times that the corrupt target map oracle needs to be called, since in that case
1
→ 0. However, this happens at the expense of the
(1−2η0 )2
time needed to train the object detector with an error upper
bound of η0 , since the detector’s training time increases as
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increases (Theorem 1). As η0 → 0, the cost of achieving
such a low noise rate by the simulated target map oracle, is
commensurate with an explosion in the amount of computation required during the training phase. Thus, depending
on the relative speed with which we wish the training and
recognition to occur, the optimal noise rate does not lie on
the boundaries [0, 12 ] of the range of η0 . We see that the
constant τ0 in τ0 (1 − 2η0 )2 , which depends on , δ and |T |,
plays an important role on the optimal noise rate η0 expected
of our sensor, for simultaneously achieving efficient training
and localization.
1
η0

5.2 Choosing Your Battles: When Are We Searching for a
Needle in a Haystack?
Often vision algorithms make the assumption that random
events, such as the target scene, follow certain random distributions (e.g., Gaussian distributions and Dirichlet processes
have gained popularity recently). While helpful in problem
modelling, this overlooks the fact that complex natural phenomena are not always properly described by probability
distributions, as they are for all intents and purposes unpredictable, and unpredictability implies the non-existence
of distributions for properly describing a phenomenon, assuming the distributions are built using a tractable number
of observations. Within this context, we have tried to minimize the effect of prior distributions on scene modelling
and recognition, by presenting complexity results (in terms
of the input length and the number of samples that are acquired with the sensor) that are applicable under arbitrary
distributions for the target map sampling. The vision problems addressed by our model, were shown to be, in general,
easy to break under “extreme” circumstances (high noiserates and high VC-dimensions for example) and are far from
well-behaved. It is difficult to guarantee what kind of scene
complexities one would encounter in practice and how extraneous sources of noise could affect feature detection. It is
important to note that our model does not scale well if we
allow a sensor Γ (Theorem 3) that is used to recognize an
object, to extract features with arbitrarily large scales, resolutions and an arbitrary number of basis features. That is,
we need to place some upper bounds on n1 , n2 , n3 and the
objects that need to use such encoding lengths in order to
be recognized. In practice, these bounds on the encoding
lengths are implicitly imposed upon us by our finite computational constraints and the use of imperfect sensors—e.g.,
sensors with finite resolutions and finite pixel sizes/scales.
One could argue that an unrealistic assumption in our
model is that all noise-rates lie below 12 . While noise rates
that are known to always lie above 12 are not a problem (by
flipping any classification labels we would end up with a label that has a noise rate below 12 ) a problem arises when
some scene regions have noise rates below 12 and other
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scene regions have noise rates above 12 . Without any prior
knowledge on each region’s noise-rate, the algorithms described in this paper would no longer be as reliable. This
might offer a partial explanation as to the causes of the observed fragility of recognition algorithms, since, in practice,
the noise-rates of low-level feature detection can vary significantly across scene regions (due to varying illumination
conditions for example), leading to systemic errors. We suggest that, since the model described in this paper shows that
robust vision is possible under certain conditions, perhaps
a significant goal of vision research should be to satisfy
such conditions/constraints. Namely, to identify the sources
of systemic errors, which plague the reliability of today’s
computer vision algorithms, and strive to construct vision
algorithms where the effects of such sources of errors are
diminished. An example of such a goal is coming up with
methodologies under which low-level feature detection exhibits noise rates below 12 in most scenes encountered in a
given problem.
The literature on learning theory is vibrant and constantly evolving. The PAC-Bayesian approach, which combines the informative priors of Bayesian methods with
distribution-free PAC guarantees (McAllester 2003; Seeger
2002), constitutes a potential alternative approach for analyzing similar problems, and may well offer stricter bounds
under certain conditions—such as in the presence of strong
prior/contextual knowledge that is strongly related to the
problem. Investigating alternative approaches for making
the bounds presented in this document tighter, could constitute an interesting topic for future research. Rademacher
bounds for example (Bartlett and Mendelson 2002) may offer significantly tighter bounds for certain tasks. The popularity of graphical models in computer vision, implies that
fat shattering and real-valued function learning (Bartlett
et al. 1996), which produce guarantees for learning of probabilities, may also constitute an interesting topic for future
research.

6 Conclusions
We have presented some theoretical results related to the object detection, localization and recognition problems, and
have proven certain well-defined conditions under which
the problems are well-behaved. One of the main take-home
messages is that there exists a well-behaved solution to
the localization and recognition problem, where this solution holds if certain assumptions also hold, thus providing a roadmap of sufficient conditions for the construction of reliable recognition systems. Another one of the paper’s take-home messages is to demonstrate that noise-rate,
computational-power and object representational constraints
place certain fundamental limits on the set of objects that are
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reliably learnable. We have demonstrated within a probabilistic setting that task directed knowledge has a non-trivial
effect on object recognition performance. We have alluded
to the need for further research in the use of compact representation schemes in computer vision as a means of dealing with input noise and scene complexity, just as universal
grammars are acknowledged to be the building blocks of human linguistics.
We have presented concrete evidence of the conditions
under which the recognition problem under uncertainty may
become ill-posed. In contrast to previous work on the complexity of the vision problem, we have addressed the role
that noise plays in vision systems, and presented models
which help us analyze the conditions under which various
sources of noise can make the vision problem ill-defined.
This motivates the need for further research in the area of
compact object representations, and for further research in
noise reduction techniques during the stage of low-level feature extraction and object detection.
Another observation is that the presented arguments hold
for the 2D case as well, with 2D target maps defined over 2D
images, where each target map’s cell dimensions are at least
as big as the dimensions of an image pixel, and the sensor
resolution corresponds to the image’s resolution. Under finite computational resources, the generic/constraint-free vision problem is not efficiently solvable. However, the results suggest that under finite computational resources, vision works well for limited object class sizes, if limits are
imposed on the resolution, scales and number of basis features used, and if task directed knowledge is used to guide
the algorithm’s behaviour. Within the context of our formalization, and under the constraints elaborated in this paper, we can circumvent the problems identified, making the
recognition problem efficiently solvable.

Appendix A: Proof of Theorem 3 Using a Purposive
Sampling Strategy
We provide a proof Theorem 3 that uses Angluin and Laird’s
model for learning conjunctions from noisy examples (Angluin and Laird 1988; Kearns and Vazirani 1994), with some
notable differences and modifications, due to the constraints
set forth by the use of partial oracles for the object localization problem, under a purposive sampling strategy. Please
note that the reader may skip the Appendices, without a significant loss of continuity in his understanding of the paper’s
main points.
A.1 Overview
In order to be consistent with our previously introduced notation, we assume a literal li can represent either ¬bi or bi
(li ∈ {bi , ¬bi }), for some boolean variable bi .
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Definition 40 (Significant Literal) We say that a literal li
is significant with respect to target map sampling distribu{0,1,α}
tion D(|T |) of the elements in X|T |
and an 0 < < 12 , if
p0 (li ) > 8|T | , where for a random sample x = (x1 , . . . , x|T | )

sampled from D(|T |), p0 (bi ) denotes the probability that
xi = 0 and p0 (¬bi ) denotes the probability that xi = 1.

Notice in the above definition, that for any target map cell
i, the higher the probability that D(|T |) assigns a label of α
to cell i, the less likely it is that a literal li is significant.
Definition 41 (Harmful Literal) We say that a literal li is
harmful with respect to target map sampling distribution
{0,1,α}
D(|T |) of the elements in X|T | , an 0 < < 12 and a par{0,1,α}

tial concept c : X|T |

→ {0, 1}, if pc̄ (li ) >

8|T | ,

where for

a random sample x = (x1 , . . . , x|T | ) sampled from D(|T |),
pc̄ (bi ) denotes the probability that xi = 0 and c(x) = 1,
while pc̄ (¬bi ) denotes the probability that xi = 1 and
c(x) = 1.
We assume that every hypothesis h(·) belongs to the con|T |
cept class i=0 C i , where C i denotes the concept class of
all i − CNF formulae, as per Definition 3. We will show
that for all 0 < < 12 , if we represent h(·) by the conjunction of all significant literals that are not harmful with
respect to D(|T |), and some c(·) ∈ C|T | , then we have
error(D(|T |), h, c) ≤ , where h, c are the partial concepts
of h, c respectively. Moreover, for any 0 ≤ η < 12 and for
any 0 < δ < 12 , we can use a corrupt target map oracle of
the form EX(D(|T |), c, η) to approximate the significant
and non-harmful literals, so that with confidence at least
1 − δ, we have error(D(|T |), h, c) ≤ . Notice that by defining h(·), we have also implicitly defined the corresponding partial concept h(·). Once this is demonstrated, we discuss the problem of simulating the corrupt target map oracle
EX(D(|T |), c, η).
As one would expect, the overall noise level η of the modules used to simulate the corrupt target map oracle cannot be
too high and this will be rigorously proven later in this section. However, a surprising implication is that if we require
an efficient simulation of the target map oracle, η cannot
be arbitrarily close to zero either. This is surprising since in
typical computational learning problems, the lower the examples’ noise rate, the faster the learning can take place.
As we will see, there exists a push-pull relationship in that
a lower noise rate η requires fewer samples by the corrupt
target map oracle, but makes each invocation of the oracle’s
simulation more inefficient. Conversely, a higher noise rate
η makes the oracle’s simulation more efficient, but also increases the number of samples that the corrupt target map
oracle needs to return. In practice we can circumvent this
cost, because the training-related processing can be done
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once and off-line before the search starts. In many computational learning problems, this issue is not apparent as it
is assumed that each call to the oracle is completed within
unit time. This implies that there exists an inherent upper
and lower bound on the permissible sources of errors—such
as the error rates of low-level feature detectors—, for efficient localization to be capable of taking place. While the
inability to have an arbitrarily low error bound might not be
so important in our problem (since we can assume that the
object detector’s training is done offline) this can have important implications in the Simultaneous Localization and
Mapping (SLAM) problem. In the SLAM problem for example, we might wish to obtain high level representations
of scene objects online (i.e., efficiently) as a means of mapping the environment and reducing the errors in the agent’s
position/localization inside this map. In such a case, the better the object representations that we wish to learn, the more
computationally demanding the problem will become, due
to the increased computational demands on the object detector’s training, contradicting the intuitive belief that a lower
error rate η leads to a more efficient algorithm. We will see
that these results lead to a proof of Theorem 3.
{0,1,α}
Given an example x = (x1 , . . . , x|T | ) ∈ X|T |
sampled
from D(|T |), an error occurs with respect to the error function of Theorem 3 if h(x) = 1 ∧ c(x) = 0 or h(x) = 0 ∧
c(x) = 1 holds. For h(x) = 1 ∧ c(x) = 0 to hold, two events
A(li ), B(li , x) must occur for at least one of the 2|T | possible literals li :
– A(li ): li ∈ c(·) and li ∈ h(·).
– B(li , x): If li = bi then xi = 0 so that the assignment bi ←
xi sets li to false, and, if li = ¬bi then xi = 1 so that the
assignment bi ← xi sets li to false.
By the construction of h(·) and since c(·) contains no harmful literals, if li ∈ h(·), then li must not be significant. Thus,
by the union bound, the probability of h(x) = 1 ∧ c(x) = 0
occurring for a sample x ∈ D(|T |), is bounded by
|T |
i=1 li ∈b


 

Px∈D B(li , x) A(li ) ≤ 2|T |

8|T |

=

4

(5)

where D is shorthand for D(|T |) and b  {bi , ¬bi }. Similarly, for h(x) = 0 ∧ c(x) = 1 to hold for a sample x ∈
D(|T |), two events A (li ), B  (li , x) must occur for at least
one of the 2|T | possible literals li :
– A (li ): li ∈ c(·) and li ∈ h(·).
– B  (li , x): If li = bi then xi = 0 and c(x) = 1. If li = ¬bi
then xi = 1 and c(x) = 1.
By the construction of h(·), if li ∈ h(·), then li must not be
harmful. Thus, by the union bound, the probability of h(x) =
0 ∧ c(x) = 1 occurring for a sample x ∈ D(|T |), is bounded

by
|T |
i=1 li ∈b


 

Px∈D B  (li , x) A (li ) ≤ 2|T |

8|T |

=

4

(6)

where as before b  {bi , ¬bi }.
Thus, the probability of error is upper bounded by 4 +
=
4
2 ≤ as wanted. Notice, however, that p0 (li ), pc̄ (li )
are the true probabilities, which we rarely have access to.
Thus, assuming we have at our disposal a corrupt target map
oracle EX(D(|T |), c, η), we are confronted by the question
of whether there exists an upper bound on the cardinality of
an example set that is acquired with such an oracle and is
used to construct h(·), so that for all 0 < , δ < 12 and for all
0 ≤ η < 12 , with probability at least 1−δ, error(D, h, c) ≤ .
Let p̂0 (li ), p̂c̄ (li ) denote the estimated probabilities of p0 (li )
and pc̄ (li ) respectively, assuming these estimates are based
on the proportion of m examples acquired using the corrupt
target map oracle EX(D(|T |), c, η) that satisfy the respective events. Notice that the estimate p̂0 (li ) is independent
of the noise rate η in the oracle and of the binary label of
each example. Lemma 2 below, gives strong hints that if we
sample the oracle a sufficient number of times, we can say
with a minimum degree of confidence that there will be a
bound on the errors of the estimates p̂0 (li ) for any literal li .
Notice, however, that we have not specified bounds on the
error and confidence levels of p̂0 (li ) that would make Theorem 3 hold. We postpone this discussion for Sect. A.2, since
we first need to discuss how we estimate p̂c̄ (li ) with sufficient error and confidence. We now present a well known
result from the literature. We use this result extensively, as a
means of obtaining a sufficient number of feature samples to
reliably localize the desired object instances that are present
in the search space.
Lemma 2 Assume X1 , . . . , Xm is a sample of m independent Bernoulli random variables, where for all 1 ≤ i ≤ m,
m
we have E(Xi ) = p. If p̂ = X1 +···+X
, 0 < δ, < 12 and
m
m ≥ 12 log( 2δ ), then with confidence at least 1 − δ, event
p − ≤ p̂ ≤ p + occurs.
Proof This is readily derived from Chernoff’s bounds
which guarantee that for 0 ≤ ≤ 1, P [|p − p̂| > ] ≤
2 exp(−2m 2 ). If δ denotes an upper bound on P [|p − p̂| >
], then, 2 exp(−2m 2 ) < δ is a sufficient condition on a
range of valid values for δ. But this inequality holds iff
m > 212 log( 2δ ). This implies that, if m ≥ 12 log( 2δ ), with
confidence at least 1 − δ, |p − p̂| ≤ will hold.

We now discuss how we could estimate p̂c̄ (li ) with arbitrarily good error and confidence bounds, assuming we have
at our disposal a corrupt target map oracle EX(D(|T |), c, η).
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As previously indicated, the scene complexity is parameterized by the length l¯ defining the set of scene represen¯ Γ , R1 , R2 ). We first state in Lemma 3 below
tations M(l,
some popular results from the literature, that overview how
the problem could be dealt with if we had at our disposal
an oracle with a non-zero noise rate. These results will be
used in Sect. A.3 when proving Theorem 3 with a simulated corrupt target map oracle EX(D(|T |), c, η). Again, we
have not discussed the selection of the proper error and confidence bounds for p̂c̄ (li ) that would guarantee that Theorem 3 holds, as we postpone the relevant discussion for
Sects. A.2 and A.3.
Lemma 3 Consider some corrupt target map oracle
EX(D(|T |), c, η) defined for a 0 ≤ η < 12 , a concept c :
{0,1}
X|T | → {0, 1} and a target map distribution D(|T |). Let
EX(D(|T |), c) denote the corresponding noise free oracle
{0,1,α}
(η = 0). For x ∈ X|T | , let χz (x, c(x)) be a deterministic
function depending on x, c(x) and whose range is {0, 1}. Let
{0,1,α}
for which χz (x, 0) = χz (x, 1).
X1 consist of all x ∈ X|T |
{0,1,α}

for which χz (x, 0) =
Let X2 consist of all x ∈ X|T |
χz (x, 1). Also let p1 = Px∈D [x ∈ X1 ], where D is shorthand
notation for D(|T |). Finally, let D1 correspond to the conditional distribution of D(|T |) restricted to samples from X1
P
[x∈S]
(in other words, Px∈D1 [x ∈ S] = x∈Dp1
for any S ⊆ X1 ).
If Pχz  Px,a∈EX(D,c) [χz (x, a) = 1], then

Px,a∈EX(D1 ,c,η) [χz (x, a) = 1] − η
1 − 2η



+ Px,a∈EX(D,c,η) χz (x, a) = 1 ∧ (x ∈ X2 )

Pχz = p1

=

Lemma 4 Assume that we know an upper bound 0 ≤
η0 < 12 on the otherwise unknown noise rate η of the corrupt target map oracle EX(D(|T |), c, η). Assume that we
have access to the probabilities p0 (z) for all 2|T | literals z. Also, assume that for any 0 <  , δ  < 12 , and
any of the 2|T | literals z, we can efficiently find estimates p̂1 , P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X1 )],
P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X2 )] so that with confidence at least 1 − δ  , |p1 − p̂1 | ≤  , with confidence at
least 1 − δ  , |Px,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X1 )] −

P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X1 )]| ≤  and with
confidence at least 1−δ  , we have |Px,a∈EX(D,c,η) [(χz (x, a)

= 1) ∧ (x ∈ X2 )] − P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈
X2 )]| ≤  . Then, the exists an algorithm Λ, such that
1
1
for any 0 < ≤ 8|T
| , and any 0 < δ < 2 , Λ outputs
for each of the 2|T | literals z, an estimate P̂χz for Pχz ,
which satisfies |Pχz − P̂χz | ≤ with confidence at least
1 − δ. If each invocation of the oracle takes unit time to
complete, the algorithm has a running time that lies in
Θ(ζ1 ( , |T |, η0 )(6|T |ζ2 (  , δ  ) + ζ2 (  , δ  ))), where  =
δ
 = (1−2η0 ) , δ  = δ  =
27 ,
2
(6|T |+1)ζ1 ( ,|T |,η0 ) , and ζ1 , ζ2

c0 |T |
, and ζ2 (ˆ , δ̂) =
ˆ (1−2η0 )2
1
2
log( ) for some constant c0 > 0 and any 0 < ˆ , δ̂ < 12 .
ˆ2
δ̂
Also the algorithm calls the oracle ζ1 ( , |T |, η0 )(6|T |ζ2 (  ,
δ  ) + ζ2 (  , δ  )) times, which is a polynomial with respect
1
.
to |T |, 1 , 1δ , and 1−2η
0

are defined so that ζ1 (ˆ , |T |, η0 ) =

Px,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X1 )] − p1 η
1 − 2η



+ Px,a∈EX(D,c,η) χz (x, a) = 1 ∧ (x ∈ X2 ) .

could obtain arbitrarily good estimates for the probabilities p1 , Px,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X1 )] and
Px,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X2 )], it is not clear
how to obtain sufficiently good estimates for η so that we
can obtain arbitrarily good estimates for Pχz (recall that the
exact value of η is unknown). The lemma below provides a
solution.

(7)

Proof A proof can be found in Kearns and Vazirani (1994)
and is derived using elementary algebra and the basic Kolmogorov axioms of probability.

Assume z = li for some literal li ∈ {bi , ¬bi } of boolean
{0,1,α}
and
variable bi . Also, assume x = (x1 , . . . , x|T | ) ∈ X|T |
a ∈ {0, 1}. For li = bi , we define χz (x, a) as assuming a
value of one iff xi = 0 and a = 1. For li = ¬bi , we define
χz (x, a) as assuming a value of one iff xi = 1 and a = 1.
By Lemmas 2 and 3 we see that in order to obtain a sufficiently accurate estimate P̂χ z for Pχ z we will need to obtain
sufficiently good estimates p̂1 , P̂x,a∈EX(D,c,η) [(χz (x, a) =
1) ∧ (x ∈ X1 )], P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X2 )],
η̂ for the probabilities p1 , Px,a∈EX(D,c,η) [(χz (x, a) =
1) ∧ (x ∈ X1 )], Px,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X2 )]
and η respectively. While we see that by Lemma 2 we

Proof This is proven by Kearns (1993), where an iterative and efficient hypothesize-and-test algorithm for learning in the presence of noisy statistical queries is described.
The only notable difference is our use of partial concepts, but it is straightforward to see that the results still
hold in our case. We briefly overview the algorithm’s behaviour. The algorithm iterates ζ1 ( , |T |, η0 ) times. For
each of the ζ1 ( , |T |, η0 ) iterations of the loop, the algorithm hypothesizes an estimated value η̂ for η, and based
on this hypothesis, it estimates the probability values described next. For each iteration it uses the target map oracle to acquire ζ2 (  , δ  ) examples for each of the probabilities that we are approximating, as indicated in the
lemma (for a total of 6|T |ζ2 (  , δ  ) examples per iteration), making it possible to recalculate for each iteration the
estimates p̂1 , P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X1 )],
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P̂x,a∈EX(D,c,η) [(χz (x, a) = 1) ∧ (x ∈ X2 )], with error at

most 27 and confidence at least 1 −
for
each probability. Each iteration’s resulting probability estimates are stored in an array. The estimated probabilities that
were just acquired in the current iteration are used to define
a CNF formula h for the current iteration, as the conjunction of all literals z that satisfy p0 (z) > and P̂χz ≤ . Given
the h defined in the current iteration, by calling the oracle
another ζ2 (  , δ  ) times we obtain an estimate for another
probability Px,a∈EX(D,c,η) [h(x) = a], so that the estimate
has an error of at most  and confidence at least 1 − δ  .
This last result is also stored in an array. A procedure that
1
has polynomial running time with respect to |T |, 1 , 1δ , 1−2η
0
is applied to the stored results of these ζ1 ( , |T |, η0 ) iterations to obtain the desired approximation to Pχz for all 2|T |
literals z. This last procedure outputs the desired approximation by choosing the stored result that corresponds to one
of the ζ1 ( , |T |, η0 ) hypothesized values for η̂, which minimizes a certain error metric, thus allowing us to also output
the optimal η̂ that is sufficiently close to η.

δ
(6|T |+1)ζ1 ( ,|T |,η0 )

The above lemma allows us to circumvent the problem
of not knowing the noise rate η in Eq. (7), as long as we
estimate the above described probabilities with sufficient error and confidence, by using a sufficient number of examples (Lemma 2). An advantage of the above algorithm is
that there is no need to know apriori the upper bound η0 ,
as it can be efficiently discovered, (through a binary search
1
for example), since by assumption 1−2η
is bounded by a
polynomial function of |T |, 1 , 1δ , n4 and the hypothesized η̂
minimizes a certain error metric. For simplicity, and without
any loss of generality, we assume to a priori know such an
upper bound η0 .
A.2 Estimating the Significant and Harmful Literals’
Probabilities with a Corrupt Target Map Oracle
As discussed in Sect. A.1, for each literal li we determine
with a minimum degree of confidence, whether the literal
is significant and harmful. We need to show that for all
0 < , δ < 12 and for all 0 ≤ η < 12 , if the above minimum
confidence levels are chosen to be sufficiently high, a candidate hypothesis h for the object localization problem (Theorem 3) that is formed as a conjunction of all significant
literals that are not harmful, can satisfy with confidence at
least 1 − δ, error(D(|T |), h, c) ≤ , where c and h are the
partial oracles of the target concept c ∈ C|T | and a concept
|T |
h ∈ i=0 C i respectively.
In Sect. A.1 we defined p̂0 (·) and p̂c̄ (·) and outlined
some of the approaches for calculating them, assuming we
had at out disposal a corrupt target map oracle EX(D(|T |),
c, η). Notice, however, that Theorem 3 does not assume that

such an oracle is at our disposal. So we also need to discuss
a methodology for simulating a corrupt target map oracle.
As indicated in Sect. A.1, the confidence in using p̂0 (li )
to approximate p0 (li ) (for any i ∈ {1, . . . , |T |} and any
li ∈ {bi , ¬bi }) is independent of the noise rate η. Thus, by
Lemma 2 we know that for all 0 < δz , z < 12 , (where for notational convenience z = li ) if we use the corrupt target map
oracle EX(D(|T |), c, η) to acquire 12 log( δ2z ) examples, and
z
use these examples to estimate p0 (li ), then with confidence
at least 1 − δz the error in using p̂0 (li ) to estimate p0 (li )
will be less than z . By Lemma 2, if for a literal li and some
0 < ˆz < 12 our estimates p̂0 (·) indicate that p̂0 (li ) ≤ ˆz , then
p0 (li ) ≤ ˆz + z with probability at least 1−δz . Equivalently,
p0 (li ) > ˆz + z with probability at most δz .
However, the confidence in using p̂c̄ (li ) to approximate
pc̄ (li ) is dependent on the oracle’s largely unknown noise
rate η, and thus its known upper bound η0 has to be taken
into account when estimating a sufficient number of examples that must be returned by the corrupt target map oracle EX(D(|T |), c, η) so that Theorem 3 is satisfied. To
this extent, by Lemmas 3 and 4, we know that for all
0 < δz , z < 12 , we can use the corrupt target map oracle
EX(D(|T |), c, η) to acquire ζ1 ( z , |T |, η0 )(6|T |ζ2 (  , δ  ) +
0)
and
ζ2 (  , δ  )) examples—where  = 27z ,  = z (1−2η
2
δ  = δ  = (6|T |+1)ζδ1z( z ,|T |,η0 ) as per Lemma 4—so that with
confidence at least 1 − δz , the error in using p̂c̄ (li ) to estimate pc̄ (li ) is at most z . Thus, if for a literal li and some
0 < ˆz < 12 our estimates p̂c̄ (·) indicate that p̂c̄ (li ) ≤ ˆz , then
pc̄ (li ) ≤ ˆz + z with probability at least 1−δz . Equivalently,
we can rephrase this by noticing that pc̄ (li ) > ˆz + z with
probability at most δz . In the remainder of this section and in
δ
Sect. A.3, we will show that ˆz = 8|T | , z = 8|T | , δz = 4|T
|

suffice when using a simulated oracle EX(D(|T |), c, η).
We saw in Sect. A.1 that within the context of Theo|T |
rem 3, if c ∈ C|T | and h ∈ ∪i=0 C i , then an error under partial
concept h could occur if and only if h(x) = 1 ∧ c(x) = 0
or h(x) = 0 ∧ c(x) = 1 occurs. As it was previously indicated, h(x) = 1 ∧ c(x) = 0 can only occur by a literal
in c(·) that evaluates to zero under x and does not exist in
h(·). Similarly, the occurrence of event h(x) = 0 ∧ c(x) =
1 implies the existence in h(·) of a literal which is absent in c(·) which also evaluates to zero under x. Notice that for an arbitrary hypothesis h, the occurrence of
event error(D, h, c) > implies the occurrence of event
{Px∈D [A(li ), B(li , x)] > 4|T | } ∪ {Px∈D [A (li ), B  (li , x)] >
4|T | } for at least one of the 2|T | literals z = li that could
be formed over the |T | cells constituting the target map.
It is easy to see that this is the case, because, otherwise,
for all literals the events {Px∈D [A(li ), B(li , x)] ≤ 4|T | }
and {Px∈D [A (li ), B  (li , x)] ≤ 4|T | } occur, implying that
error(D, h, c) ≤ as we saw in Sect. A.1. Assume Ph [·]
denotes the probability of an event that depends on a hypothesis h, with h constructed using the methodologies
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previously described which output the approximation to a
conjunction of significant literals that are not harmful. We
want to show that for 0 < , δ < 12 , we can use a corrupt
partial oracle EX(D, c, η) so that Ph [error(D, h, c) ≤ ] ≥
1 − δ. Equivalently, we want to show that Ph [error(D, h,
c) > ] ≤ δ. By the previous argument, Ph [error(D,
h, c) > ] ≤
li Ph [{Px∈D [A(li ), B(li , x)] > 4|T | }] +
 (l ), B  (l , x)] >
P
[{P
[A
i
i
li h
x∈D
4|T | }], where the summations are taking place over the 2|T | possible literals li .
But also notice that Px∈D [A(li ), B(li , x)] ≤ Px∈D [B(li , x)|
A(li )]. Furthermore, we have Px∈D [A (li ), B  (li , x)] ≤
Px∈D [B  (li , x)|A (li )]. Thus, to prove Theorem 3 it suffices
to show that for all literals li , it is possible to use a corrupt partial oracle EX(D, c, η) so that Ph [{Px∈D [B(li , x)|
A(li )] > 4|T | }] ≤ 4|Tδ | and Ph [{Px∈D [B  (li , x)|A (li )] >
δ
4|T | }] ≤ 4|T | ,

since then Ph [error(D, h, c) > ] ≤ δ. As we
will see next, the constraints set upon the construction of h,
implicitly define the distribution out of which h is sampled.
We will see in Sect. A.3 that because we are simulating the
oracle (implying that for some invocations, the oracle might
return invalid examples which do not satisfy the oracle’s
properties), we must enforce stricter bounds on the confidence levels of p̂0 (li ), p̂c̄ (li ), as compared to when all the
examples used to estimate these probabilities are acquired
from a non-simulated oracle.
Assuming we have at our disposal a non-simulated
corrupt target map oracle EX(D, c, η), where c corresponds to the target map cells containing the centroids
of the single-template-objects, we can construct approximation functions p̂0 (·), p̂c̄ (·) as previously described. By
2
|
Lemma 2, if we acquire at least (8|T2|) log( 16|T
δ ) examples to estimate p0 (li ) for each li , and include in h any
literal li satisfying p̂0 (li ) ≤ 8|T | , then with confidence at

δ
most 8|T
| , p0 (li ) > 8|T | + 8|T | = 4|T | for any literal li
that is absent from hypothesis h(·) but present in c(·),
δ
which implies Ph [{Px∈D [B(li , x)|A(li )] > 4|T | }] ≤ 8|T
|.
As pointed out earlier, it is possible to use Lemma 2
because the problem of estimating the significant literals does not depend on the noise rate η. So we see that
2
|
m1 = 2|T | (8|T2|) log( 16|T
δ ) examples suffice to estimate
p0 (li ) for all the 2|T | literals. Similarly, from Lemmas 3
1
 = (1−2η0 ) · 1 ,
and 4 we see that if  = 27 · 8|T
|,
2
8|T |
|
δ  = δ  = (6|T |+1)ζδ/8|T
, and we acquire m2 =
1 ( /8|T |,|T |,η0 )
ζ1 ( /8|T |, |T |, η0 )(6|T | + 1) max(ζ2 (  , δ  ), ζ2 (  , δ  )) examples from EX(D, c, η) to produce the estimates p̂c̄ (li )
(for all 2|T | literals li , by using the algorithm overviewed in
Lemma 4), then, if any literal li in h satisfies p̂c̄ (li ) ≤ 8|T | ,

we know that with confidence at most 8|Tδ | we will have
pc̄ (li ) > 8|T | + 8|T | = 4|T | for any literal li present in h(·)
but absent from c(·). In other words, Ph [{Px∈D [B  (li , x)|
δ
A (li )] > 4|T | }] ≤ 8|T
| , as wanted. These stricter bounds im-

ply that Ph [error(D, h, c) ≤ ] ≥ 1 − 2δ . As we show next,
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these stricter bounds on the confidence are needed because
we are simulating the oracle EX(D, c, η). We leave it as a
simple exercise for the reader to notice that m2 is upper
1
bounded by a polynomial function of |T |, 1 , 1δ and 1−2η
.
0
A.3 Simulating a Corrupt Target Map Oracle with a
Purposive Sampling Strategy
In the previous section we showed that as long as we know
an upper bound 0 ≤ η0 < 12 on the true noise rate η of
EX(D, c, η), it suffices to acquire m1 + m2 examples from
a corrupt target map oracle EX(D(|T |), c, η) so that for any
c ∈ C|T | , within time Θ(m1 + m2 ) we can find a hypothe|T |
sis h ∈ i=0 C i that satisfies error(D, h, c) ≤ with confidence at least 1 − 2δ . Notice that m1 and m2 , as defined in
the previous section, are polynomial functions of |T |, 1 , 1δ
1
and 1−2η
. We now wish to investigate the conditions under
0
which, the tools that Theorem 3 states we have at our disposal, allow us to simulate a corrupt target map oracle for
each one of its m1 + m2 invocations.
For notational simplicity, let p correspond to the true
value of any one of the 6|T | + 1 probabilities that need to be
approximated during each of the ζ1 ( , |T |, η0 ) iterations of
Lemma 4. Similarly, let p̂(η; m3 ) denote a random variable
of the approximation to the probability p, built using m3 examples acquired from the oracle, as per Lemma 2. Let p =
δ/4|T |
(1−2η0 ) 1
1
min( 27 8|T
|,
2
8|T | ) and δp = (6|T |+1)ζ1 ( /8|T |,|T |,η0 ) .
Notice that this p is sufficiently small to guarantee that
for any of the 6|T | + 1 probabilities that are estimated during each iteration of Lemma 4, the desired error and confidence bounds will be satisfied. As discussed in the previous
section, we want to simulate the corrupt target map oracle
so that P [|p̂(η; m3 ) − p| > p ] ≤ δp where P [|p̂(η; m3 ) −
p| > p ] denotes the probability that the random variable
p̂(η; m3 ) satisfies the event |p̂(η; m3 ) − p| > p . Define the
event Az (m3 ) as follows:
– Az (m3 ): All m3 examples used to calculate p̂(η; m3 ) are
sampled from EX(D(|T |), c, η).
Thus, we see that by Baye’s theorem and by conditioning on Az (m3 ) and its negation, P [|p̂(η; m3 ) − p| > s ] ≤
P [{|p̂(η; m3 ) − p| > s }|Az (m3 )] + P [¬Az (m3 )].
Thus, by Lemma 2, and as previously derived, we see
that if m3 =  12 log( δ4p ) then P [{|p̂(η; m3 ) − p| > p } |
p

Az (m3 )] ≤

δp
2 . So it suffices to describe an algorithm so that
δ

P [¬Az (m3 )] ≤ 2p holds, since then P [|p̂(η; m3 ) − p| >
s ] ≤ δp . This will show that we can successfully simulate

the corrupt target map oracle given the tools that we can assume to have at our disposal by Theorem 3. Define event
Ez (i, m3 ) as follows:
– Ez (i, m3 ): The ith of the m3 examples used to calculate
p̂(η; m3 ) is not sampled from EX(D(|T |), c, η).
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 m3
We can see that P [¬Az (m3 )] = P [ i=1
Ez (i, m3 )] ≤
m3
P
[E
(i,
m
)].
We
will
show
that
with
a purposive
z
3
i=1
sampling strategy we can efficiently sample the search space
δ
so that P [Ez (i, m3 )] ≤ 2mp3 for i = 1, . . . , m3 , and for all the
2|T | possible literals z.
|T |
1
Let η0 = |Tη | . Notice that 1−2η
 = |T |−2η and that
0

1
1
≤ 1−2η
≤ 1−2η
if η0 is an upper bound on the noise
0
rate η of the corrupt target map oracle. Thus, we see that
1
if we present an algorithm that with respect to 1−2η
 has a
1
|T |−2η

0

1
polynomial running time, the contribution of 1−2η
 to the
0
running time will also be polynomial in terms of |T | and
1
1−2η0 . We will provide an algorithm that allows us to sample the search region of each of the |T | target map cells, in
order to determine with an error of at most η0 and with a
δ
confidence of at least 1 − 2m3p|T | whether the cell contains
or not the centroid of any instance of the k single-templateobjects O(t1 ), . . . , O(tk ) that constitute the object we are
searching for. Equivalently, for each cell j , the algorithm
will output a literal lj = bj if the algorithm has deduced that
cell j contains an instance of the object, and will output literal lj = ¬bj if the algorithm has deduced that cell j does
not contain an instance of the object. For each literal lj that
δ
is output, with confidence at least 1 − 2m3p|T | , and with an
independent probability of error of at most η0 , literal lj is incorrect, and the correct literal is ¬lj . Then, we see that with
δ
confidence at least 1 − 2mp3 concept ĉ = l1 ∧ l2 ∧ · · · ∧ l|T | denotes a |T | − CNF formula which is incorrect in at least one
of its literals with a probability of at most η0 |T | = η < 12 . We
can thus use ĉ to simulate EX(D(|T |), c, η): For every sample x output by D(|T |), and assuming ĉ is the partial concept
of ĉ, we output x, ĉ(x), which is equivalent to acquiring
an independent sample from oracle EX(D(|T |), c, η), since
as we will see, the label of each example x, ĉ(x) is independently corrupted with probability at most η, as desired.
Notice that we cannot output ĉ as our final answer, since
we have no guarantees that it satisfies the given error and
confidence constraints of Theorem 3 for an arbitrary target
map distribution D(|T |): On a randomly created ĉ and for
any li ∈ ĉ, the probability that li is the correct literal for
cell i, does not necessarily lie in ( 12 , 1], due to the effect on
the total probability of error that is induced by the confiδ
dence bound 2m3p|T | and the error rate η0 defined above. The
unknown noise rate of the corrupt feature detection oracle,
whose value does not depend on , further complicates the
problem.
As indicated in Theorem 3, we assume that the object
detection concept class contains objects that are composed
of single-template-objects of the form O(t) = (F (t), D(t),
(t), Go1 (t) , Po2 (t) , So3 (t) , Lt , θt ), where o1 (t), o2 (t), o3 (t)
are upper-bounded, for any single-template-object t we are
dealing with. As per Definition 31 and Theorem 3, we

are provided with a sensor Γ = (Gn1 , Pn2 , Sn3 , V n4 , φn2 ,Lt ,
+Lt
γ (|Pn2 | 3 Lt )) (where n2 = 3 lg(2 Lc2L
 + 1), Lt =
t
1

1

(|Po2 (t) | 3 − 1)Lt , n1 = o1 (t) and n3 = o3 (t)) that defines
¯ Γ , R1 , R2 ))
the object detection concept class C(Γ , M(l,
containing the object detection concept whose translated
instances we wish to localize in the search space. Notice
that the encoding length of any feature position lying in the
search space SSP, is n2 ∈ O(n2 + lg(|T |)).
As previously discussed, we want to demonstrate that
δ
P [Ez (i, m3 )] ≤ 2mp3 , assuming z = lq for q ∈ {1, . . . , |T |},
lq ∈ {bq , ¬bq }. We previously indicated that it suffices to
provide an algorithm which discovers for each of the |T |
δ
cells, with confidence at least 1 − 2m3p|T | and with error at most η0 , whether the cell has any instance of the
δ
k single-template-objects lying inside it. Let δs = 2m3p|T | .
Within the context of Theorem 3, and by using a purposive sampling strategy, consider the use of active sensors
Γ  (Γ, Γ , D(Vn ), j ) for each j ∈ {1, . . . , |T |}, where D(Vn )
assigns a uniform distribution to each sensor state in Vn ,
to obtain a certain number of samples. Let c1 = |Gn1 | ·
|Pn2 | · |Sn3 | denote the number of features in each cell’s
search space. Furthermore, let B denote the elements in Pn2
which map into the cell volume γ (Lc ) under φn2 ,Lt . Also let
c2 = |B| ≈  LLct + 13 denote the number of elements in B.
Notice that c2 ≤ c1 . By Theorem 1, we see that if we acquire
m4 = Θ( c10 log( δ3s ) + c1 d0 1 log( c01 )) samples using this active
¯ Γ , R1 , R )], and since we
sensor, where d1 = VCD[M1 (l,
1
are sampling with a uniform probability distribution, then at
least (1 − δ3s ) × 100 percent of the time we will have acquired enough samples so that our visibility algorithm can
create a “sufficiently good” invertible visibility representation σ1 ∈ {0, 1}l . This representation subsumes the bounding
boxes of any of the single-template-objects that are centred
anywhere in cell j , so that with confidence at least 1 − δ3s ,
concept hα  R1 (σ1 ) is incorrect on at most c01 × 100 percent of all the sensor states which map into features lying
in the search space of cell j . This in turn implies that for
any one of the c1 features, at most 0 × 100 percent of the
sensor states from which the feature can be sensed, map to
an incorrect visibility truth label under concept hα . Notice
that c1 grows at an exponential rate if n1 , n2 and n3 are allowed to grow without a bound, which is why in Theorem 3
we assume the polynomial upper bound for c1 . In practice
this means that the value of c1 will have to be fairly “small”
in that is does not grow very fast as the overall search space
size increases. In other words, the region or cell search space
where we attend to in order to construct a representation,
has to be fairly small in terms of the encoding length of the
features it contains. As we will see later, if all features are
always visible, the problem is simplified and we do not need
to place this upper bound on n1 , n2 , n3 .
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As previously discussed, for the k single-templateobjects O(t1 ), . . . , O(tk ) defining the object we are searching for, we can associate single-template-object detection
concepts ct1 , . . . , ctk which are equal to 1 iff any instance of
the corresponding single-template-object is centred somewhere in volume γ (Lc ). The disjunction of these concepts
(cunion = ct1 ∨ · · · ∨ ctk ) defines the object whose translated
instances we are searching for. For each single-templateobject ty (where y ∈ {1, . . . , k}), we are provided with a
distribution D(ty ) defining the distribution with respect to
which the features in F (ty ) are sampled when determining
the presence of the single-template-object. Let v c ∈ V n4 be
some arbitrary constant element. Furthermore, let p  ∈ Pn2
denote any feature position which satisfies φn2 ,Lt (p  ) ∈
γ (Lc ). We define a sensor state distribution D (ty , Vn , p  )
(where y ∈ {1, . . . , k} denotes a single-template-object), so
that the probability of sampling (g, p, s, v c ) ∈ Vn from distribution D (ty , Vn , p  ) equals the probability of sampling
(g, p  , s) from D(ty ), where p  = φo−1
(φn2 ,Lt (p) −
2 (t),Lt
φn2 ,Lt (p  )). Of course if φn2 ,Lt (p) − φn2 ,Lt (p  ) does not
belong to the domain of φo−1
then, the probability of
2 (t),Lt
sampling (g, p, s, v c ) is zero. In other words, any sample
vector returned by D (ty , Vn , p  ) is guaranteed to contain
v c as its fourth vector entry. Notice that λ(D (ty , Vn , p  ))
denotes the distribution which returns the feature corresponding to any sensor state returned by D (ty , Vn , p  ). Furthermore, let P  assign a uniform probability of c12 to every element in B. We can use the invertibility of the representation σ1 that was just derived, to define a function
inv(f, σ1 ) which returns a sensor state in Vn from which
feature f ∈ Gn1 × Pn2 × Sn3 is visible according to σ1 (if
one exists). Otherwise, inv(f, σ1 ) returns an arbitrary sensor state in Vn which maps to feature f according to λ(·).
Then, we see that inv(λ(D (ty , Vn , P  )), σ1 ) is a distribution/random variable returning sensor states which map to
features positioned inside object bounding boxes centred in
γ (Lc ).
Let Y be a uniform random variable over {1, . . . , k} and
assume Y is independent of P  such that ∀y ∈ {1, . . . , k}
and ∀p  ∈ B, P [Y = y, P  = p  ] = kc12 . Assume that for
any target map cell j , we have at our disposal the active sensor Γ  (Γ, Γ , inv(λ(D (tY , Vn , P  )), σ1 ), j ) and the

corresponding feature detection oracle EX(Γ  , μα , μ , ηs )
where (μα , μ ) is the unknown target scene defined in

Theorem 3, and ηs is the unknown noise-rate of Theorem 3. Furthermore, assume that whenever the oracle returns an example labelled with an α (i.e., a ‘not visible’
label), we change the label to a zero (a ‘feature not present’
label). By Lemma 5, since P  , Y are uniform and independent, and since we are using an 0 -occluded scene
representation, we see that if we acquire at least m5 =
c2 k
c2 k
2 kd2
Θ( ccam
log( δ3s ) + cccam
log( ccam
)) examples (where
m
m
m
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m = min{ (t1 ), . . . , (tk )}), we will have built a representation σ2 using Λfb , so that with confidence at least 1 − δ3s ,
and ∀y ∈ {1, . . . , k}, ∀p  ∈ B, the feature binding concept
h  R2 (σ2 ), is incorrect with respect to the target scene μ
with a probability of at most ccam (ty ) on a random sample
from λ(D (ty , Vn , p  )), assuming a noise free feature detec¯ Γ , R2 , R )]. Thus,
tion oracle and that d2 = VCD[M2 (l,
2
the representation σ2 is of sufficiently high quality to detect
any instance of a single-template-object that is centred anywhere in cell j (see Definition 37). Notice that since c2 is
constant for constant cell sizes and constant sampling distances Lt1 , . . . , Ltk , then m5 is a polynomial function of k,
1 1
1
1
, δ , 1−2η
, |T |, 10 , ccam
, (t11 ) , . . . , (t1k ) . Notice that the
0

smaller d2 is with respect to n1 , n2 , n3 , n4 , l, the smaller m5
becomes. While n4 does not affect the input lengths for feature binding concepts, it affects feature visibility and consequently it affects the presence of features in the scene, so it
is important that d2 grows slowly with n4 . Ideally there is
very little occlusion in the scene and n4 does not affect d2
significantly.
Assume that for target map cell j we have built feature binding representation σ2 ∈ {0, 1}l . Thus, we see, as
described
probability at most δ3s the
 in Sect. A.1, with


event
y,p  {error(inv(λ(D (ty , Vn , p )), σ1 ), R(σ2 ), μ) >
ccam (ty )} will hold, where μ is the true feature binding concept that generated the features in cell j ’s search
space, y ∈ {1, . . . , k} and p  ∈ B. That is, with probability at least 1 − ( δ3s + δ3s ) = 1 − 2δ3s , we will have built
a representation σ1 and a representation σ2 that includes
a sufficient number of features so that any instance of an
object centred somewhere in cell j is detectable. For any
0 < η1 < 12 , we see that if the corrupt feature detection ora1
, then with probability
cle’s noise rate is bounded by (m4η+m
5)
at most η1 , there will be an error in the labels of one of the
training set’s labels. To put it differently, if s = m4 + m5
in Theorem 3, then with probability at least 1 − η1 , the
feature representation built will not have used an incorrectly labelled training example. A final observation is that
¯ Γ, R1 , R )], VCD[M2 (l,
¯ Γ, R2 , R )] were
if VCD[M1 (l,
1
2
¯ n1 , n2 ,
exponential functions of their input parameters l,
1
would be
n3 , n4 , the above described error bounds (m4η+m
5)
significantly smaller (since m4 + m5 would be larger), thus
making related vision algorithms significantly more fragile. This demonstrates the need for “easy” scene representations, in order to mitigate the inevitable errors of low-level
feature detectors in challenging scenes (e.g., ‘camouflaged’
objects).
Assume that before the search starts, we have at our
disposal a sequence of c3 = |T |(m1 + m2 ) object detection concept representations σ1 , . . . , σc3 ∈ Hg(l;p) with independent errors (see Theorems 2 and 3), that can detect any instance of the ccam -camouflaged single-templateobjects O(t1 ), . . . , O(tk ) (i.e., can approximate cunion ), assuming the algorithms are given as input the appropriate
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scene representation. Assume the c3 object representations
were trained on random scene samples from distribution
¯ Γ , R1 , R2 )) (see Definition 39 and Theorem 3)
D(M(l,
so that for all i ∈ {1, . . . , c3 }, and with a confidence of at
least 1 − δ3s , the resulting classification error of object detection concept Rclassifier (σi ) is less than or equal to ηr2
for some 0 < η2 < 12 , where function r > 1 was defined in
Definition 39 and Theorem 3. Notice that since r is a polynomial function of |T |, 1 , 1δ , n1 , n2 , n3 and n4 , the training is slowed down at most by a factor of Θ(r log(r)) due
to r (see Theorem 1), which is the price we pay for making the detectors capable of generalizing on target scene
distributions that are not identical to the training distributions. It is easy to see that on a randomly generated target scene from D(F, r) (see Theorem 3), the detection error
on the correct/ground-truth representation corresponding to
any target map cell’s search space, is at most η2 with confidence at least 1 − δ3s . If for each one of the |T |(m1 + m2 )
times we need to build a representation of the features in
the search space of one of the |T | cells, we use a distinct
object detection concept representation (out of the set of c3
detectors) to detect whether the cell contains at least one of
the k possible single-template-objects, the classification errors will remain independent. Notice however, that the above
argument does not take into consideration the fact that we
do not have access to the ground truth representation of the
generated target scene, and we instead have to approximate
the target scene representation by acquiring random samples (acquired with an active sensor) and applying a feature binding algorithm on these samples to build a good
enough scene representation to detect any of the k singletemplate-objects, as previously described. This can change
the distribution of scene representations we have at our disposal. This problem is circumvented as follows. During the
training of the c3 detectors, for each random sample ac¯ Γ , R1 , R2 )), we build a representation
quired from D(M(l,
for the random search region using the corresponding active sensor Γ  (Γ, Γ , inv(λ(D (tY , Vn , P  )), σ1 ), j ), as previously described: by acquiring with the active sensor the
same number of m5 samples as would be acquired during
on-line search, and by retaining the representations which
m
indeed have an error of at most ccam
c2 k , we can provide the
object detection learning algorithm with a sufficient number of labelled scene representations so that with confidence
at least 1 − δ3s the detector has a classification error of at
most ηr2 on such a random representation. For a target scene
sampled from D(F, r), consider the approximated representation for a cell search region in this target scene. Given
that the constructed representation from the target scene also
satisfies the same error constraints, we see that if this constructed representation is provided as input to one of the c3
constructed detectors, then with confidence at least 1 − δ3s ,
the classification error for the existence of one of targets
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t1 , . . . , tk in the cell is at most ( ηr2 )(r) = η2 . We see that this
error bound holds since the object detector is trained by uniformly choosing a y ∈ {1, . . . , k} which defines the sampling
distribution with respect to which the search space is sampled (see Lemma 5). In other words, since we use one object
detector for each of the |T |(m1 + m2 ) times that we need
to invoke corrupt target map oracle EX(D(|T |), c, η), then
m = c3 in Theorem 3 suffices. This shows that with a purpoδ
sive sampling strategy we can achieve P [Ez (i, m3 )] ≤ 2mp3
∀i ∈ {1, . . . , m3 }, as wanted.
Thus, we see that for each of the |T |(m1 + m2 ) times we
call an object detection oracle, with confidence at least 1 −
δp
2m3 |T | the worst case classification error is upper bounded
by η1 + η2 (see Theorem 3), and by Lemma 1 we see that
the classification error is also independent for each invocation of the corrupt target map oracle simulation. That is, as
η0
long as the noise-rates satisfy η1 + η2 ≤ η0 = |Tη | ≤ |T
| , we
can successfully simulate the corrupt target map oracle with
a noise-rate that is upper bounded by η0 , as desired. For exη
ample η1 = η2 = 2|T
| gives sufficiently good bounds. We,
η0
thus, notice that the smaller |T | is, the larger |T
| is, posing
fewer restrictions on how good feature detection and each
object detector must be. Notice that while a decrease in η2
in general speeds up the on-line recognition speed, it also
leads to an increase in the number of samples needed to
train the corresponding object detectors, since then the error bound is η2 and the training speed scales at a rate of η12
1
(Theorem 1) rather than a rate of 1−2η
. In conclusion, we
2
have proven Theorem 3, where the total number of times
that the active sensor needs to be called (due to an invocation of the corrupt feature detection oracle) is given by
|T |(m1 + m2 )(m4 + m5 ).

Lemma 5 Let 0 ≤ ≤ 1 and assume E(i) denotes an event
that depends on the value of i ∈ {1, . . . , N }. If R is a random variable, with a uniform distribution over {1, . . . , N},
then P [E(R)] ≤ N implies that for all i ∈ {1, . . . , N},
P [E(R)|R = i] ≤ .
Proof By Baye’s theorem P [E(R)] = N
i=1 P [E(R)|R =
i]P [R = i]. Since R has a uniform distribution, P [R = i] =
N
1
i=1 P [E(R)|R = i]P [R = i] ≤ N
N for all i. Thus if
N
then i=1 P [E(R)|R = i] ≤ which implies that for all
i ∈ {1, . . . , N }, P [E(R)|R = i] ≤ .

We are now in a position to define and prove the object
recognition problem, using our proof of Theorem 3.
Theorem 6 (The Object Recognition Problem is Efficiently
Learnable Under a Purposive Sampling Strategy) Consider
N sets Ok1 , . . . , OkN , where for every i ∈ {1, . . . , N}, set
Oki contains ki single-template-objects that define an object
i
¯ Γ , R1 , R2 )), as per
detection concept cunion
∈ C(Γ , M(l,
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¯ Γ , R1 , R2 )) in Theorem 3.
the formulation of C(Γ , M(l,
If we expand Theorem 3 by adding the task of determining for all i ∈ {1, . . . , N} and under target map distribution
Di (|T |), the target map cells where at least one instance of
a single-template-object contained in Oki is centred, then
under a purposive sampling strategy, the problem is efficiently learnable. We assume that the usual polynomial upper bounds on N , k1 , . . . , kN apply.
Proof The problem is solvable by applying N times the localization algorithm described in Appendix A. In more detail, for each cell j ∈ {1, . . . , |T |} in the target map, let us define N boolean variables {bj , bj +|T | , . . . , bj +(N −1)|T | }. Let
{0,1,α}
us define distribution D(N|T |) over set XN |T | , where the
probability of sampling x = (x1 , . . . , xN |T | ) ∈
D(N|T |) equals the probability of independently sampling
1 ) ∈ D (|T |), . . . , xN = (x N , . . . , x N ) ∈
x1 = (x11 , . . . , x|T
1
|T |
|
1
DN (|T |) such that ∀j ∈ {1, . . . , |T |} we have that xj =
xj1 , xj +|T | = xj2 , xj +2|T | = xj3 , . . . , xj +(N −1)|T | = xjN . It
is straightforward to see that by using the algorithms
discussed in Appendix A, and for each object Oki , we
can find a |T |-CNF formula fi , consisting of conjunctions of literals corresponding to the boolean variables
{b1+i|T | , b2+i|T | , . . . , b(i+1)|T | }, so that with confidence at
most Nδ , the probability that the error of fi (the error in localizing object Oki ), under distribution D(N |T |), is greater
than N . But if we let h = f1 ∧ f2 ∧ · · · ∧ fN , then with
confidence at least 1 − δ the error of h under D(N|T |) is at
most , as wanted.


Appendix B: The Effects of a Passive Sampling
Strategy on the Problem Complexity
We describe a passive sampling strategy to the object localization and recognition problem, that allows us to highlight the difficulties that arise if we do not follow a purposive approach to the sampling strategy. We consider a worst
case scenario, where none of the cell search spaces intersect each other, thus maximizing |Pn | in extended sensor
2
Γ (i.e., lg(|Pn |) = Θ(n2 + lg(|T |))).
2
As per Theorem 4, under a passive sampling strategy for
the object localization problem, we have access to a single
active sensor given by Γ  (Γ, Γ , D(Vn ), P  ). Under a passive sampling strategy we have little purposive control over
the features sampled by the sensor, since any feature and
any sensor state in the search space has an equal chance
of being sampled for each invocation of the active sensor,
due to the uniform sensor state distribution D(Vn ), due to
the uniform distribution of P  , and because none of the cell
search spaces intersect. The question arises as to how this
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affects the efficiency of the corrupt target map oracle simulation. We demonstrate that the inability to control the sampling strategy by the use of prior knowledge, can add a significant layer of complexity to simulating the oracle with
the desired error and confidence bounds described in previous sections. This provides good evidence that the addition of at least a certain degree of purposiveness in a search
strategy can lead to significant improvements in search
efficiency. Notice that empirical evidence from previous
work (Rimey and Brown 1994; Wixson and Ballard 1994;
Andreopoulos et al. 2011) demonstrates significant differences in the search efficiency between purposive and passive
sampling strategies.
Assume we want to simulate an invocation of a corrupt target map oracle EX(D(|T |), c, η) so that for all
2|T | literals z = lq ∈ {bq , ¬bq }, q ∈ {1, . . . , |T |}, we have
δ
P [Ez (i, m3 )] < 2mp3 , as defined in Sect. A.3. We can approach the problem of determining a good visibility representation in two ways. We could sample the entire generated scene until we are guaranteed with confidence at least
δ
1 − 6mp3 , that the visibility error is at most |T |c0 1 , where |T |c1
is an upper bound on the total number of features lying in
our search space. Similarly to the purposive sampling strategy, this would guarantee that for any given feature, at most
0 × 100 percent of the sensor states which map to that feature, have an incorrect visibility in the constructed representation. By Lemma 6 below, we see that the VC-dimension
of such a scene has a tight upper bound determined by a
function that grows linearly with |T |. By Theorem 1 we see
that the necessary number of samples for a scene with VCdimension d and error 0 < < 12 is at least Θ( d ), implying
that we need a number of samples that grows at least as fast
as the VC-dimension of the search space. Section 4 shows
however, that, constructing a single representation (whose
size grows as |T | grows) for an arbitrarily large scene (e.g.,
as |T | grows), can lead to a fragile object detector.
Alternatively, and as we did with the purposive sampling
strategy, we could invoke the active sensor a sufficient number of times so that with confidence at least 1 − δ3s (recall
δ

δs = 2m3p|T | ) we have independently and uniformly sampled
inside any given cell j ∈ {1, . . . , |T |} a sufficient number
of times to obtain a good local representation of each cell
search space. By Lemma 7 below we see that log( 1δ )|T | + 1
samples suffice to obtain with a confidence of at least 1 − δ
(for any 0 < δ < 12 ) a sample from inside a given target map
cell’s search space. By Theorem 1, we see that if we sample m6 = Θ( c01 log( δ3s ) + c1 d0 1 log( c01 )) times inside a given

cell search space, with confidence at least 1 − δ3s we will
have constructed a representation that allows us to determine
the visible features of each viewpoint sufficiently accurately.
Thus, by Lemma 7, if under the passive sampling strategy
6
we call the active sensor m7 = log( 3m
δs )|T | + 1 times, with
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confidence at least 1 −

δs
3m6

we have sampled inside a given
6
m6 m7 = m6 log( 3m
δs )|T | + m6

cell search space once. Thus,
calls of the active sensor suffice so that with confidence at
least 1 − δ3s we have a visibility representation of the desired
cell, similar to the algorithm described in Sect. A.3.
Notice that the above use of a passive sampling strategy increases the best known lower bound on the sufficient
number of samples for constructing the representation of a
6
cell search space, by a factor of at least log( 3m
δs )|T | + 1,
since m6 > m4 , which is a non-trivial value. Unfortunately,
in contrast to the purposive sampling strategy, we cannot use
the constructed visibility representation to guide the sensor, since by definition, a passive sampling strategy uniformly samples every sensor state. Furthermore, construction of the feature binding representation requires binary labelled examples as to the presence or absence of the respective feature—recall that the feature detection oracle returns a
ternary label from set {α, 0, 1}, and we do not have access to
a distinct oracle for each of the visibility and feature binding
concept classes.
The greatest difficulty from a complexity-wise perspective, arises in determining the feature binding representation
δs
, for each
(see Sect. A.3) with a confidence of at least 1 − 3k
of the k single-template-objects whose translated instances
we are searching for. The difficulty lies in that we associate a
sampling distribution D(ty ) with the features F (ty ) of each
single-template-object ty . Our active sensor does not allow
us to adjust the sampling distribution since by definition, it
samples each sensor state in Vn with a uniform distribution
and it samples inside each target map cell with a uniform
distribution P  . This gives rise to the question of how the
upper bound on the necessary number of samples is affected.
Notice that the purposive sampling strategy allows us to
observe a feature from its visible viewpoints, when constructing the feature binding representation. The use of a
passive sampling strategy, and the inability to inhibit the
occluded/non-visible viewpoints during the sampling strategy, brings up the question of what happens if we attempt
to directly approximate the function π(·, ·) (Definitions 14
and 15) corresponding to any pair of concepts (μα , μ) ∈
¯ Γ , R1 , R2 ), in order to obtain an approximation for
M(l,
μ that can be used by the object detection algorithm. In
other words, assume that (hα , h) is the approximating pair
¯ Γ , R1 , R ) ×
of concepts sampled from set M12 = M1 (l,
1

¯
¯
M2 (l, Γ , R2 , R2 ), where M(l, Γ , R1 , R2 ) ⊆ M12 . Then,
we want to find the number of samples that may be returned by the feature detection oracle so that we can approximate, sufficiently well, function π(μα (v), μ(λ(v)))
(Definitions 14 and 15) for any sensor state v returned
by some sensor state distribution, so that the approximation h for μ is sufficiently good to detect the desired
single-template-object. Notice that to approximate this function, it suffices to determine a pair of concepts (hα , h) ∈
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M12 that is sufficiently good. Notice that by Lemma 8
¯ Γ , R1 , R )] ×
below, we have VCD[M12 ] ≤ VCD[M1 (l,
1
¯ Γ , R2 , R )], where we define VCD[M12 ] as
VCD[M2 (l,
2
the cardinality of the largest set S = {v1 , . . . , v|S| } ⊆ Vn
of sensor states such that for every vector b ∈ {α, 0, 1}|S|
∃(hα , h) ∈ M12 such that b = (π(hα (v1 ), h(λ(v1 ))), . . . ,
π(hα (v|S| ), h(λ(v|S| )))).
By Lemma 5 we see that for any distribution D(ty ) and
any feature binding concept μ of the scene, it suffices to
construct an h that satisfies error(λ(D (ty , Vn , P  )), h, μ) ≤
ccam (ty )
, (where P  assigns a uniform distribution to all the
c2
positions in Pn2 which also lie in volume γ (Lc ), and c2
denotes the number of such distinct feature positions lying
inside γ (Lc ), as defined in Sect. A.3) since this h would
be sufficiently accurate to detect any instance of the target
single-template-object ty that is centred anywhere in cell j .
The catch is that we have to use the uniform sensor state
distribution provided by the passive sampling strategy in order to construct h. Notice that Theorem 1 only applies when
the sampling distribution is the same as the distribution with
respect to which the error is measured.
We overview a worst case scenario, that demonstrates the
difficulties that arise by the use of the passive sampling strategy. Assume each feature is visible or non-occluded from
0 × 100 percent of the sensor states that map to that feature,
where 0 < 0 < 12 . Also, assume D denotes a uniform distribution for the sensor states Vn . Also, assume D(ty ) assigns
a uniform distribution to all the features in F (ty ) = Go1 (ty ) ×
Po2 (ty ) × So3 (ty ) . Thus, if we acquire a sufficient number of
examples v, π(μα (v), μ(λ(v))), (where v ∈ D ), we can
use the visibility algorithm and the feature binding algorithm to construct a pair of hypotheses (hα , h) satisfying
c
(t )
error(D , π(hα , h(λ)), π(μα , μ(λ))) ≤ cam c2 y 0 . Assume
D denotes the distribution D , but conditioned on the sensor states v from which the feature λ(v) is visible (i.e., for
all v ∈ D , π(μα (v), μ(λ(v))) = α). Since D is a uniform
distribution, the probability of D returning a given sensor
state v for which π(μα (v), μ(λ(v))) = π(hα (v), h(λ(v))),
is scaled by a factor of as much as 10 , as compared to the
corresponding probability when v is sampled from distribution D . Thus we see that error(D , π(hα , h(λ)), π(μα ,
c
(t )
μ(λ))) ≤ cam c2 y 0 implies that error(D , h(λ), μ(λ)) ≤
ccam (ty )
.
c2

But this in turn implies that for any of the c2
feature positions p  ∈ Pn that also lie in target map cell
volume γ (Lc ), error(λ(D (ty , Vn , p  )), h, μ) ≤ ccam (ty ),
¯ Γ , R1 , R )] and
as wanted. Recall that d1 = VCD[M1 (l,
1

¯
d2 = VCD[M2 (l, Γ , R2 , R2 )]. By Lemma 7, if m8 =
c2
c2 d1 d2
c2
3k
ccam (ty ) 0 log( δs ) + ccam (ty ) 0 log( ccam (ty ) 0 ) and m9 =
8
log( 3km
δs )|T | + 1, then m8 · m9 is a sufficient number of
examples that need to be acquired with the feature detection
oracle under a passive sampling strategy in order to build
δs
with confidence at least 1 − 3k
the concept pair (hα , h), and
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thus build the desired representation h for single-templateobject k when its bounding cube is centred inside cell j .
However, if F (ty ) = Go1 (ty ) × Po2 (ty ) × So3 (ty ) or D(ty )
does not have a uniform distribution, an even greater, and
unbounded, number of features may need to be sampled as
o2 (ty ) increases. For example, the use of polynomially related target map distributions (Definition 39) guarantees that
we can train our object detector on a different scene representation distribution than the one generating our scene, thus
only slowing down our algorithm by a polynomial function
of r (see Definition 39). If function r is an exponential function of 1 , 1δ , |T |, n1 , n2 , n3 , n4 instead, this would lead to an
intractable slow-down in our algorithm. Similarly, and under
a passive sampling strategy, if distribution D(ty ) is arbitrary
(not uniform), an intractable slow-down in the number of
samples could result. Alternatively, if n4 is upper bounded
by a polynomial function 1 , 1δ and |T | (as n1 , n2 , n3 are),
the function h could be approximated efficiently by a brute
force approach. However, a purposive sampling strategy can
find a sufficiently good h without making such an assumption. Thus we see that the constraints imposed by a passive
sampling strategy, give rise to a number of problems, making the detection, localization and recognition problems significantly more difficult to solve, as compared to a purposive
strategy.
Lemma 6 (VC-Dimension of a Target Scene Concept class)
Assume Γ is the extended sensor of sensor Γ , as defined
in Theorem 3. Assume set F contains all target scenes
of sensor Γ that are generated by a scene representation
¯ Γ , R1 , R2 ). Let F1 be a set of concepts such that
M(l,

μα ∈ F1 iff (μα , μ ) ∈ F for some concept μ . Similarly, let
F2 be a set of concepts such that μ ∈ F2 iff (μα , μ ) ∈ F
for some concept μα . Let M1 be a set of concepts such
¯ Γ , R1 , R2 ) for some conthat μα ∈ M1 iff (μα , μ) ∈ M(l,
cept μ. Similarly, let M2 be a set of concepts such that
¯ Γ , R1 , R2 ) for some concept
μ ∈ M2 iff (μα , μ) ∈ M(l,
μα . Then VCD[F1 ] ≤ Θ(|T | · VCD[M1 ]) and VCD[F2 ] ≤
Θ(|T | · VCD[M2 ]). Notice that these upper bounds are
tight, in that there are target maps and scene representations
under which these bounds are reached.
Proof This follows directly from Definition 25. To see

this, consider |T | concept classes C1 , . . . , C|T
| which sat

isfy d = VCD[C1 ] = · · · = VCD[C|T | ], where d denotes the
VC-dimension of each concept class. Assume each concept in concept class Ci 1 ≤ i ≤ |T | has a domain of Xi
that is defined such that Xi ∩ Xj = ∅ and |Xi | = |Xj | for
1 ≤ i < j ≤ |T |. Assuming that every set Xi has a constant
|T |
encoding length, the bitwise encoding length of j =1 Xj
is n ∈ Θ(lg(|T |)). For every 1 ≤ i ≤ |T |, define concept
|T |
class Ci as consisting of concepts with domain j =1 Xj ,
such that |Ci | = |Ci | and for every c ∈ Ci there exists a
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unique concept c ∈ Ci such that c (x) = c (x) if x ∈ Xi
and otherwise, if x ∈ Xi , c (x) = 1. It is straightforward
to see that VCD[Ci ] = VCD[Ci ]. We also see that if we
generate a concept class C which contains the logical conjunction of the concepts contained in each vector of set
 (i.e., (c , . . . , c ) ∈ C  ×C  ×· · ·×C 
C1 ×C2 ×· · ·×C|T
|
|T |
|T |
1
1
2


 ∈ C), where the domain of each coniff c1 ∧ c2 ∧ · · · ∧ c|T
|
|T |
cept in C is j =1 Xj , then VCD[C] = Θ(|T | · d). This is
easy to notice using an inductive argument. When |T | = 1,
trivially VCD[C] = d. When we double the number of cells
(|T | = 2), we see that for any set of d concept inputs which
C shattered when |T | = 1, there correspond another d distinct inputs which are shattered by C. This implies that when
|T | = 2, VCD[C] = 2d. By recursively repeating this argument as |T | increases, we see that VCD[C] = Θ(|T | · d). Assuming that d = VCD[M1 ] and C = F1 , or, d = VCD[M2 ]
and C = F2 , this proves the theorem. Notice, that, if Xi ∩
Xj = ∅, potentially a smaller number of concept inputs are
shattered by C as |T | increases, indicating that Θ(|T | · d) is
an upper bound on VCD[C].

The lemma above shows that in general, for any scene
generated by a particular scene representation, we would
need to sample a linearly increasing number of samples with
respect to |T |, in order to guarantee that we have PAClearned a target scene. These arguments assume that any
scene we encounter in practice is “translation invariant”, in
that the complexity of any local scene region is on average equal to the complexity of any other local scene region
present in the scene representation class. This brings up the
question of how an increasing representation length of the
scene, might affect our detection algorithm, since the representation length increases with |T |. As we discuss in Sect. 4,
when trying to satisfy a computational cost constraint, there
are certain advantages in using compact representations as
input to our object detector. This will underscore the importance of a divide-and-conquer approach to the localization
problem, where we localize objects by building representation for smaller subsets of the scene, rather than constructing
a single representation of the entire scene and analyzing it in
“one-shot” to localize or detect the object. We discuss this
more in Sects. 4 and 5.
Lemma 7 Let 0 < δ < 12 . Assume we are given a passive sampling strategy, defined over a target map with nonoverlapping cell search spaces. If we call the active sensor
at least n = log( 1δ )|T | + 1 times, we are guaranteed with
probability at least 1 − δ, that we will have acquired a sample from inside a single given target map cell at least once.
Proof By the geometric distribution, and since the active
sensor samples the sensor states uniformly, the probability that after n iterations we sample from inside a given
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n−1 1 , which
target map cell for the first time, is ( |T|T|−1
| )
|T |
decreases monotonically as n increases. But notice that
n−1 1 = δ iff n − 1 =
( |T|T|−1
| )
|T |

1
|T | )
|T |
log( |T |−1 )

log( 1δ

. Notice that n is

bounded by log( 1δ )|T | + 1, which means that a polynomial
number of samples with respect to 1δ and |T | suffice to be
sampled to satisfy the lemma.

Lemma 8 Let F = Gn1 × Pn2 × Sn3 and Vn = Gn1 × Pn2 ×
Sn3 × V n4 . Given a concept class C where each concept c ∈
C is of the form c : F → {0, 1}, if we define a new concept
class Cλ such that c ∈ C iff c(λ) ∈ Cλ , where λ : Vn → F is a
surjective function, then the VC-dimensions of C and Cλ are
identical.
Proof By Definition 25, it is straightforward to see that
the VC-dimension of Cλ is at least as large as the VCdimension of C. We need to prove that the VC-dimension
of Cλ is less than or equal to C. Assume the opposite.
That is, the VC-dimension of Cλ is greater than that of
C. Assume S = {v1 , v2 , . . . , v|S| } ⊆ Vn is the largest set
of distinct sensor states that are shattered by Cλ , or in
other words |S| = VCD[Cλ ]. But this is equivalent to saying that there exist 2|S| distinct concepts in C which shatter {λ(v1 ), λ(v2 ), . . . , λ(v|S| )}. This implies that for all i, j ∈
{1, . . . , |S|} (where i = j ), λ(vi ) = λ(vj ). But by the definition of a VC-dimension, this implies that VCD[C] ≥ |S| =
VCD[Cλ ], a contradiction.
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